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Samenvatting

Het bouwen van grote en complexe sofware programma’s is een uitdaging. Een klein

foutje in miljoenen regels code kan een groot defect veroorzaken. Door software

te testen kunnen deze fouten opgespoord worden. Omdat testen veel werk is, is

het belangrijk om zoveel mogelijk te automatiseren. Model-gebaseerd testen is een

techniek waarbij de tester alleen een model van het gedrag van de software hoeft te

geven. Een algoritme extraheert dan testen uit het model, die vervolgens automatisch

uitgevoerd kunnen worden.

Een grote uitdaging van model-gebaseerd testen is om een algoritme te maken dat

enerzijds zo krachtig en veelzijdig mogelijke testen bedenkt, maar anderzijds ook de

benodigde tijd voor het uitvoeren van de testen beperkt. Dit proefschrift onderzoekt

verschillende algoritmen die testen produceren voor alle delen van het model. Hierbij

is het model een gelabeld transitiesysteem. Met zo’n model kun je programma’s

beschrijven die invoeracties kunnen ontvangen en uitvoeracties kunnen produceren.

Dit proefschrift levert de volgende bijdragen:

• Hoofdstuk 2 werkt het concept van n-volledig testen uit voor gelabelde transi-

tiesystemen. Na het uitvoeren van zo’n verzameling testen weet de tester zeker

dat het geteste programma geen fouten meer bevat, tenzij het programma groter

is dan de grootte aangegeven door het getal n. Dit laatste is het geval, als je

het daadwerkelijke gedrag van het programma – als je dat zou weten – alleen

kunt modelleren met een gelabeld transitiesysteem dat meer dan n toestanden

heeft. Als je n groter maakt, mag het programma groter zijn en heb je meer

zekerheid dat er geen fouten in het programma zitten, maar moet je ook meer

testen uitvoeren.

• Hoofdstuk 3 legt zich toe op het kleiner maken van het achterste deel van een

n-volledige test van hoofdstuk 2. Het voorste deel van de test zorgt ervoor dat

het programma in een bepaalde toestand komt. We gaan er vanuit dat we die

toestand niet direct kunnen waarnemen. Het achterste deel van een n-volledige

test controleert daarom of de juiste toestand is bereikt door het programma
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invoeracties te sturen en er uitvoeracties van te ontvangen. Dit hoofdstuk geeft

een algoritme om hier zo min mogelijk acties voor te gebruiken. Experimenten

op vijf verschillende casussen tonen aan dat er inderdaad weinig acties nodig

zijn ten opzichte van de grootte van het model.

• Hoofdstuk 4 geeft een algoritme voor het genereren van testen van gelabelde

transitiesystemen met data-elementen, ofwel waardes. Een waarde is bijvoor-

beeld een bericht dat bij de invoer- of uitvoeractie hoort. Omdat er heel veel

mogelijke waardes zijn, kunnen die niet allemaal worden uitgeprobeerd in een

test. Het algoritme uit dit hoofdstuk kiest daarom één waarde voor elke actie uit

het model. We passen het algoritme toe op een casus van een netwerkprotocol.

Ondanks dat een programma met deze aanpak niet volledig wordt getest, laten

we zien dat de meeste fouten in het netwerkprotocol wel gevonden worden.

• Hoofdstuk 5 bekijkt het uitvoeren van testen als een spel tussen de tester en het

te testen programma, waarbij de tester als taak heeft om een fout te vinden,

en het programma juist probeert om dit te voorkomen. Er wordt een vertaling

gegeven tussen verschillende concepten uit model-gebaseerd testen en spelthe-

orie. Hierbij is een zet van de tester het geven van een invoeractie aan het

programma en een zet van het programma het produceren van een uitvoeractie.

Verder komt een strategie van de tester in het spel overeen met een test. Do-

ordat dit hoofstuk de werelden van speltheorie en model-gebaseerd testen met

elkaar verbindt, kunnen concepten en algoritmen uit de ene wereld toegepast

worden in de andere wereld.

• Hoofdstuk 6 zoekt naar de makkelijkste manier om een programma in een

bepaalde toestand te brengen: dit is het voorste deel van een n-volledige test

uit hoofdstuk 2. Dit wordt gedaan door een jokerspel te analyseren. De tester

heeft tijdens het testen doorgaans geen volledige controle over het programma

dat hij aan het testen is: het programma kan een uitvoeractie produceren, ter-

wijl de tester liever eerst een invoeractie aan het programma had willen geven,

of een andere uitvoeractie van het programma had willen zien, om de gewenste

toestand te bereiken. In het jokerspel kan de tester een Joker inzetten om een

gewenste actie voor elkaar te krijgen. Een strategie die zo min mogelijk jokers

inzet in het spel kan vervolgens naar een test worden vertaald. In zo’n test is

het aantal keer dat een programma de tester dwars kan zitten geminimaliseerd,

dus hierdoor zal het uitvoeren van de test vaak succesvol zijn.



Summary

It is challenging to construct large and complex software programs. One little mistake

in a million lines of code can cause a major defect. Such defects can be detected by

testing the software. Because testing is a lot of work, it is important to automate

testing as much as possible. Model-based testing is a technique that only requires

having a model of the behaviour of the software. An algorithm then extracts the tests

from the model, which can subsequently be executed automatically.

A major challenge of model-based testing is to come up with an algorithm that

generates the most powerful and versatile tests on the one hand, and minimizes the

time needed for executing the tests on the other hand. This thesis investigates several

algorithms that generate tests for all parts of the model. The model used in this thesis

is a Labeled Transition System. Such a model allows describing programs that can

receive input actions and produce output actions.

This thesis consist of the following contributions:

• Chapter 2 defines the concept of n-complete tests for Labeled Transition Sys-

tems. After executing such a set of tests, either the tested program does not

contain any bugs for sure, or the program is larger than the size indicated by

the number n. The latter is the case, if the true behaviour of the program – if

this was known – can only be modeled with a Labeled Transition System that

has more than n states. By making n larger, the program is allowed to be larger

and it is more certain that the program does not contain bugs, but also more

tests need to be executed.

• Chapter 3 focuses on decreasing the size of the last part of an n-complete test

from Chapter 2. The first part of the test makes sure the program is in some

state. We assume that we cannot directly observe this state. The last part of an

n-complete test therefore checks whether the correct state has been reached by

providing input actions and receiving output actions from the program. This

chapter provides an algorithm to use as few actions as possible for achieving

this. Experiments on five case studies show that indeed few actions are needed

with respect to the size of the model.
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• Chapter 4 provides an algorithm for generating tests from labeled transitions

systems with data elements or values. A value is for example a message accom-

panying an input or output action. Because there are many values possible, they

cannot all be tried in a test. The algorithm of this chapter therefore chooses

one value for every action occurring in the model. We apply the algorithm on a

case study of a network protocol. Although a program is not completely tested

with this approach, we show that most bugs in the network protocol are found.

• Chapter 5 views the test execution as a game between the tester and the program

being tested, where the tester has the task to find a bug, while the program

tries to prevent this. A translation is given between several concepts from

model-based testing and game theory. A move of the tester is providing an

input action to the program, and a move of the program is producing an output

action. Furthermore, a strategy of the tester corresponds to a test. This chapter

connects the worlds of game theory and model-based testing, such that concepts

and algorithms from one world can be used in the other world.

• Chapter 6 searches for the easiest way to bring a program in a certain state: this

is the first part of an n-complete test from Chapter 2. This is done by analysing

a joker game. During test execution, the tester usually is not in full control of

the program she is testing: the program may produce an output action, while

the tester could have wanted to first provide the program an input action, or

would have liked receiving another output action, for reaching the desired state.

In a joker game, the tester can play a joker to accomplish the desired action. A

strategy that uses the minimum number of jokers can subsequently be translated

to a test. In such a test, the number of times the program can hinder the tester

is minimized, such that test execution often will be successful.
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Chapter 1

Introduction

In our daily lives, we use software all the time, sometimes even without thinking

about it. For example, we use software for ordering food, paying bills, socializing with

people, for booking holidays, and we use it more and more as part of our professions.

Companies not only use software, but also construct it themselves, for selling it as a

stand-alone product, selling it as a part of an embedded system, offering it as part of

a service, or just for supporting internal business processes.

As software is so ingrained into our daily and professional lives, the correct func-

tioning of software is very important. However, building well-functioning software

is quite difficult. Moreover, software programs have become larger and increasingly

complex over the last decades. Techniques for assessing the quality of software are

therefore vital for software development.

The most widely used method for assessing quality of software is software testing

[5, 20, 63]. Testing a software program comprises of running it, actively interacting

with it, and checking if it does what is expected. If something unexpected happens,

then this needs to be fixed, and the program needs to be tested again. Testing is

repeated until nothing unexpected happens, and the program is assessed to be of

good (enough) quality.

In software testing, the software being tested is usually called the System Under

Test, which we will abbreviate to SUT. The process of testing software comprises of

executing several test cases. A test case describes the input actions or stimuli that

must be provided to the SUT, and the outputs or responses that the SUT is expected

to produce. For example, for testing a calculator program, a test case prescribes to

give ‘1+2=’ as input, and then expects ‘3’ as an output. If the calculator indeed

produces ‘3’ as an output, we say that the test case passes. If it produces another

output, e.g. ‘1’ or ‘NaN’, then this is unexpected behaviour, and we say that the test

case fails. A set of test cases is called a test suite. We will sometimes consider testing

as a process between two entities: the SUT and the tester. The tester provides the

inputs given in the test cases, and the SUT produces outputs. Before a test case is

executed, the SUT is reset, i.e. rebooted, to its initial configuration.

Testing is used to measure the quality of a software system, but what is quality?

An SUT has properties that can be classified by several quality characteristics [63].

Each of these characteristics requires a different way of testing. For example, one

could wish to test the security, robustness, performance, usability, or functionality of
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a system. This thesis focuses solely on functionality testing, i.e. testing whether the

functional behaviour of the SUT is as required. Furthermore, the System Under Test

may, as the name indicates, indeed be a complete system, but also just a component

or a small unit of code. This thesis deals with an SUT on any level of detail [63], as

long as its desired behaviour can be described in terms of inputs and outputs: this is

a black-box approach. The box is the SUT, and the box being black means that one

does not look inside the box to obtain any additional information that can be used

during testing.

To perform black-box tests, one just needs an interface with the SUT, to provide

inputs and receive outputs. The SUT may consist of several components, may be writ-

ten in several languages, or even consist of an executable without source code. This

makes black-box testing much more flexible than white-box testing, which performs

test cases that are based on internal information like source code, or uses internal

information during execution. Also, using only inputs and outputs is an abstrac-

tion that facilitates developing general testing methods which are applicable on many

software systems. On the other hand, using additional white-box information like the

source code may improve the quality or efficiency of testing. Even combining black-

and white-box testing into gray-box testing is possible, see e.g. [71].

A significant part of research on software testing is about model-based testing.

An overview is given in e.g. [20]. Model-based testing automates the construction of

test cases. Figure 1.1 shows a high-level overview of black-box model-based testing.

It shows the model, a test suite, and the SUT in a black-box. The arrow from the

model to the test cases corresponds to a test generation algorithm that produces

the set of test cases. The arrow from the test cases to the SUT corresponds to the

execution of these test cases on the SUT. As explained, the SUT is a black-box: it

only accepts inputs and produces outputs via an interface. During test execution,

each test produces a verdict pass or fail, indicating whether the test passed or failed.

The dashed double arrow between the model and SUT represents the conformance

relation: a formal definition for determining when the SUT is correct with respect to

the model. Test generation and execution must be defined in accordance with this

relation.

Automatic construction of test cases can be a huge improvement compared to

manually writing and maintaining test cases. As size and complexity of software

increases during development, manually maintaining and updating a set of test cases

may require a disproportional effort. A test case often focuses on a small part of the

behaviour of the SUT. However, such a part usually cannot be tested independently

from any other parts of the functionality of the SUT. Changing some aspect of the

SUT might affect many test cases, resulting in a major maintenance effort. For

example, if there is a sequence of inputs and outputs required for starting the SUT,

before the SUT can be used for its actual purposes, then any test case testing one of

these purposes also contains the starting sequence. A change in the starting sequence

requires adapting all the test cases.
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Test suite

System
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Figure 1.1: Black-box Model-Based Testing

A model can be used to describe the different, possibly intertwined, behaviours

of the SUT, together as one whole. The model can be constructed without immedi-

ately worrying about the particular sequences of inputs and outputs that need to be

tested. A test case generation algorithm takes care that test cases are constructed

automatically, in accordance with the model.

If an SUT is adapted, only the model needs to be updated. All test cases can be

generated again from this adapted model. Also, one can use different test generation

methods for obtaining different test cases. One may, for example, obtain a smaller

test suite with low running time; a more thorough, larger, test suite with a higher

running time; a test suite focusing on a certain aspect or feature of the SUT; a test

suite testing a critical part of the SUT; or a part which changed a lot. By using an

available test generation method, a lot of time can be saved, compared to manually

selecting relevant test cases, or compared to running all test cases. Moreover, test

generation methods allow generating test cases with large diversity or variation, while

writing down all variants by hand is a much bigger effort.

The need to have a model of the SUT can also be a hurdle preventing the ap-

plication of model-based testing, as writing a few test cases is usually an easier first

step in testing a system than constructing a model. However, research in areas like

model-based development, model-learning, and partial modeling will help making this

hurdle smaller and smaller:

• Model-based development, see e.g. [102], is a technique for generating (parts of)

the source code from models. To do this, models are constructed as part of the

development of software. These models can possibly be reused for obtaining a

model suited for model-based testing.

• Model-learning is a technique for automatic construction of a model from a sys-

tem [116]. The technique only uses input-output interaction with the system.
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The obtained model represents the actual behaviour of the system, so one still

has to examine the model to find non-conformances with respect to the expected

behaviour from e.g. requirements. Non-conformances can be detected by man-

ual inspection, or by model checking the model on properties that formalize

requirements [41]. Additionally, one may use the obtained model for regression

testing, i.e. for detecting any unintended changes after refactoring software [62],

or to evaluate a new implementation that needs to replace a piece of legacy

software [103].

• Partial models allow to model only some relevant part of the system, see e.g.

[65, 97, 113]. For constructing partial models one does not need to have an

overview of all the functionality of the SUT, which eases their construction.

Moreover, several partial models can sometimes be combined into one bigger

model [65].

This thesis focuses on improving the technique of model-based testing itself, and in

particular on test generation methods. The success of the application of model-based

testing depends on the quality of generated test cases. This thesis therefore assumes

the existence of a model, and finds ways to select the best test cases from it. This

will be explained further in Section 1.2.

The research of this thesis was done as part of the project SUpersizing Model-

BAsed Testing (SUMBAT). The project included the involvement of several industrial

companies. Because most of the scientific foundations of proposed solutions did not

exist, this thesis is of a more theoretical nature than one may have expected before-

hand. However, it is also known that science usually needs some time to reach its full

potential in applications [117].

1.1 Basic Concepts in Model-Based Testing

In this section, we recall three basic concepts of model-based testing which form the

foundation of this thesis: models, conformance, and test cases. These concepts can

then be used in the next sections to elaborate on the general theme of this thesis, and

the various approaches taken to contribute to solving model-based testing problems.

1.1.1 Models

LTS This thesis uses the model of Labeled Transition Systems with inputs and

outputs (LTS) [113] as the model for model-based testing. An LTS is an automaton

consisting of states (the circles) and labeled transitions (the labeled arrows). The

label of a transition is either an input, marked with ‘?’, or an output, marked with

‘!’. There is one initial state, marked with a small arrow, which indicates in which

state to start.

We will illustrate LTSs using the text book example in testing: a coffee machine.

Our coffee machine works as follows: pouring in water, putting in a coffee pad, and



1.1. Basic Concepts in Model-Based Testing 5

water?

pad?

button?

coffee!

error!

button?

button?

error!

error!

Figure 1.2: An LTS modeling a coffee machine.

then pressing the button makes the coffee machine either produce coffee or an error

message. Pressing the button at an earlier stage results in an error message as well.

Figure 1.2 shows an LTS modelling the coffee machine. The water, pad, and button

are inputs, as these are provided by the user of the machine. The coffee and error

message are outputs produced by the machine. We see both of the above described

scenarios appearing in the LTS as sequences of transitions.

The LTS of Figure 1.2 is deterministic: it has no two transitions with the same

label starting in the same state. All chapters except Chapter 4 will deal only with

deterministic LTSs. An LTS that is not deterministic is called nondeterministic.

Nondeterministic models can for example be used to model parallel processes.

Deterministic LTSs do allow output nondeterminism: two transitions with differ-

ent output labels starting in the same state. The upper right state of Figure 1.2 is

output nondeterministic, as it has a coffee! and error! transition. Output nondeter-

minism provides freedom to the SUT to choose one of the outputs specified in the

model. The tester cannot control or determine the output that the SUT chooses.

We also note that the model of Figure 1.2 does not describe what happens if the

pad is put in before the water. Consequently, an SUT is allowed to produce any

output it wants (or wait for more inputs). This behaviour therefore does not have to

be tested. The model is therefore a partial view (or restriction) on what behaviour of

the SUT must be tested. To ease reasoning, some research papers, e.g. [108], require

LTSs to be input-enabled. All states then need to have transitions for all inputs.

Plain LTSs only describe systems in terms of input and output actions. To model

more complex systems that deal with data, one can use Symbolic Transitions Systems

(STS) [43, 44]. These are LTSs with parametrized labels, and global variables. The

transitions may state a condition for taking it. Additionally, the values of variables

can be updated by a transition. Chapter 4 uses STSs as models.

Figure 1.3 shows an adapted version of the coffee machine from Figure 1.2. It

describes a coffee machine that keeps track of the total amount of water in the coffee

machine, and ensures that at least 150ml of water is used to make coffee. The amount

of coffee produced is allowed to be at most 50ml less than the total amount of water
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poured in the coffee machine.

t := 0

water?(w)

w > 0 ∧ t + w ≥ 150

t := t + w

pad?

button?

coffee!(c)

c ≥ t - 50

t := 0

error!

button?

button?

error!

error!

water?(w)

w > 0 ∧ t + w < 150

t := t + w

Figure 1.3: An STS modeling a coffee machine.

An STS allows the SUT to freely choose output parameters, within the constraints

of the transition. The STS of Figure 1.3 allows both of the following sequences:

water?(150) pad? button? coffee!(150), and water?(150) pad? button? coffee!(100).

The last coffee! transition is taken with two different parameters. Hence, this is

output nondeterminism in the data-part of STSs.

FSM Though Chapter 2 and 3 use the LTS as a model, the work is strongly inspired

by testing theory for another modeling formalism, called Finite State Machine (FSM),

or Mealy machine [87].

An FSM is an automaton consisting of states and labeled transitions. The tran-

sition label of an FSM is an input/output pair. Figure 1.4 shows an FSM modeling

the aforementioned coffee machine.

A consequence of labeling transitions with input/output pairs, is that inputs and

outputs strictly alternate. The FSM of Figure 1.4 therefore has an explicit okay

output, which may feel a bit artificial, as not receiving an error output already could

tell us everything is okay.

FSMs are usually required to be deterministic and complete. An FSM is determin-

istic if it has at most one transition starting in every state for every input label, and

otherwise it is nondeterministic. An FSM is complete if it has at least one transition

starting in every state for every input label, and otherwise it is partial. Consequently,

a deterministic complete FSM has exactly one transition starting in every state for

every input label. Note that the FSM of Figure 1.4 is indeed deterministic and com-

plete. Compared to the LTS of Figure 1.2, we added behaviour for the case in which

a pad is inserted, and only after that water is poured in the coffee machine. Leaving

this out would make the FSM partial.
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water/okay

pad/okay

pad/okay
water/okay

button/coffeebutton/error

button/error

water/okay

pad/error

water/okay

pad/error

button/error

Figure 1.4: An FSM modeling a coffee machine.

Deterministic FSMs cannot be used to model that both coffee and an error mes-

sage may be produced upon the press of the button. We could model this with the

LTS of Figure 1.2, by using output nondeterminism. For FSMs we then need to

make it nondeterministic, since then we can have two transitions button/coffee and

button/error starting in the same state.

Similar to LTSs, an FSM can also be extended to handle data. Such FSMs are

often called Extended Finite States Machines [70].

Other models Besides the mentioned modeling formalisms, there exist many more.

While STSs explicitly describe the change of values of data variables on their tran-

sitions, time passes implicitly and continuously in a timed automaton [56]. Hybrid

automata combine continuous behaviour, described by differential equations, with

discrete behaviour, described by automata [55,82].

Besides automata, there are programming oriented models like UML, which are

also used for model-based testing [17]. On the other hand, one may need multiple

models of different nature to model e.g. a cyber physical system [34]. In this thesis

we focus on the LTS as model for model-based testing.

Games There is also a formal notion of games, see e.g. [84]. These games resemble

real-life (board or card) games, e.g. Yatzee, Checkers, or four in a row. Games show

similarities with the process of testing a system.

Game theory usually considers two or more players (sometimes called agents) who

play against each other in a game state space. A game state space consists of all the

states of the game that can be reached for any possible sequences of moves of the

players. Moves made by the players must adhere to the rules of the game.

Games can be used as a way to model the testing process, by viewing the tester

and the SUT as the two players of the game. The inputs and outputs are then the

moves of the game, and the model specifies the game rules. By establishing the
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connection, model-based testing may benefit from game theory research. Chapter 5

and 6 elaborate on this idea.

1.1.2 Conformance

In model-based testing, a model describes how the SUT should behave, and therefore

the model is also called the specification. Whether the SUT actually behaves as

specified, is determined by performing tests, i.e. by sending inputs to, and receiving

outputs from the system. If the SUT contains a fault, it is non-conforming, which

informally means that the SUT ‘differs’ from the model in some aspect. If this is not

the case, then an SUT conforms to the model, i.e. the SUT is, in some sense, ‘equal’ to

the model. However, the SUT is a piece of software, while the model is a mathematical

object; so in what way can we formulate this comparison? The answer to this question

is important, as test cases are generated to examine the (non-)conformance of the SUT

to the model.

To define conformance, we replace the SUT by an imaginary model, called the

implementation. This implementation exactly models the SUT, with all its faults, if

any. Though we do not actually have this model, assuming that the SUT can indeed

be replaced by the implementation, makes formal definition of conformance possible.

The assumption that there is an implementation that can replace the SUT, i.e. that

the modeling formalism of the implementation allows to completely describe the SUT

in all its aspects, is called the testability hypothesis [111]. The conformance relation

then defines for all possible specifications and implementations, whether the imple-

mentation conforms to the specification or not. In black-box model-based testing, the

conformance relation is defined in terms of inputs and outputs, as this is the only

information available during testing. The relation then defines the allowed sequences

of inputs and outputs from the implementation, given those from the specification.

The most well-known conformance relation for Labeled Transition Systems with

inputs and outputs is ioco [113]. There are many variants of this relation, e.g. [10,

44, 48, 53]. The ioco relation assumes that the implementation is input-enabled, i.e.

that every state has a transition for every input. This way the tester can provide

any input, at any point during the process of testing the SUT, without knowing

the implementation. Relaxing this assumption must take into account refusal of

inputs [67].

According to the ioco relation, an implementation conforms to a specification, if

the specification foresees any output of the implementation. Specifically, the output an

implementation produces, after any label sequence present in the specification, must

be there in the specification as well. Figure 1.5 shows an example implementation.

The specification of Figure 1.2 has two output transitions after the sequence water?

pad? button?, namely coffee! and error!. The implementation enables coffee! after

taking the three input transitions. Since this coffee! transition is in the specification,

the coffee! transition of the implementation is indeed allowed according to ioco.
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water?

pad?

button?

coffee!button?

button?

error!

error!

pad?

water? water?

pad?

pad?

water?

button?

button?

pad?

water?

button?

pad?

water?

Figure 1.5: A conforming implementation of the LTS coffee machine.

Though the specification specifies an error! transition after water? pad? button?,

the implementation does not have this error! transition, but is still correct according

to the ioco relation. Hence, the relation provides some freedom for implementations

to be conforming. As the tester is not in control of the output the SUT wants to

produce, it may even be the case that an implementation can produce both outputs,

but during testing only shows one. Therefore the ioco relation requires the SUT to

produce at most one of the outputs, instead of all outputs given by the specification.

We note that the implementation of Figure 1.5 looks exactly the same as Fig-

ure 1.2, except for the error! transition, and all the input self-loops it has for making

it input-enabled. By having self-loops, we express that nothing happens in the im-

plementation, if an input is given in a state where it was not expected, as the state

does not change. There are also other ways to deal with unspecified inputs in the

specification. For testing, it is not so interesting what happens after an unspecified

input, as ioco allows any sequence of inputs and outputs after taking a transition with

an unspecified input. Therefore, during testing of an SUT, the tester will try to use

specified inputs only.

The implementations of Figure 1.6 are non-conforming. In the left implementation

we see that a coffee! transition can be taken after the button? transition. However,

in the specification of Figure 1.2, we see that error! is the only output allowed after

button?. This shows that the left implementation is indeed non-conforming.

Though ioco does not require implementations to implement all outputs the spec-

pad?

water?

button?

coffee!
pad?

button?

water?

coffee!

water? button?

pad?

Figure 1.6: Two non-conforming implementations of the LTS coffee machine.
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ification specifies, an implementation is not allowed to have an output while the

specification has none. The ioco relation uses an artificial output δ denoting quies-

cence, i.e. absence of output, to make this explicit. If a state has no outgoing output

transition, like the initial state of Figure 1.2, then this state enables the output δ. One

can make this explicit by adding a δ self-loop transition in all the states not having

any outgoing output transitions. One then sees that, after taking no transitions, the

specification has a δ output, while the right implementation of Figure 1.6 provides

the coffee! output. Hence, it is non-conforming.

1.1.3 Test Cases

In the previous section, sequences of inputs and outputs were used to show non-

conformance of an implementation. If test cases contain such sequences, then exe-

cuting them on the SUT leads to discovering non-conformance. Because the SUT

may produce an output at any moment, test cases must be able to deal with them.

Therefore, test cases are not just a sequence, but rather have a tree structure. See

Figure 1.7 for an example test case, using the LTS of Figure 1.2 as a specification.

Each node of a test case is either labeled with a verdict; enables one input and

all outputs occurring in the specification; or enables all outputs and δ. At most one

input is enabled at a node, as only one can be provided to the SUT at the same time.

As the SUT may produce an output before receiving the input, all outputs must be

enabled next to an input. A node with only outputs enables δ as well, because it

may happen that the SUT produces no output. To conclude that the SUT produces

no output, one would have to wait infinitely long, in theory, to be sure of that. In

practice, we circumvent infinite waiting by assuming that no outputs will be produced

after a finite waiting period.

In particular, we see that the test case of Figure 1.7 initially provides the inputs

water?, pad?, and button?. If any output is received before button?, then it is not

allowed by the specification, so the test case ends with verdict fail, which means a

non-conformance has been detected.

The test case shows that after water? pad? button?, both the outputs error!

and coffee! are allowed, while the SUT is not allowed to be quiescent (denoted with

δ). Subsequently, the test case continues differently, depending on which of the two

outputs is received from the SUT: after error! we ask for another output, while

after coffee! we continue with input button?. Test cases are adaptive if they react

differently on different outputs.

Test cases are finite, as we cannot continue testing forever. Therefore, a test case

ends with verdict pass if and only if the sequence from the start up to that point is

allowed by the specification.
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fail fail

fail fail

fail fail

fail

fail

fail pass fail fail

fail

pass fail

water?

error! coffee!

pad?

error! coffee!

button?

error! coffee!

δ

error! coffee!

coffee!

error!
δ

button?

coffee!error!

δ

error! coffee!

Figure 1.7: A test case.

1.2 Thesis Theme: Test Selection

The number of test cases that can be generated from a model, that has at least one

loop, is infinite. A test case can then be extended with more inputs and outputs,

which may result in discovering a fault that cannot be detected with the original test

case. However, testing a system forever is neither practical nor desirable. Software

testing is rather an optimization process between the time spent on testing and the

confidence gained on the correctness of the system. Therefore, a major challenge in
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model-based testing is test selection: generating a finite set of test cases that are

representative for measuring the quality of the system. Test selection is the overall

theme of this thesis.

The simplest test selection method is random test selection [38,52]. With random

testing, one chooses arbitrary tests from the model up to a bound on the number and

length of the test cases. Random testing already may be very effective, as one can

obtain a larger and more varied test suite than with a set of hand-written test cases. A

disadvantage of random testing is that it is unclear what the bound should be. Also,

one cannot quantify how well the SUT has been tested after executing the random

tests. Additionally, random test selection usually fails to select test cases testing edge

cases, e.g. division by zero, because there are only few of those test cases among the

many possible test cases to randomly choose from. Therefore, more systematic test

selection criteria have been developed.

Two well-known classical test selection methods are equivalence partitioning and

boundary value analysis [63]. Equivalence partitioning prescribes partitioning the

possible inputs into several classes, and then selecting one from each class, assuming

that it will represent all inputs of the class. Boundary value analysis instead selects

inputs close to the boundary of the classes, based on the heuristic that bugs more

often occur on boundaries.

These classical testing techniques just select one input though, and are therefore

not model-based, in the sense that they do not select complete behaviours, including

expected outputs, from a model. Selecting complete behaviours is done quite straight-

forwardly by a test purpose: a small model, description, or criterion that steers test

case selection, e.g. by giving an interesting part or behaviour of the system model, a

list of outputs that must be observed, or a coverage criterion on the system model. A

test purpose has to be given in addition to the model modeling the SUT. Sometimes,

test purposes [8, 46,120] are also called test goals [22] or test objectives [16,89].

Test purposes do not always bound test selection completely: there may be room

for choosing some of the several test cases satisfying the test purpose. This is for

example the case in [8, 46], as these test purposes are symbolic, meaning that a

concrete value for some parameter, e.g. time, can still be chosen from the set of values

the test purpose allows, e.g. points in time. In [89], test objectives are used to specify

that certain use cases (i.e. system user scenarios) of the SUT have to be covered.

Furthermore, in [22], a test goal specifies a syntactical element of the source code

of the SUT that has to be covered. These references already show the diversity in

defining test purposes/objectives/goals. To unify this, a general framework for test

purposes has been proposed in [120].

Instead of specifying which tests must be selected, one can also find ways to change

the model, such that it does not correspond with the expected behaviour of the SUT

any more, and then find test cases that detect such a deviation. This technique is

called mutation testing, as the change or fault in the model is called a mutation. The

changed model is called the mutant. An overview of the field is given in [69]. Mutation
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testing does not necessarily need to be model-based as in [76]; instead a mutation can

be a change in the source code of the SUT as in [93].

Test generation using fault models is much like mutation testing, though a bit

more general. A fault model models the faults the SUT may have. This fault model

is then used to generate test cases. If the fault model describes mutations, then fault

modeling and mutation testing can be combined [83]. One can also define a fault

model as a set of models describing faulty SUTs [74].

In this thesis we will use model coverage to select tests. Test cases are selected

according to the structure of the model. A coverage measure based on this structure

quantifies the coverage percentage: a test suite with 100% coverage contains all rele-

vant test cases according to the coverage measure. A model coverage measure can be

seen as a fault model, since the measure makes the assumption that all faults of the

SUT can be detected by the test suite covering the model. Furthermore, model cover-

age steers test selection, so, in that sense, it is a test purpose as well. Mutation testing

can be used to evaluate the strength of coverage measures, by determining whether

the test cases generated according to the measure can detect a faulty mutant.

Model coverage test selection is sometimes inspired by coverage test selection

for programs [5, 123]. These white-box techniques use the structure (syntax) of the

program, to select test cases. Usually, this structure of a program is represented by a

graph. This can therefore be reformulated for graph-like models like automata.

The most simple test selection method is statement coverage: all statements of

the program are then executed by some test case. Chapter 6 provides test selection

for reaching states of the model (instead of statements of programs).

Branch coverage, alternatively called decision coverage, requires that every pos-

sible outcome of a branch of a program, e.g. an if-statement, has been executed.

Chapter 4 uses transition coverage, which corresponds to branch coverage for pro-

grams.

Path coverage provides the finest coverage: it selects test cases such that every

path in the program is taken. The test selection of Chapter 2 somewhat resembles

path coverage test selection, because it describes how to obtain a so-called n-complete

test suite that is finite but as complete as possible. The generated test suite is the

best effort for detecting any possible non-conformant implementation.

Besides examining coverage test selection techniques themselves, this thesis also

contributes to making coverage measures available for LTSs.For LTSs much less test-

ing theory is available than for the well-studied, but more restrictive FSM models.

With test selection for LTSs we make model-based testing more widely applicable.

1.3 Outline of the Thesis

The high-level goal of this thesis, as explained in the previous section, can be summa-

rized as follows: making model-based testing techniques better applicable, by apply-
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ing and extending model-coverage test selection techniques for LTSs. The high-level

goal is to have strong model-coverage techniques, like n-complete test suites, defined

for very general modeling formalisms, like nondeterministic Symbolic Transition Sys-

tems, and implemented in industrial tools. However, this would require much more

research than a single PhD thesis can cover. Nevertheless, this thesis takes several

important steps towards this goal. The steps taken in the next chapters are discussed

next. As the chapters of this thesis are papers written together with co-authors, my

contributions to these papers will be elaborated.

1.3.1 n-Complete Test Suites for Labeled Transition Systems

As noted by Dijkstra: “Testing can show the presence of bugs, not their absence!” [35].

Since extending a test case with more inputs and outputs may lead to detecting a

fault which would otherwise not have been found, testing with a finite number of

finite test cases cannot be used to obtain the guarantee that an SUT is conforming to

its specification. The closest approximation for obtaining a completeness guarantee

is to make a test suite that detects all faults of an implementation with at most some

number n of states. Such a test suite is called an n-complete test suite.

While the concept of n-complete test suites has been well studied for deterministic,

complete FSMs during the last decades of the previous century, generalizing construc-

tion methods to broader classes of models is more recent, see e.g. [3, 94, 98, 104]. In

Chapter 2, n-complete test suites for deterministic LTSs are defined, without needing

any of the extra assumptions imposed on LTSs as in [104].

Because the ioco conformance relation only requires at least one output of a state

to be implemented by an implementation, instead of all outputs, specifications can

contain so-called compatible states. For example, the upper left and right state of

Figure 1.2 are compatible, because they both have a transition for output error! to

the initial state. The ioco relation then allows implementations with fewer states than

a specification to still conform to that specification; see Figure 1.8 for an example. As

a consequence, we have no 1-to-1 correspondence between implementation and speci-

fication states, which was used for constructing n-complete test suite for deterministic

complete FSMs. Chapter 2 finds a way to tackle the problem of compatible states,

while keeping a similar construction of the test suite for incompatible states.

pad?

water?

button?

error!
pad?

button?

water?

Figure 1.8: A conforming implementation of the specification of Figure 1.2, having

fewer states than this specification.
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Chapter 2 gives a definition and construction of n-complete test suites, and it

thoroughly studies the concept of compatible states. The chapter is based on the

following publication:

P. van den Bos, R. Janssen, and J. Moerman. n-Complete test suites for

IOCO. Software Quality Journal, 27(2):563–588, June 2019.

This journal paper replaces the following conference paper:

P. van den Bos, R. Janssen, and J. Moerman. n-Complete Test Suites for

IOCO. In N. Yevtushenko, A. R. Cavalli, and H. Yenigün, editors, 29th IFIP

International Conference on Testing Software and Systems (ICTSS), volume

LNCS-10533 of Testing Software and Systems, pages 91–107, St. Petersburg,

Russia, Oct. 2017. Springer International Publishing

My Contribution I was the main author of the papers, and did most of the writing,

but I could not have obtained all the contributions of the paper, without the help of

my co-authors Ramon Janssen and Joshua Moerman. They both helped with editing

in the last periods before submission. Moreover, Ramon helped finding a way to

deal with the compatible states. Joshua was the main contributor of the proof of

the n-completeness guarantee for the test suite. Additionally, Frits Vaandrager spent

quite some time on proof-reading and giving feedback, during the period in which I

extended the conference paper to the journal paper. I presented the conference paper

at ICTSS 2017.

1.3.2 State Identification for Labeled Transition Systems

The last part of each test case of n-complete test suites is an experiment that per-

forms state identification. In this experiment, the inputs are chosen in such a way,

that starting the experiment in each state of the specification results in encountering

different expected outputs. If two states are compatible, such an experiment does

not exist, so the best one can do is to construct an experiment that works for all

incompatible states. For the specification of Figure 1.2, this means that we can only

distinguish states with output transitions from states that do not have any output

transitions. The experiment is simple: in any state wait for any output and check

whether the SUT produces an output or stays quiescent. If the SUT produces a coffee!

output we are lucky and can distinguish the upper right state from the (compatible)

states only having an error! transition.

For FSMs, there are so-called adaptive distinguishing sequences [79] that perform

a state identification experiment very efficiently with respect to the number of inputs

and outputs needed. Chapter 3 lifts the construction algorithm of adaptive distin-

guishing sequences to the domain of LTSs. This way, the size of the n-complete test
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suite of Chapter 2 can be reduced significantly. Chapter 3 is based on a paper sub-

mitted to the Elsevier Journal Science of Computer Programming. It is an extension

of the following conference publication:

P. van den Bos and F. Vaandrager. State identification for labeled transition

systems with inputs and outputs. In F. Arbab and S. Jongmans, editors,

Formal Aspects of Component Software, pages 191–212, Cham, 2020. Springer

International Publishing.

My Contribution Frits Vaandrager suggested the idea of adaptive distinguishing

sequences for LTSs early in my PhD period, but I ended up writing the conference

and journal paper on n-complete test suites. When I had resumed working on the

algorithm, Frits joined as an author. I wrote down the basis of most of the paper,

but Frits edited in many places, wrote some proofs, and we had fruitful discussions

on how to get definitions as simple as possible. I presented the paper at FACS 2019,

and we won the best paper award. Jan Tretmans and Ramon Janssen helped with

obtaining the case studies used in the experiments.

1.3.3 Model Coverage for Symbolic Transition Systems

Symbolic Transition Systems can model software systems which combine control flow

with handling data, by having parametrized transitions, with conditions depending on

data parameters. For ordinary LTSs, obtaining test cases for a simple model coverage

measure like transition coverage, can just be done by performing a breadth first search

on the given model. To do this for STSs, however, one has to take into account the

conditions of the transitions, which depend on both the input parameters, which the

tester can choose, and also on the output parameters, which the SUT chooses during

execution. To obtain transition coverage for STSs, without exploring the vast state

space of all possible parameter values explicitly, we obtain coverage on a symbolic

level, by using symbolic execution.

Symbolic execution was originally used for symbolically exploring the paths of

programs which have variables in their program conditions [72], e.g. an if-statement

x > 5. By choosing values 4 and 6 for x, both branches of the if-statement can be

explored. By just remembering that there are two branches, one satisfying x > 5,

and one x ≤ 5, instead of choosing explicit values immediately, symbolic execution

makes sure that later branches can also be taken. For example, if the program with

if-statement x > 5 later has an if-statement x > 3, the program branches out in three

directions with the following formulas: x > 5, x > 3 ∧ x ≤ 5, and x ≤ 3. To test

all three branches, each of these formulas can be solved, i.e. an appropriate value can

be found, e.g. 3, 4 and 6.

SMT-solvers, tools that can solve these formulas, allow the construction of an au-

tomatic, applicable test generation algorithm for STSs, based on the idea of symbolic

execution. Applicability of the algorithm is shown with experimental results. We used
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an implementation of the algorithm, and applied it on the Bounded Retransmission

Protocol as a case study.

Chapter 4 summarizes the formal definition of STSs, after which the test genera-

tion algorithm is explained, and the experimental results are presented. The chapter

is based on the following publication:

P. van den Bos and J. Tretmans. Coverage-based testing with symbolic tran-

sition systems. In D. Beyer and C. Keller, editors, Tests and Proofs, pages

64–82, Cham, 2019. Springer International Publishing.

My Contribution My wish to do a research internship abroad led Jan Tretmans

to propose working with Vlad Rusu in Lille, on Symbolic Transitions Systems. I

decided to restrict our idea of obtaining (complete) model coverage test selection

for STSs, to just obtaining transition coverage for STSs. For a major part of my

stay in Lille, I worked on the practical part of the paper. Vlad especially helped

me out with getting the implementation of the algorithm running, for which I used

the language and tool set Maude. I continued writing the paper after returning to

Nijmegen. Jan then helped me getting the formal details of the algorithm right, and

wrote the introduction and the formal definitions for the data-aspects of STSs, while

I finished all the rest of the paper. I presented the paper at TAP 2019.

1.3.4 Testing as a Game

Section 1.1.3 explained that test cases for LTSs explicitly take into account that the

SUT may produce an output in the situation where the tester wants to provide an

input. This situation is called an input-output conflict. As LTS states may be output-

nondeterministic, i.e. have several outgoing output transitions, it may also be the case

that the tester would like to observe one output, while the SUT produces the other

output. These situations make that the tester is not in full control of the actual

sequence of inputs and outputs observed during a test. Viewing it as a 2-player game

may help to better deal with it. Game theory is a broad research area, see e.g. [84],

from which testing can benefit, especially on reachability issues.

As opposed to classical game theory, however, the SUT is not antagonistic, nec-

essarily. It may even be willing to ‘help’ once in a while, e.g. by letting the tester

provide it some input while not producing an output. As the helpfulness of software

systems may differ per system, choosing a test assumption that is appropriate for the

system, which results in a slightly different game, helps to solve reachability problems

in a way that is tailored to the SUT’s interaction behaviour.

Chapter 5 connects the areas of LTS model-based testing and game theory, by

making an explicit translation of specifications, test cases, and the ioco conformance

relation to concepts used in game theory. Using these translations, techniques from

one world can be used in the other. Specifically, we can obtain test cases reaching



18 1. Introduction

some specification states, if the corresponding reachability problem can be solved in

the game. Chapter 5 is based on the following publication:

P. van den Bos and M. Stoelinga. Tester versus bug: A generic framework

for model-based testing via games. In A. Orlandini and M. Zimmermann,

editors, Proceedings Ninth International Symposium on Games, Automata,

Logics, and Formal Verification, Saarbrücken, Germany, 26-28th September

2018, volume 277 of Electronic Proceedings in Theoretical Computer Science,

pages 118–132. Open Publishing Association, 2018.

My Contribution Marielle Stoelinga already had the idea of connecting model-

based testing and games when she started the project BEAT (Better Testing with

Game Theory). This sparked up again when I talked to her about test cases reaching

states. I added the idea of test assumptions, which formed during the ICTSS 2017

conference in discussion with a.o. Alexandre Petrenko, because presented papers took

one of these different assumptions as a basis. I wrote a considerable part of the paper,

while Marielle also edited and discussed with me. I presented the paper at GandALF

2018.

1.3.5 Generating Test Cases from Joker Games

Chapter 6 continues in the line of Chapter 5, by developing a game theoretic approach

for solving reachability goals in games, where neither the SUT nor the tester has full

control. The tester is allowed to use a joker for getting the help of the SUT once,

e.g. for providing it an input, or taking a certain output transition. Though the SUT

is not antagonistic, the tester does not want to use more jokers than needed, as, in

practice during testing, the SUT may not always help when the tester wants to use

a joker. Chapter 6 is based on yet unpublished work done together with Marielle

Stoelinga.

My Contribution The work of Chapter 6 originated in the same discussion as

mentioned above on test cases reaching states. Marielle came up with the word

‘Joker’ and the idea that standard fixpoint construction used in games can be used

to solve the problem. Based on our discussions, I wrote most of the content of the

chapter, and Marielle wrote the introduction. Ramon Janssen assisted in manually

constructing the TCP model [41] that is included in the paper.

1.3.6 Other Work: Model Learning using User Logs

Besides the papers mentioned above, I published an additional paper on model learn-

ing, together with Rick Smetsers and Frits Vaandrager:
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P. van den Bos, R. Smetsers, and F. Vaandrager. Enhancing automata learn-

ing by log-based metrics. In E. Ábrahám and M. Huisman, editors, Integrated

Formal Methods, pages 295–310, Cham, 2016. Springer International Publish-

ing.

The paper describes how to adapt the model learning technique, such that the

model it iteratively refines to obtain the actual model of the SUT, is of increasing

quality. This quality is measured with respect to a set of user logs of the SUT, i.e.

a set of input-output sequences produced during interaction with actual users of the

system. Experiments were performed on a case study, to show that an increase of

quality is obtained in the iterative construction of models, due to our adaptation of

the learning algorithm. As the paper is further apart from the research areas of my

other papers, and does not fit well in the story connecting these other papers, it is

not part of this thesis.





Chapter 2

n-Complete Test Suites for IOCO

An n-complete test suite for an automaton guarantees to detect all faulty implemen-

tations with a bounded number of states. We propose a construction of such a test

suite for ioco conformance on labeled transitions systems, which we derive from con-

struction methods for deterministic FSMs. Our resulting test suite poses no further

restrictions on the implementations other than their number of states and fairness in

test execution. This elevates restrictions made in existing methods. In particular, we

address the problem of compatible states: different specification states which can be

implemented by a single implementation state. Such states are forbidden by existing

methods for ioco, as they complicate test suite construction.

2.1 Introduction

The holy grail of model-based testing is a complete test suite: a test suite that can

detect any possible faulty implementation. This is impossible for black-box testing,

since a tester can only make a finite number of observations, but for an implementation

of unknown size, it is unclear when to stop. Often, a so-called n-complete test suite

is used to tackle this problem, meaning it is complete for all implementations with at

most n states.

A celebrated result for deterministic finite state machines (FSMs, or Mealy ma-

chines) is the existence of efficient n-complete test suites [25, 118]. Nowadays, many

variations exist [37], all of which share the basic structure. The test suites usually

provide some way to reach all states and transitions of the implementation. After

reaching some implementation state, state identification is used to test whether it is

equivalent to the intended specification state: the intended state is distinguished from

inequivalent specification states.

We will explore how an n-complete test suite can be constructed for more general

labeled transition systems instead. We use the ioco relation [113] as a conformance

relation. Unlike FSM equivalence, ioco is not an equivalence relation, meaning that
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many inequivalent implementations may conform to the same specification and, con-

versely, an implementation may conform to several inequivalent specifications. Spec-

ification states which can be implemented with a single state are called compatible.

Standard distinguishing techniques cannot be applied to compatible states. We inves-

tigate and characterize the notion of compatibility, and we introduce an alternative

to the usual way of distinguishing states. Using these insights, we give a construction

for an n-complete test suite and prove it to be correct.

This chapter is structured as follows. In Section 2.2 we introduce the domain of

specifications and implementations, as well as the ioco relation. Furthermore, we give

a short overview of existing theory on n-complete test suites for FSMs. We formalize

the notions of equivalence of states in Section 2.4 and of compatibility in Section 2.5.

In Section 2.6 we show how to compute distinguishing graphs for incompatible states.

The construction of n-complete test suites is then described in Section 2.7, together

with a correctness proof. We conclude in Section 2.8.

Related Work

Testing methods for FSMs have been analyzed thoroughly, including n-complete test

suites and various ways of distinguishing states. A survey is given in [37]. Progress has

been made on generalizing these testing methods to nondeterministic FSMs. In [98,

99], the reduction relation is used for testing nondeterministic FSMs, which resembles

ioco more closely than equivalence.

Complete testing received less attention within ioco theory. With the original test

generation method [113], test cases are generated randomly. This method is described

as complete, but only in the sense that any fault can eventually be found: there is no

upper bound to the required number and length of test cases.

In [94], complete test suites are constructed for Mealy-IOTSes. Mealy-IOTSes

are a subclass of labeled transition systems, but are similar to Mealy machines as

(sequences of) outputs are coupled to inputs. This makes the translation from FSM

testing more straightforward.

The work most similar to ours [104] works on deterministic labeled transition

systems. Some further restrictions are made on the specification domains. In par-

ticular, every specification state should be certainly reachable, i.e. all conforming

implementations must implement that state. Furthermore, all states should be mu-

tually incompatible, such that an implementation state cannot possibly conform to

multiple specification states. In this sense, our test suite construction can be applied

to a broader set of systems, potentially at the cost of efficiency. Thus, we explore

the bounds of n-complete test suites for ioco in an unrestricted setting, whereas [104]

aims at efficient test suites in a restricted setting.
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2.2 Preliminaries

To model implementations and specifications, we use a particular domain of labeled

transition systems, namely suspension automata. We essentially regard them as de-

terministic automata, for which the transitions are labeled with an input or output.

For the remainder of this chapter we fix LI and LO 6= ∅ as disjoint finite sets of

input and output labels respectively, with L = LI ∪ LO. Furthermore, we use a, b as

input labels and w, x, y, z as output labels. We use µ as a label that can be either

input or output. The set L∗ denotes the set of finite sequences of labels in L. For

a partial function f : X ⇀ Y , let f(x) ↓ and f(x) ↑ mean that f(x) is defined and

undefined respectively.

Definition 2.1. An automaton with inputs and outputs is a tuple (Q,T, q0) where

• Q is a finite set of states,

• T : Q× L ⇀ Q is the (partial) transition function, and

• q0 ∈ Q is the initial state.

We interchangeably use T as partial function and as the set of transitions T =

{(q, µ, T (q, µ)) | T (q, µ) ↓}. For q ∈ Q, we denote the set of enabled inputs and

outputs in q by in(q) = {a ∈ LI | T (q, a) ↓} and out(q) = {x ∈ LO | T (q, x) ↓}
respectively. An automaton (Q,T, q0) is input-enabled if ∀q ∈ Q : in(q) = LI , and

non-blocking if ∀q ∈ Q : out(q) 6= ∅.
The set of all automata with inputs and outputs is denoted by AIO. With SA we

denote the set of suspension automata, which are non-blocking automata with inputs

and outputs. SAIE denotes the set of input-enabled suspension automata.

We will use SA as the domain of specifications, and SAIE as the domain of imple-

mentations. Both thus have an output transition in every state, and implementations

have an transition for every input. See Figure 2.1 for an example specification and two

implementations. We will encounter automata in AIO only as intermediate product

of an operation introduced in Section 2.5.

At this point, we remark that SA and SAIE are different from the usual imple-

mentation and specification domains for ioco: the original theory considers nondeter-

ministic labeled transition systems with inputs, outputs, internal transitions, and the

artificial output quiescence, i.e. observation of the absence of explicit outputs. Quies-

cence ensures that every labelled transition system in ioco theory is non-blocking. By

determinizing these non-blocking labelled transition systems, any labeled transition

system may equivalently be expressed as a suspension automaton [113]. For suspen-

sion automata, we will consider quiescent transitions to be output transitions like

any other. By using suspension automata, we thus do not need to concern ourselves

with nondeterminism and internal transitions, as suspension automata describe the

observable behavior.

Readers familiar with suspension automata may remark that they usually adhere
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Figure 2.1: A specification with a conforming and non-conforming implementation.

An edge labeled with a, x indicates two independent transitions leaving a state.

to particular restrictions. For example, quiescence should not be followed by any

output (other than quiescence itself) and it should not cause any actual transition

in the underlying nondeterministic labeled transition. We refer to [122] for a more

elaborate description of these restrictions. We will not pose such restrictions in order

to simplify reasoning, and our domains are thus a generalization of the usual domains

for ioco theory. This implies soundness of our test suites: if any faulty implementation

in our general domain can be detected, then we can certainly detect all faults in a

more restricted implementation domain. When reusing results from other works in

which this difference is relevant, we will clarify the translation to our domain.

Throughout the chapter we will use the following notation (Definition 2.2), where

ε denotes the empty sequence. With after we lift the transition relation to sets of

states and sequences of labels. With traces we denote the set of all traces of a set of

states. We also lift in and out to sets, and use init to obtain the labels of all enabled

transitions. We sometimes interchange a singleton set with its element, e.g. we write

out(q) instead of out({q}). Following [104], we write S/q to refer to the suspension

automata starting in state q of specification S.

Definition 2.2. Let S = (Q,T, q0) ∈ AIO, q ∈ Q, B ⊆ Q, µ ∈ L and σ ∈ L∗. Then

we define:

q after ε = {q}

q after µσ =

{
T (q, µ) after σ if T (q, µ) ↓
∅ otherwise

B after σ =
⋃

q′∈B

q′ after σ

S after σ = q0 after σ

S/q = (Q,T, q)

out(B) =
⋃

q′∈B

out(q′)

in(B) =
⋃

q′∈B

in(q′)

init(B) = in(B) ∪ out(B)

traces(B) = {σ′ ∈ L∗ | B after σ′ 6= ∅}
traces(S) = traces({q0})

The ioco relation formalizes when implementations conform to specifications. We
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give a definition relating traces, following [112, 122], and a coinductive definition

relating states. This last definition can be seen as an alternating simulation. Several

papers [2, 92, 119] have related the original ioco definition to alternating simulation,

and proven that the two coincide for deterministic systems. Note that our domain of

suspension automata extends the usual domain, and as such, our definition of ioco is

also an extension with respect to [92,112].

Definition 2.3. Let S ∈ SA and I ∈ SAIE. Then we say that I ioco S if for all

σ ∈ traces(S) we have out(I after σ) ⊆ out(S after σ).

Definition 2.4. Let S = (QS , TS , q
S
0 ) ∈ SA and I = (QI , TI , q

I
0) ∈ SAIE. Then for

qI ∈ QI , qS ∈ QS, we say that qI ioco qS if there exists a relation

R ⊆ QI ×QS such that (qI , qS) ∈ R, and for all (q, q′) ∈ R :

• ∀a ∈ in(q′) : (TI(q, a), TS(q′, a)) ∈ R, and

• ∀x ∈ out(q) : x ∈ out(q′) and (TI(q, x), TS(q′, x)) ∈ R.

Any such relation R is called a coinductive ioco relation.

Proposition 2.5. Let S ∈ SA, I ∈ SAIE and let qS0 and qI0 be their initial states.

We have I ioco S if and only if qI0 ioco qS0 .

The relation ioco is a preorder on input-enabled labeled transition systems [113],

and it is also a preorder on our extended domain SAIE. We introduce the notion

of ioco counterexample as a witness for non-conformance, since this is sometimes

convenient for reasoning about the ioco relation.

Definition 2.6. Let S ∈ SA, σ ∈ L∗, and x ∈ LO. We call σx an ioco counter-

example for S if σ ∈ traces(S) and x 6∈ out(S after σ).

Lemma 2.7. Let S ∈ SA be a specification and I ∈ SAIE an implementation. Then

I ioco S if and only if traces(I) contains no ioco counterexample for S.

Proof. I ioco S
⇐⇒ ∀σ ∈ traces(S) : out(I after σ) ⊆ out(S after σ) (Definition 2.3)

⇐⇒ ∀σ ∈ traces(S) : ∀x ∈ LO : x ∈ out(I after σ) =⇒ x ∈ out(S after σ)

⇐⇒ ∀σ ∈ traces(S) : ∀x ∈ LO : x 6∈ out(S after σ) =⇒ x 6∈ out(I after σ)

⇐⇒ ∀σ ∈ traces(S) : ∀x ∈ LO :

σx is an ioco counterexample for S =⇒ σx 6∈ traces(I) (Definition 2.6)

⇐⇒ traces(I) contains no ioco counterexample for S

Example 2.8. Figure 2.1 shows two implementations for the specification S in Fig-

ure 2.1a. The first (Figure 2.1b) is conforming and to see this we can define the

relation R = {(1′, 1), (2′, 2), (2′, 3), (5′, 4), (5′, 5), (6′, 6)} and check that it is a coin-

ductive ioco relation. In particular, observe that the state 2′ is related to two different

specifications states. This will be important when we discuss compatible states. Ioco
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counterexample awzx shows that Figure 2.1c does not conform to the specification.

(The final x is not allowed by the specification.)

2.3 n-Complete Test Suites for FSMs

As this chapter is founded on the ideas of existing theory on n-complete test suites

for deterministic complete FSMs [25], we give a short overview to ease comparison.

A finite state machine (FSM) is a state machine in which every transition has

both an input and output label. A deterministic complete FSM contains precisely

one transition for every input in every state. We only consider deterministic complete

FSMs in this section.

One can provide a sequence of inputs to an FSM, on which it will produce a

sequence of outputs following the transitions. Every state can thus be characterized

as a function from input sequences to output sequences, which induces an equivalence

on states. When both the specification and the implementation are FSMs, we take

equivalence of initial states as implementation relation. An input sequence represents

a test for this equivalence: the sequence is provided to the implementation, and the

outputs are compared to the specification. An n-complete test suite is a set of tests

which detect all faulty implementations having at most n states.

If m is the number of states of a specification FSM, then an m-complete test suite

can be constructed as follows. We construct a set P containing access sequences to

every specification state and a set W containing sequences which distinguishes every

pair of specification states. The set P is usually called the state-cover and W the

characterization set. The set P ·L≤1
I ·W is then an m-complete test suite, with L≤1

I the

set of input sequences of length 0 or 1. By executing every distinguishing sequence

after every access sequence (P · W ), we ensure that the implementation shows at

least |P | different behaviors, i.e. the implementation has at least as many states as

the specification. Executing the access sequence with an additional input before the

distinguishing sequence (P ·LI ·W ) ensures that after every transition, we observe the

correct destination state in the implementation. By extending the set L≤1
I to L≤k+1

I ,

one can construct (m + k)-complete test suites. Such a test suite then detects all

faulty implementations with k more states than the specification. There exist various

variants of distinguishing sequences from which more efficient (i.e. smaller) test suites

can be constructed. An overview is given in [37].

2.4 Equivalent States

If two specifications or two specification states have precisely the same implementa-

tions conforming to them, it is impossible but also unnecessary to distinguish them.

We provide a characterization of this equivalence.
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Definition 2.9. Two specifications S1, S2 ∈ SA are equivalent, denoted S1 ' S2, if

∀I ∈ SAIE : I ioco S1 ⇐⇒ I ioco S2.

This defines an equivalence relation. Algorithmically, it is useful to have a coin-

ductive definition. However, a direct definition might be cumbersome as it has to

relate explicit underspecification with implicit underspecification. The former is a

specification which allows all outputs after an input transition while the latter is a

specification which omits such an input transition altogether. One can make all un-

derspecifications explicit with demonic completion [113]. This will lead to a simple

coinductive definition of equivalence.

Definition 2.10. Let S = (Q,T, q0) ∈ SA, and let χ 6∈ Q. The demonic completion

of S is defined as X(S) = (Q ∪ {χ}, T ′, q0) where T ′ = T ∪ {(q, a, χ) | q ∈ Q, a ∈ LI ,
T (q, a) ↑} ∪ {(χ, µ, χ) | µ ∈ L}.

Using the demonic completion one can transform specifications to equivalent,

input-enabled ones. The basic properties are listed in the next lemma. These prop-

erties are used on suspension automata in [7].

Lemma 2.11. For all S ∈ SA we have that X(S) is input-enabled and S ' X(S).

Moreover, we have X(S) ioco S.

With these properties we can characterize equivalence as follows.

Lemma 2.12. Let S1, S2 ∈ SA. Then we have

S1 ' S2 ⇐⇒ X(S1) ioco X(S2) ∧X(S2) ioco X(S1).

Proof. ( =⇒ ) Let S1 ' S2. From X(S1) ioco S1 (Lemma 2.11) it follows that

X(S1) ioco S2 by equivalence. By using Lemma 2.11 again, we conclude thatX(S1) ioco

X(S2). Similarly X(S2) ioco X(S1).

(⇐= ) Let I ∈ SAIE and assume that I ioco S1. We have to show that I ioco S2.

By Lemma 2.11 we have I ioco X(S1), and by assumption we have X(S1) ioco X(S2).

Using the transitivity on SAIE we get I ioco X(S2). By Lemma 2.11 we conclude

that I ioco S2. The implication I ioco S2 to I ioco S1 is proven similarly.

We note that the right hand side in Lemma 2.12 can be defined coinductively by

using Proposition 2.5. If we spell this out, we get the following definition.

Definition 2.13. Let S ∈ SA be a specification and X(S) = (QX , TX , q0) its demonic

completion. A relation R ⊆ QX ×QX is a coinductive equivalence relation if for all

(q, q′) ∈ R:

out(q) = out(q′), and (2.1)

∀µ ∈ init(q) ∩ init(q′) : (q after µ, q′ after µ) ∈ R. (2.2)

We define q ≈ q′ if there is a coinductive equivalence relation R with (q, q′) ∈ R.
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Proposition 2.14. Let S = (Q,T, q0) ∈ SA and q, q′ ∈ Q two states. Then we have

q ≈ q′ ⇐⇒ S/q ' S/q′.

Proof. By Lemma 2.12 we need to prove:

q ≈ q′ ⇐⇒ X(S/q) ioco X(S/q′) ∧X(S/q′) ioco X(S/q)

Note that all relations involved here are on the set Q ∪ {χ}. ( =⇒ ) Any coinductive

equivalence relation is also a coinductive ioco relation. (⇐= ) Let R and R′ be

the coinductive ioco relations for X(S/q) ioco X(S/q′) and X(S/q′) ioco X(S/q)

respectively. Then we conclude that R ∪R′ is a coinductive equivalence relation.

2.5 Compatible States

For two inequivalent specification states, there may still exist an implementation that

conforms to the two, which we should be able to handle in our test suite construction.

For example, in Figure 2.1, states 2 and 3 of the specification are both implemented by

state 2′ of the implementation (as shown by ioco relation R in Example 2.8). In that

case, we say that the two specification states are compatible, following the terminology

introduced in [99,104]. We give an explicit coinductive relation for compatibility and

relate it to ioco in Lemma 2.24.

Definition 2.15. Let (Q,T, q0) ∈ SA. A relation R ⊆ Q × Q is a compatibility

relation if for all (q, q′) ∈ R we have

∀a ∈ in(q) ∩ in(q′) : (q after a, q′ after a) ∈ R, and (2.1)

∃x ∈ out(q) ∩ out(q′) : (q after x, q′ after x) ∈ R. (2.2)

Two states q, q′ are compatible, q 3 q′, if there exists a compatibility relation R relating

q and q′. Otherwise, the states are incompatible, denoted by q 63 q′.

Lemma 2.16. Let (Q,T, q0) ∈ SA. The relation 3 is the largest compatibility rela-

tion. Furthermore, 3 is reflexive and symmetric.

Proof. Symmetry follows from the fact that the definition is symmetric, and reflexivity

holds as (2.1) holds trivially for any (q, q), and (2.2) follows from suspension automata

being non-blocking. Thus, {(q, q) | q ∈ Q} is a compatibility relation.

Second, note that 3 is a compatibility relation: for any element (q, q′) ∈ 3 there

is a compatibility relation R and so any successors of q and q′ are related by R as

well, meaning that the successors are also included in 3. To show that 3 is the

largest, let R be any compatibility relation, then all its elements are included in 3 by

definition.

Example 2.17 shows that compatibility is not transitive, thus it is not an equiva-

lence relation. We will later show that equivalence is stronger than compatibility.
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Figure 2.2: An example showing that compatibility is non-transitive.

Example 2.17. In Figure 2.2 we have 1 3 2 and 1 3 3, but 2 63 3. This last fact can

be immediately deduced from the common outputs of states 2 and 3, since out(2) ∩
out(3) = {y, z}∩{x} = ∅. From the observations {1, 2} after y = 2, {1, 3} after x = 2,

and in({1, 2, 3}) = ∅, it follow that 1 3 2 and 1 3 3.

Definition 2.18. Let S = (Q,T, q0) ∈ SA. Define F3 : P(Q×Q)→ P(Q×Q) as

F3(U) = {(q, q′) ∈ U | ∀a ∈ in(q) ∩ in(q′) : (q after a, q′ after a) ∈ U
∧ ∃x ∈ out(q) ∩ out(q′) : (q after x, q′ after x) ∈ U}.

Lemma 2.19. Relation 3 can be computed iteratively as greatest fixpoint of F3.

Proof. First, we remark that F3 is a monotone function on the set of relations on Q.

Define the relations 30 = Q × Q and 3i+1 = F3(3i). Now note that 30 ⊇ F3(30)

and so by monotonicity we get 30 ⊇ 31 ⊇ 32 ⊇ . . .. Since 30 is finite, this sequence

stabilizes at some stage k: 3k = 3k+1. Due to the correspondence between F3 and

Definition 2.15, a relation U is a compatibility relation if and only if it is a fixpoint

for F3. In particular, 3k = 3. Since 3 is reflexive, pairs (q, q) are not removed from

3 during this computation, and since it is symmetric, we remove (q, q′) and (q′, q) at

the same time. Thus, k is bounded by |Q|·(|Q|−1)
2 .

Compatibility of two specification states means that there is some common behav-

ior allowed by both states. In [7], the merge-operator is introduced, which produces

a new specification allowing precisely this common behavior. We present the defini-

tions here, although in a somewhat different notation. In particular, we specialize the

n-ary operator to a binary operator. We prove that compatibility indeed corresponds

to existence of such a merge. Intuitively, merging is similar to parallel composition,

removing blocking states afterwards.

Definition 2.20. Let S = (Q,T, q0), S′ = (Q′, T ′, q′0) ∈ SA and let (QX , TX , q0) and

(Q′X , T
′
X , q

′
0) be their demonic completions. For q ∈ Q and q′ ∈ Q′, we define their

parallel composition as q ‖ q′ = (Q‖, T‖, (q, q
′)) ∈ AIO, where

• Q‖ = QX ×Q′X
• T‖ = {((q1, q

′
1), µ, (q2, q

′
2)) | (q1, µ, q2) ∈ TX ∧ (q′1, µ, q

′
2) ∈ T ′X}.

Note that q ‖ q′ may contain states without any outputs (i.e. blocking states)

and may therefore not be a suspension automaton. A blocking state cannot be im-

plemented in a conforming manner, as an implementation must produce an output.
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States with transitions unavoidably leading to blocking states can also not be imple-

mented. These states are denoted to be invalid in [7]. We prove that two states are

compatible exactly when their parallel composition has a valid initial state.

Definition 2.21. Let (Q,T, q0) ∈ AIO. We define the set of invalid states,

inv(Q) ⊆ Q, inductively as follows. A state q ∈ Q is invalid if 1

out(q) = ∅, or (2.1)

∃a ∈ in(q) : q after a ∈ inv(Q), or (2.2)

∀x ∈ out(q) : q after x ∈ inv(Q). (2.3)

A state is called valid if it is not invalid and we define valid(Q) = Q \ inv(Q).

Lemma 2.22. Let S = (Q,T, q0) ∈ SA, and let q, q′ ∈ Q. The initial state of q ‖ q′
is valid if and only if q 3 q′ .

Proof. Let q ‖ q′ = (Q‖, T‖, (q, q
′)). We first remark that condition (2.1) in Defini-

tion 2.21 is redundant as it implies condition (2.3). So we have that inv(Q‖) is the

smallest set closed under (2.2) and (2.3). Thus, since the set of valid states is its com-

plement, valid(Q‖) is the largest set for which the negations of (2.2) and (2.3) hold.

We unfold these negated definitions to see that this coincides with Definition 2.15, by

using De Morgan’s laws and Definition 2.20:

¬(∃a ∈ in((p, p′)) : ((p, p′) after a) ∈ inv(Q‖))

∧ ¬(∀x ∈ out((p, p′)) : ((p, p′) after x) ∈ inv(Q‖)))

⇐⇒
(∀a ∈ in(p) ∩ in(p′) : (p after a, p′ after a) ∈ valid(Q‖))

∧ (∃x ∈ out(p) ∩ out(p′) : (p after x, p′ after x) ∈ valid(Q‖)))

According to Definition 2.15, valid(Q‖) is thus the largest compatibility relation on

X(S). Removing all pairs of states (p, χ) and (χ, p′) from valid(Q‖) results in the

largest compatibility relation for S, that is, the relation 3.

We can now define the merge of two states as the parallel composition in which

the invalid states have been removed. Figure 2.3 shows an example.

Definition 2.23. Let S = (Q,T, q0) ∈ SA, q, q′ ∈ Q and q ‖ q′ = (Q‖, T‖, (q, q
′)) be

their parallel composition. If (q, q′) ∈ valid(Q‖), then the merge of q and q′ is defined

as q∧q′ = (Q∧, T∧, (q, q
′)) ∈ SA, where Q∧ = valid(Q‖) and T∧ = T‖∩(Q∧×L×Q∧).

In [7], it is proven that removing the invalid states does not result in creating any

new invalid states. The merge thus yields a suspension automaton, except when its

1In the original definition [7], x ranges over LO. With that definition, the main property of

merging ( [7, Axiom (M)]) does not hold. We fix that by using out(q) instead.
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Figure 2.3: In the specification S from Figure 2.1a the states 2 and 3 are compatible,

but not equivalent. This figure shows (the reachable states of) the specification 2∧ 3.

initial state would be removed. The initial state thus should be valid for the merge

to be well-defined. From Lemma 2.22, it then follows that ∧ yields a suspension

automaton precisely for compatible states.

We introduced the merge as an operation that describes the common behavior of

two compatible states. The following lemma states that implementations conform to

both compatible states exactly when these implementations implement their merge.

Moreover, there exists an implementation conforming to two states exactly when two

states are compatible. This also means that our compatibility relation coincides with

the one given in [104].

Lemma 2.24. Let S = (Q,T, q0) ∈ SA and q, q′ ∈ Q. Then the following holds:

1. q 3 q′ =⇒ (∀I ∈ SAIE : I ioco (q ∧ q′) ⇐⇒ (I ioco S/q) and (I ioco S/q′))

2. q 3 q′ ⇐⇒ ∃I ∈ SAIE : I ioco S/q and I ioco S/q′.

Proof. Let q ‖ q′ = (Q‖, T‖, (q, q
′)). For both statements, we can replace q 3 q′ by

(q, q′) ∈ valid(Q‖) by Lemma 2.22. The merge is then well-defined (Definition 2.23).

Statement 1 then follows from [7, Axiom (M)]. Although SA is an extension of the

specification domain of [7], the proof holds in our setting as well.

For statement 2 (⇐= ), we prove the contrapositive: if the initial state of q ‖ q′
is invalid, no implementation exists. If condition (2.1) of Definition 2.21 holds for

(q, q′), then trivially no implementation exists, as implementations are non-blocking

by Definition 2.1. If condition (2.2) or (2.3) holds then there exists no implementation

by induction: If condition (2.2) holds, an implementation cannot prevent receiving

any input that reaches an invalid state, as implementations are input-enabled by

Definition 2.1; If condition (2.3) holds, any output transition for x ∈ out((q, q′)) leads

to an invalid state. Hence q ‖ q′ cannot be implemented. By statement 1 we then

obtain that S/q and S/q′ cannot be implemented.

To prove 2 ( =⇒ ), note first that we take the demonic completion before comput-

ing the parallel composition. Therefore, q ‖ q′ is input-enabled. Pruning preserves

this, as a state is invalid already if it has one input transition to an invalid state

(Definition 2.21). Hence q ∧ q′ ∈ SAIE. As ioco is reflexive for SAIE, q ∧ q′ conforms

to itself. We obtain the conclusion by applying statement 1.
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From the established properties of 3 and ≈, we can now easily relate the two.

Lemma 2.25. Let S = (Q,T, q0) ∈ SA. Then ≈ ⊆ 3.

Proof. Let q, q′ ∈ Q be two states with q ≈ q′. By Lemma 2.11 we have X(S/q) ioco

S/q and by equivalence of q and q′ we get X(S/q) ioco S/q′. We conclude that S/q

and S/q′ are both implemented by X(S/q). This implies q 3 q′ by Lemma 2.24.

2.6 Distinguishing Graphs

In Definition 2.27 we define distinguishing graphs. Intuitively, such a graph describes

how a tester can distinguish the specification states in a set D. That is, how to steer an

implementation in state qi in such a way that it can only show conformance to at most

one specification state in D, forcing it to reveal non-conformance to other specification

states in D. Figure 2.4 shows an example distinguishing graph. Distinguishing graphs

are very similar to the distinguishing sequences used in FSM theory.

In our context, we may either want to observe outputs, or we may want to apply

some input. In the latter case, this gives a race condition between the tester and the

implementation, if the implementation delivers an output before the desired input

can be supplied. We then simply re-attempt the test. We will elaborate on this in

Section 2.7.

When distinguishing states D, we require that every input that we take is specified

in all states in D. Furthermore, if multiple states of D have the same destination state

for some common input or output µ, i.e. T (q, µ) = T (q′, µ) for different q, q′ ∈ D,

then µ cannot be used to distinguish D. The reason is that after performing µ, the

resulting behavior afterwards is then the same for both states. We then say that µ is

not injective for D. Injectivity as we define it here is similar to the concept of validity

as used in [79] (not to be confused with validity as introduced in Definition 2.21).

Definition 2.26. Let (Q,T, q0) ∈ SA, D ⊆ Q a set of states, and µ ∈ L a label.

Then injective(D,µ) holds if µ ∈ LO ∪
⋂
q∈D in(q) and for all distinct q, q′ ∈ D we

have: µ ∈ init(q) ∩ init(q′) =⇒ q after µ 6= q′ after µ.

Definition 2.27. Let (Q,T, q0) ∈ SA, and D ⊆ Q a set of states. A distinguishing

graph for D is a directed acyclic graph with a finite set of nodes V ⊆ P(Q)∪{Reset},
labeled edges E ⊆ V × L× V , and root node D. For every node v ∈ V we require:

1. if |v| ≤ 1, then v is a leaf node, and

2. if |v| > 1, then v is a non-leaf node that has exactly the edges, and no other

edges, that are specified by either of the two following requirements:

(a) for every output x ∈ LO, there is an edge (v, x, v after x) ∈ E, and

injective(v, x) holds, or
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(b) for some input a ∈ LI such that injective(v, a), there is an edge

(v, a, v after a) ∈ E, and for every output x ∈ LO, there is an edge

(v, x,Reset) ∈ E.

A node v ∈ V is a Pass node if v 6= Reset and |v| ≤ 1. We define DG(S,D) as the

set of all distinguishing graphs for D′ with D ⊆ D′ ⊆ Q.

A node v of a distinguishing graph describes the states of the specification that

can be reached from states in the root node, by taking the sequence of labels from the

root node to v. By injectivity, if a node is reached with fewer states than the root,

then the sequence to that node disproves conformance to some states of the root. A

Pass node is reached when at most one state is left, disproving conformance to all,

or all but one state of the root node. Any graph w ∈ DG(S, {q, q′}) distinguishes q

and q′. By Definition 2.27, we can also use any w′ ∈ DG(s,D′) with {q, q′} ⊆ D′ ⊆ Q
to distinguish q and q′, because a distinguishing graph that can distinguish all states

D′, can also distinguish all its subsets of states, so in particular {q, q′}.

Example 2.28. Figure 2.4 shows a distinguishing graph for states {1, 2, 3, 4, 5} of the

specification in Figure 2.5. Suppose that we observe outputs zz from some implemen-

tation. Then the distinguishing graph tells us that we can perform input a. Suppose

that we then observe outputs xy. We then have observed trace zzaxy, thus we must

be in state 1. We can trace this path backwards from state 1, traversing only states in

the nodes of distinguishing graph, to find our starting state. We must have reached

state 1 with y from state 5, which in turn we have reached with x from 4. State 4 has

two incoming edges for a from states 2 and 4, but only state 4 is in the respective node

of the distinguishing graph. Continuing, we find that we started in state 4. Indeed,

no other state has this trace.
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Figure 2.4: Distinguishing graph of the suspension automaton in Figure 2.5. For

readability, some nodes are shown multiple times to obtain a tree representation.
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Figure 2.5: Example specification with mutually incompatible states.

Lemma 2.29. Let S = (Q,T, q0) ∈ SA, and q, q′ ∈ Q. There is a distinguishing

graph Y ∈ DG(S, {q, q′}) if and only if q 63 q′.

Proof. ( =⇒ ) Note that the graph is directed and acyclic, so successor nodes define

strictly smaller graphs. This means we can prove the implication by induction on the

graph Y . We know that Y is a distinguishing graph for q and q′, so its root node is

{q, q′}. This excludes that Y is constructed with rule (1) of Definition 2.27.

Assume Y is constructed by rule 2(a). Then for all x ∈ out(q)∩out(q′) we have that

q after x 6= q′ after x by injectivity. We then have a distinguishing graph for q after x

and q′ after x. By induction we may assume that q after x 63 q′ after x. Hence q 63 q′

as condition (2.2) of Definition 2.15 cannot be satisfied.

Now assume Y is constructed by rule 2(b). Then we have an a ∈ in(q)∩in(q′) with

q after a 6= q′ after a. Again, we have a graph distinguishing q after a and q′ after a. By

induction we know q after a 63 q′ after a. So q 63 q′ as condition (2.1) of Definition 2.15

cannot be satisfied.

In both cases we showed that q 63 q′ as required.

(⇐= ) By Lemma 2.19, we know that 3 can be computed iteratively as 3i. Let

i be the smallest number such that (q, q′) 6∈ 3i. (Note that i 6= 0.) Since (q, q′) 6∈ 3i,

either of the condition (2.1) and (2.2) in Definition 2.15 is false.

If i = 1, condition (2.1) trivially holds: for all a ∈ in(q) ∩ in(q′) we have

(q after a, q′ after a) ∈ Q × Q, as 30 = Q × Q. So condition (2.2) must be false.

This means that for all x ∈ out(q) ∩ out(q′) we have (q after x, q′ after x) 6∈ Q × Q.

This can only happen if out(q) ∩ out(q′) = ∅. So we can make a distinguishing graph

with root node {q, q′} and edges for x ∈ LO to a node with either {q}, {q′} or ∅.
If i > 1, both conditions can be false. If condition (2.1) is false, there exists an

a ∈ in(q)∩ in(q′) such that (q after a, q′ after a) 6∈ 3i−1. We then make a distinguish-

ing graph with root node {q, q′}, with an edge for a to a distinguishing graph for

{q, q′} after a, which exists by induction, and x-labeled edges to Reset nodes for each

x ∈ LO. Otherwise, condition (2.2) is false and we have for all x ∈ out(q) ∩ out(q′)

that (q after x, q′ after x) 6∈ 3i−1. In this case we make a node with several edges, one

for each such x. In all cases the children are constructed inductively using the fact

that (q after µ, q′ after µ) 6∈ 3i−1.
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Lemma 2.29 tells us that a distinguishing graph always exists for two incompat-

ible states. However, for a set D of more than two mutually incompatible states, a

distinguishing graph for D may not exist.

Example 2.30. Consider mutually incompatible states 1, 3 and 5 in Figure 2.6.

States 1 and 3 both reach the same state after a, so injective({1, 3, 5}, a) does not

hold, and these states can thus not be distinguished by a. Similarly, states 3 and 5

cannot be distinguished after b. For the only output z ∈ out({1, 3, 5}) we have that

{1, 3, 5} after z = {1, 3, 5}, so we cannot distinguish {1, 3, 5} on outputs as this would

make the distinguishing graph cyclic.

1 2 3 4 5

z
b

a
x

z

a b y
a

b
z

Figure 2.6: No distinguishing graph exists for {1,3,5}.

Definition 2.31 defines properties on sets of distinguishing graphs needed for con-

structing n-complete test suites.

Definition 2.31. Let S = (Q,T, q0) ∈ SA be a specification. Let W be a set of

distinguishing graphs.

• W is a characterization set if:

∀q, q′ ∈ Q : q 63 q′ =⇒ ∃w ∈W : w ∈ DG(S, {q, q′}).
• W is a state identifier for q if:

∀q′ ∈ Q : q 63 q′ =⇒ ∃w ∈W : w ∈ DG(S, {q, q′}).

• A set of state identifiers {W (q) | q ∈ Q} is harmonized if:

∀q, q′ ∈ Q : q 63 q′ =⇒ ∃w ∈W (q) ∩W (q′) : w ∈ DG(S, {q, q′}).

Algorithm 1 shows how to construct a set of distinguishing graphs that is a set of

harmonized state identifiers. We will only construct distinguishing graphs for pairs

of states, as we can guarantee that these graphs have polynomial size.

This algorithm extends the fixpoint algorithm as described in Lemma 2.19, in

which 3 is computed. We add a partial function W, which keeps track of all dis-

tinguishing graphs for sets D of at most two states. Initially, we already know that

every D with size zero or one has a trivial distinguishing graph of a Pass root node.

We then start computing 3i for increasing i until this procedure stabilizes. During

every iteration, we find new pairs of states which are incompatible, stored in 63′. We

then immediately construct a distinguishing graph for the found pairs.

Incompatibility arises for two reasons. Either for some input a ∈ LI , successor

states q after a and q′ after a have earlier been found incompatible. Otherwise, for

all outputs x ∈ LO, states q after x and q′ after x have been found incompatible. We

thus know that we have already constructed a distinguishing graph for these successor
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Input: A specification S = (Q,T, q0)

1 i := 0

2 30 := Q×Q
3 W := {∅ 7→ distinguishing graph with V = {∅} and E = ∅}
4 ∪ {{q} 7→ distinguishing graph with V = {{q}} and E = ∅ | q ∈ Q}
5 repeat

6 i := i+ 1

7 63′ := ∅
8 W′ := ∅
9 foreach (q, q′) ∈ 3i−1 do

10 if ∀x ∈ out(q) ∩ out(q′) : (q after x) 63i−1 (q′ after x) then

11 63′ := 63′ ∪ (q, q′)

12 if W′({q, q′}) ↑ then

13 V := {{q, q′}}
14 E := ∅
15 foreach x ∈ LO do

16 (Vx, Ex) := the nodes and edges of W({q, q′} after x)

17 V := V ∪ Vx
18 E := E ∪ Ex ∪ {({q, q′}, x, {q, q′} after x)}
19 W′[{q, q′} 7→

the distinguishing graph with nodes V , edges E and root {q, q′}]
20 else if ∃a ∈ in(q) ∩ in(q′) : (q after a) 63i−1 (q′ after a) then

21 63′ := 63′ ∪ {(q, q′)}
22 if W′({q, q′}) ↑ then

23 (Va, Ea) := the nodes and edges of W({q, q′} after a)

24 V := Va ∪ {{q, q′}}
25 E := Ea ∪ {({q, q′}, a, {q, q′} after a)}

∪ {({q, q′}, x,Reset) | x ∈ LO}
26 W′[{q, q′} 7→

the distinguishing graph with nodes V , edges E and root {q, q′}]
27 3i := 3i−1 \ 63′

28 W := W ∪W′

29 until 3i = 3i−1;

30 return (3i,W)

Algorithm 1: Algorithm for deciding compatibility of states, and for construction

of distinguishing graphs for incompatible states.
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states in an earlier iteration. Since the transitions from q and q′ for the found input or

all outputs lead to incompatible states, we can then use the distinguishing graph for

the successor states to create a distinguishing graph for q and q′, which we add to W.

The result of this algorithm is thus the compatibility relation, proven to be correct

by Lemma 2.19, together with distinguishing graphs for all incompatible states.

On first sight, the algorithm may seem to miss a base case, as it finds incompatible

states only if the successor states for some input or for all outputs are also incom-

patible. However, the condition on line 10 is trivially true if out(q) ∩ out(q′) = ∅ for

some incompatible states q and q′. The successors {q, q′} after x for x ∈ LO are then

singleton or empty, for which W contains a (trivial) distinguishing graph.

Note that at line 25 of the algorithm, we describe how to distinguish states by

applying an input: we do this with an edge to an existing distinguishing graph for

this input, and an edge to Reset for all outputs. This indicates that a failed attempt

of applying an input should simply be retried, until it succeeds. However, after an

output, we may still reach incompatible states, which instead we may attempt to

distinguish without resetting. Furthermore, one may want to prioritize distinguishing

with inputs (if waiting for outputs may be slow) or with outputs (if one wants to

prevent race conditions). One may thus adapt Algorithm 1 to his or her needs.

Example 2.32. We demonstrate how to apply Algorithm 1 on specification S in

Figure 2.1a. Since 30 contains all pairs of states, iteration i = 1 will find pairs of

incompatible states 63′ only for pairs of states with disjoint outputs. These are all pairs

except (1, 4), (2, 3) and (4, 5) (and, obviously, their mirrored variants, as well as all

pairs of equal states (1, 1), (2, 2), . . . ). Every pair in 63′ is assigned a distinguishing

graph on outputs, with leaf nodes as children. For example, the distinguishing graph

for pair 2 63′ 6 is shown in Figure 2.7. We find

31={(1, 4), (4, 1), (2, 3), (3, 2), (4, 5), (5, 4), (1, 1), (2, 2), (3, 3), (4, 4), (5, 5), (6, 6)}.

In iteration i = 2, we additionaly find 1 63′ 4, as out(1)∩out(4) = x, and 1 after x = 2,

4 after x = 6 and 2 631 6. The distinguishing graph for 1 and 4 is built up from the

previously found graph, as also shown in Figure 2.7. We find

32 = {(2, 3), (3, 2), (4, 5), (5, 4), (1, 1), (2, 2), (3, 3), (4, 4), (5, 5), (6, 6)}.

In iteration i = 3, no new incompatible states are found so 3 = 33 = 32. Indeed,

2 3 3 and 4 3 5 are the only (non-trivial) compatible state pairs.

Lemma 2.33. Let S = (Q,T, q0) ∈ SA, and let (3,W) be the result of Algorithm 1.

Then:

1. ∀q, q′ ∈ Q : q 63 q′ ⇐⇒ W({q, q′}) ↓.
2. ∀q, q′ ∈ Q : q 63 q′ =⇒ W({q, q′}) ∈ DG(S, {q, q′})).
3. For any distinguishing graph in W, the number of its nodes is bounded by

O(|Q2|) and the number of its edges is bounded by O(|Q2| · |LO|).
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Figure 2.7: Two distinguishing graphs resulting from Algorithm 1.

4. By taking W (q) = {W({q, q′}) | q′ ∈ Q, q′ 63 q}, we obtain a harmonized set of

state identifiers {W (q) | q ∈ Q}.

Proof. (1) This follows from the simultaneous construction of W and 3: we add a

distinguishing graph for {q, q′}, precisely when we conclude q 63 q′.

(2) We indeed find a graph by (1). Thus, we only need to show that it is acyclic

and finite, conforming to Definition 2.27. For any graph in W constructed in iteration

i, the graph is acyclic, and the height of the graph is at most i. This can be shown

by induction to i: at iteration i = 0, W contains only leaf nodes, which have no

outgoing edges. For all graphs constructed in iteration i+ 1, the root node only has

edges to root nodes of graphs from previous iterations, and to Reset. By induction,

these contain no cycles and have height of at most i.

(3) For any distinguishing graph with root D, all nodes D′ in that graph have

|D′| ≤ |D|, by Definition 2.27. Since nodes of distinguishing graphs of W are sets of

at most two states, the number of nodes is bounded by |Q|2 + |Q|+ 2 (including the

node {Reset}). Since every node in the graph contains at most one outgoing edge for

every output, and possibly a single edge for some input, we find the claimed bounds.

(4) The fact that W (q) is a state identifier follows from (1) and (2). The set

{W (q) | q ∈ Q} is harmonized because for each pair q, q′ ∈ Q we constructed one

graph, which is then added to both W (q) and W (q′).

2.7 Test Suites

An n-complete test suite T(S, n) for a specification S guarantees for any implemen-

tation I that I ioco S if I passes T, assuming that the size of I is at most n. Im-

plementations may contain many states which are unspecified in S, and these states

are not relevant for conformance. We will first define the size of an implementation

in this respect, after which we will introduce all ingredients required for n-complete

test suites.

Definition 2.34. Let S = (Q,T, q0) ∈ SA be a suspension automaton and let I =

(QI , TI , q
I
0) ∈ SAIE be an implementation.
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• Define the set of reachable states from a state q ∈ Q in S as the set:

Reachable(S, q) =
⋃
σ∈L∗

q after σ

The set of reachable states from q0 is denoted by Reachable(S).

• A state q ∈ QI is specified by S if:

∃σ ∈ traces(S) : I after σ = q

A transition (q, µ, q′) ∈ TI is specified by S if q is specified by S, and if either

µ ∈ LO, or µ ∈ LI ∧ ∃σ ∈ L∗ : I after σ = q ∧ σµ ∈ traces(S).

• We denote the number of specification states by |S| = |Reachable(S)|.
• The set of reachable specified implementation states is denoted SpecifiedS(I) =

{q ∈ Reachable(I) | q is specified by S}. We define |I|S = |SpecifiedS(I)|.

Definition 2.35. Let S ∈ SA be a specification. A test suite T for S is n-complete

if ∀I ∈ SAIE: T produces verdict Pass for I =⇒ I ioco S ∨ |I|S > n.

In particular, |S|-complete means that if an implementation passes the test suite,

then the implementation is correct (w.r.t. ioco) or there are strictly more specified

implementation states than reachable specification states.

In the FSM setting, n-complete test suites require access sequences and distin-

guishing sequences. In our context, we will use the term distinguishing experiments

instead of distinguishing sequences. We already have distinguishing graphs for dis-

tinguishing incompatible states. Distinguishing experiments for compatible states, as

well as access sequences, will be explained in the next two sections. After that, we

give the definition of a test suite constituting of these parts and explain how it must

be executed. We also give a proof that this test suite is indeed n-complete.

2.7.1 Distinguishing Specifications with Compatible States

Distinguishing graphs as described in Section 2.6 rely on incompatibility of states, by

steering the implementation to a point where the specification states disagree on the

allowed outputs, i.e. the states have disjoint out-sets. In this way, an implementation

state cannot conform to both states, so it shows a non-conformance to at least one

of the states. By using multiple distinguishing graphs, we hence show that an imple-

mentation state conforms to (at most) one specification state. By doing this for all

implementation states, each implementation state conforms to a different specification

state.

This technique fails for compatible specification states, as an implementation state

may conform to multiple specification states. In such a case, a tester cannot with

certainty steer the implementation to showing a non-conformance to any of the com-

patible specification states.
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We thus extend the aim of a distinguishing experiment: instead of showing a

non-conformance to any of two states q and q′ of specification S, we may also prove

conformance to both. As our implementation is black-box, we can only prove this by

testing: this is achieved precisely by an n-complete test suite for q∧q′, as this describes

all common behavior of S/q and S/q′ (Lemma 2.24). Hence, failing an n-complete

test suite for q ∧ q′ means disproving conformance to either S/q, S/q′, or both, thus

achieving the original goal of a distinguishing experiment. Passing this n-complete

test suite means proving conformance to both S/q and S/q′, under the assumption

that the implementation has no more than n states. This is already assumed, when

distinguishing q and q′ in the context of an n-complete test suite for S.

2.7.2 Access Sequences

In FSM based testing, the implementation states are reached in a rather efficient way.

A set P of access sequences is used to reach |P | implementation states, after which all

other states are reached by extending P with sequences of LI . If we directly translate

this to using P ⊆ traces(S), and alphabet L, this is not sufficient for reaching all

states SpecifiedS(I) of implementation I. This is because I may have fewer than |P |
states reached by P , and hence P · L≤k reaches fewer than n = |P | + k states of

I. This has two causes: 1) the specification has multiple compatible states, which

are implemented by a single state 2) ioco allows to have a sequence p ∈ P with

p 6∈ traces(I) if p = σxρ with | out(S after σ)| > 1, i.e. transition x is optional for I to

implement (S after σx is then not certainly reachable according to [104]).

1

2 3

x y

w z

(a) Specification S.

y

z

(b) Conforming im-

plementation.

y

z

z

(c) Non-conforming

implementation.

Figure 2.8: A specification with not certainly reachable states 2 and 3.

Example 2.36. Consider Figure 2.8 for an example. An implementation can omit

state 2 of specification S, as shown in Figure 2.8b, while still conforming to S. The

implementation Figure 2.8c exploits this: it is non-conforming, while still having no

more states than S, yet it is not detected by test suite P ·L≤1 ·W . We have P ·L≤1 ·W
= {ε, x, y} · {ε, w, x, y, z} · {w, x, y, z}, so if we take y ∈ P (the implementation has

no x-transition), z ∈ L (the implementation has no other possible transitions), and

observe z ∈W (3), we do not reach the faulty y transition in the implementation. This

means that we may need to increase the size of the test suite in order to obtain the

desired completeness. In this example, a test suite P ·L≤2 ·W is sufficient as the test
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suite will contain a test with yzz ∈ P · L · L after which the faulty output y 6∈ W (3)

will be observed.

Clearly, we reach all states in an n-state implementation for any specification S,

by taking P to be all traces in traces(S) of length less than n. This set P can be

constructed by simple enumeration. We then have that the traces in the set P will

reach all specified, reachable states in all implementations I such that |I|S ≤ n. In

particular this means that P+ = P · L reaches all specified transitions.

We conjecture that a much more efficient construction is possible with a careful

analysis of compatible states and not certainly reachable states. To limit the scope

of this chapter, we delay (dis)proving this conjecture to future work.

2.7.3 Test Suite Definition

We now have all ingredients to define a test suite. Definition 2.37 uses mutual recur-

sion, as a test suite can show up inside another test suite (as discussed in Section 2.7.1).

Definition 2.37. Let S = (Q,T, q0) ∈ SA, and n ∈ N. Let {W (q) | q ∈ Q} be

a harmonized set of state identifiers for S. The distinguishing test suite T(S, n) is

defined as follows.

T(S, n) = {(σ, τ) | σ ∈ P+(S, n), τ ∈ DE(S, S after σ)},where

P (S, n) = {σ ∈ traces(S) | |σ| < n}
P+(S, n) = {σµ | σ ∈ P (S, n), µ ∈ init(S after σ)} ∪ P (S, n)

DE(S, q) = W (q) ∪ {T(q ∧ q′, n) | q′ ∈ Q, q 3 q′, q 6≈ q′}

When having a test suite T(S, n), we refer with access sequences to its set P (S, n),

and with distinguishing experiments to its set DE(S, q). A merge q ∧ q′ used as part

of a distinguishing experiment may be bigger even than S itself, which may cause an

infinite distinguishing test suite from Definition 2.37. We give an alternative solution

with a finite upper bound in Section 2.7.6.

We remark that specification states which allow all behavior (i.e. all states equiva-

lent to χ) never need to be tested, as conformance for any implementation is intrinsic.

Thus, we can remove these states from the specification (similar to [7]) before con-

structing a test suite.

Example 2.38. We will briefly show the ingredients for a test suite for specification

S from Figure 2.1a by constructing T(S, 6). The set of access sequences P+(S, 6)

contains all traces of S up to and including length 6. To also determine the distin-

guishing experiments for all states, we first analyse the compatible states as explained

in Example 2.32. This analysis shows that the only pairs of inequivalent, compatible

states are 2 3 3, and 4 3 5. For all incompatible pairs we obtain a distinguishing

graph. For example, the distinguishing graph for 1 63 4 as constructed in Example 2.32

is included in the distinguishing experiments DE(S, 1) and DE(S, 4).
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For every compatible pair, we recursively compute a test suite for their merge,

which we use as distinguishing experiments: T(2 ∧ 3, 6) ∈ DE(S, 2) ∩ DE(S, 3) and

T(4 ∧ 5, 6) ∈ DE(S, 4) ∩DE(S, 5). The merge 2 ∧ 3 was given in Figure 2.3 and the

merge 4∧ 5 occurs as a sub-automaton. When making the distinguishing experiments

for these compatible states, we can remove the state (χ, χ) as it is equivalent to the

chaos state. This leaves us with a 3-state and a 2-state automaton.

To recursively compute T(2 ∧ 3, 6), we take all prefixes of wz5 and ayz4 as access

sequences. Performing Algorithm 1 on these automata, we find that all pairs of states

in these automata are incompatible. Distinguishing experiments DE(2∧3, q) thus only

contain distinguishing graphs for all states q of 2 ∧ 3, so no new test suites have to

be computed recursively. Computing T(4 ∧ 5, 6) is done likewise, and also terminates

without recursion.

2.7.4 Execution of Test Suites

So far we have introduced distinguishing test suites, access sequences and distinguish-

ing graphs. Each of those describes an executable experiment, for which we need to

define how it is executed.

First, we consider the execution of a trace σ as a sequential execution of its labels,

where inputs and outputs are treated differently.

An output x is executed by waiting for the implementation to produce an output

y, and then checking whether x = y. If so, we continue with the next label of σ.

Otherwise, we try again by resetting the implementation to its initial state and execute

σ from its first label. We require execution to be fair : if a trace σx is executed often

enough, then every output y appearing in the implementation after σ will eventually

be observed. Therefore, after a finite number of times resetting, we may conclude that

the implementation cannot show the intended x-transition. Determining the exact

number is left to the tester. Concluding that the implementation does not contain

the trace σx is also considered a successful execution.

An input is executed by providing it to the implementation. An implementation

may produce an output after σ before the tester can supply an input. Again, we

require fairness: if a trace σa is executed often enough, then the tester will eventually

succeed in executing a after σ. Assuming fairness is unavoidable for any notion of

completeness in testing: a fault can never be detected if an implementation consis-

tently chooses paths that avoid this fault.

Distinguishing test suites are executed by executing all tests contained in it. A

test (σ, τ) is executed by first executing σ as described, and then executing the dis-

tinguishing experiment τ . If we conclude by fairness that some output of σ cannot

be produced by the implementation, we declare σ, and also (σ, τ) to have been ex-

ecuted. While executing any test of a test suite T for specification S, it is always

checked whether any executed trace is a trace of S. If an ioco counterexample for S

is observed, the test suite T produces the verdict Fail, and test execution stops. If all
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tests have been executed without encountering an ioco counterexample, then the test

suite T produces a Pass verdict.

Example 2.39. Consider the distinguishing test suite T for specification S of Fig-

ure 2.1a that was given in Example 2.38. One of the tests contained in T is (a,T′),

where T′ is a distinguishing test suite for the merge of compatible states 2 and 3.

We execute access sequence a before executing each test from T′. If during execu-

tion of T′, we observe the trace ax, then T′ fails: trace ax is not a trace of 2∧ 3. We

thus have successfully distinguished states 2 and 3 in the test (a,T′). This corresponds

to observing trace aax during execution of T, which is no ioco counterexample for S,

and hence does not result in a Fail for T itself.

If τ is a distinguishing test suite, then we execute it recursively, as already shown

in Example 2.39. If τ is a distinguishing graph, then it can be executed on an

implementation by providing the inputs and observing the outputs on the edges of the

tree going downwards from the root. In other words, if we view a distinguishing graph

G with nodes V , edges E, and root node D, as a suspension automaton G = (V,E,D),

then test execution of G on an implementation I is taking the parallel composition of

G and I as in Definition 2.20. If (g, i) is a state of the composition of τ and I, and g is

a Pass node, then distinguishing graph τ has been executed successfully. If g is a Reset

node, then the test needs to be reattempted. Note that the Pass and Reset states of

the composition are the only blocking states, as all nodes of the distinguishing graph

have edges for all outputs, and the implementation is input-enabled and non-blocking.

Again, a test suite T using the distinguishing graph τ does not use the verdict of τ ,

similar to Example 2.39: it only requires that distinguishing is successful.

In the proof of Theorem 2.40 we need the following consequence of fairness. If a

certain sequence ρ is observed in executing distinguishing experimentτ and τ is also

used in testing another state, then if the other state does not show ρ (at some point),

we conclude that ρ is not a trace of that state.

Finishing a distinguishing experiment τ may take several attempts: a distinguish-

ing graph may give a Reset because an input transition was not taken, and an n-

complete test suite for distinguishing two compatible states may contain multiple

tests. Access sequence σ needs to be executed before every attempt. By assuming

fairness and finiteness of the test suite, every distinguishing experiment is guaranteed

to terminate, and thus also every test.

2.7.5 Completeness Proof for Distinguishing Test Suites

Theorem 2.40. Let S ∈ SA be a specification and n ∈ N. The distinguishing test

suite T(S, n) from Definition 2.37 is n-complete.

Proof. We will show that for any implementation I with |I|S ≤ n which passes the

test suite we can build a coinductive ioco relation which contains the initial states.
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As a basis for that relation we take the states which are reached by the set P (S, n).

This may not be an ioco relation, but by extending it (in two ways) we obtain a full

ioco relation. Extending the relation is an instance of a so-called up-to technique, we

will use terminology from [14].

More precisely, let S = (QS , TS , q
S
0 ) and let I = (QI , TI , q

I
0) be an implementation

with |I|S ≤ n which passes T(S, n). By construction of P (S, n), all states SpecifiedS(I)

are reached by P (S, n) and so all specified transitions are reached by P+(S, n).

Using the set P (S, n), we define R = {(qI0 after σ, qS0 after σ) | σ ∈ P (S, n)}
as a subset of QI × QS . First, we extend R by adding relations for all equiva-

lent specification states: R′ = {(i, s) | (i, s′) ∈ R, s ∈ QS , s ≈ s′}. Second, let

J = {(i, s) | i ∈ QI , s ∈ QS such that i ioco s} and Ri,s be the ioco relation for

i ioco s, now define R = R′ ∪
⋃

(i,s)∈J Ri,s. We want to show that R defines a

coinductive ioco relation. We do this by showing that R progresses to R.

Let (i, s) ∈ R. We assume that we have seen all of out(i) and that out(i) ⊆ out(s)

(this is taken care of by the test suite and the fairness assumption). Then, because we

use P+(S, n), we also reach the transitions after i. We need to show that the input

and output successors are again related.

• Let a ∈ LI . Since the implementation is input-enabled there is a transition for

a with i after a = i2. Suppose there is a transition for a from s: s after a = s2

(if not, then we’re done). We have to show that (i2, s2) ∈ R.

• Let x ∈ LO. Suppose there is a transition for x: i after x = i2. Then (since

out(i) ⊆ out(s)) there is a transition for x from s: s after x = s2. We have to

show that (i2, s2) ∈ R.

In both cases we have a successor (i2, s2) which we have to prove to be in R. Now since

P (S, n) reaches all specified states of I, we know that i2 is reached and so (i2, s
′
2) ∈ R

for some s′2. If s2 ≈ s′2 then (i2, s2) ∈ R′ ⊆ R holds and we are done. So now suppose

that s2 6≈ s′2. There are two cases:

• If s2 63 s′2, then there exists a distinguishing graph w ∈ W (s2) ∩W (s′2) (since

W is a harmonized set of state identifiers). This graph w is executed twice in

i2: once as a test (σ,w) for some σ ∈ P (S, n) with S after σ = s, and once as

a test (σ′, w) for some σ′ ∈ P+(S, n) with S after σ′ = s2. By fairness, there is

a single sequence ρ in w executed in both executions. This sequences reaches

a Pass state of w in both cases as our implementation passed the test suite.

By construction of distinguishing graphs, ρ must be an ioco counterexample for

either S/s2 or S/s′2. This contradicts that the two tests passed, so this case

cannot happen.

• If s2 3 s′2 (but s2 6≈ s′2 as assumed above), then we executed a test suite

τ ∈ W (s2) for s2 ∧ s′2. By induction we assume that τ is n-complete. If all the

tests in τ pass, then we can conclude that i2 ioco s2 and so (i2, s2) ∈ Ri,s2 ⊆ R.

It can happen that a test in the distinguishing test suite τ fails, so that i2 does

not conform to s2 ∧ s′2. In that case, there is a sequence ρ which is a ioco

counterexample executed after an access sequence of s2. By fairness, we may
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assume this trace ρ is also executed after s′2 (since we execute it from the same

implementation state). Since i2 does not conform to s2 ∧ s′2, either execution

makes the whole test suite T(S, n) fail, contradicting the assumption.

In both cases we either have a contradiction, so that s2 6≈ s′2 cannot hold, or we

have proven directly that (i2, s2) ∈ R.

So we have now seen that R progresses to R. It is clear that R′ progresses to R too.

Then, since each Ri,s is an ioco relation, they progress to Ri,s ⊆ R. And so the union,

R, progresses to R, meaning that R is a coinductive ioco relation. Furthermore, we

have (i0, s0) ∈ R (since ε ∈ P (S, n)), concluding the proof.

We remark that if the specification does not contain any compatible states, the

proof can be simplified considerably. In particular, we do not need test suites for

merges of states, and we can use the relation R′ instead of R.

2.7.6 Unconditional Test Suite

The distinguishing test suite relies on executing distinguishing experiments. If a spec-

ification contains compatible states, the test suite contains distinguishing experiments

which are themselves distinguishing test suites. This is thus a recursive construction:

we need to show that such a test suite is finite. In general, we could require that

specifications do not contain any compatible state pairs (as in [104]), and thereby

avoiding recursion completely. However, we do not think this is a desirable solution,

since constructing a specification with compatible states is relatively easy.

For particular specifications, recursive repetition of the distinguishing test suite is

already finite. For example, specification S in Figure 2.3 contains compatible states,

but in the merge of every two compatible states, no further compatible states remain

(when ignoring state (χ, χ) as explained in Example 2.38). Consequently, the distin-

guishing test suites of each merge only have distinguishing graphs as distinguishing

experiments, and hence the recursion terminates. Furthermore, the recursion of com-

puting the distinguishing test suite for the specification of Figure 2.9a ends with a

merge containing equivalent states only.

The merge of two compatible states may in general again contain compatible

states, so from the two examples mentioned above, we cannot conclude for sure that

the distinguishing test suite is finite for any specification. As it is not a trivial problem,

we limit the scope of this chapter, and consider it future work to solve the problem

for all possible specifications.

We do however want to provide a finite n-complete test suite, in case we discover

a specification with an infinite distinguishing test suite in the future. Therefore, we

provide an alternative test suite that is always finite, and call it the unconditional

test suite. This test suite has a clear upper bound, though very large and usually not

practical. This bound is based on what is called state counting in FSM theory [57].

The bound constitutes counting the number of times a specification state is visited
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while executing a trace on the implementation. Definition 2.41 and Lemma 2.42 make

this precise in our ioco setting.

Definition 2.41. Let S = (Q,T, q0) ∈ SA and n ∈ N. A trace σ ∈ traces(S) is

n-bounded if ∀q ∈ Q : |{ρ | ρ is a prefix of σ ∧ S after ρ = q}| ≤ n.

Lemma 2.42. Let S = (Q,T, q0) ∈ SA and I ∈ SAIE. If I ��ioco S, then traces(I)

contains an ioco counterexample σx for S such that σ is |I|S-bounded.

Proof. If I ��ioco S, then traces(I) contains an ioco counterexample σx for S by

Lemma 2.7. If σ is |I|S-bounded, the proof is trivial, so assume it is not. Hence,

there exists a state q ∈ Q, with at least |I|S + 1 prefixes of σ leading to q. At least

two of those prefixes ρ and ρ′ must lead to the same implementation state, i.e. it holds

that I after ρ = I after ρ′ and S after ρ = S after ρ′. Assuming |ρ| < |ρ′| without loss

of generality, we can thus create an ioco counterexample σ′x shorter than σx by re-

placing prefix ρ′ in σ by ρ. If σ′ is still not |I|S-bounded, we can repeat this process

until it is.

Contrapositively, if an implementations shows no ioco counterexample, if we exe-

cute all n-bounded traces, extended with observing any output x, we know that the

implementation must be conforming. Note that such traces have a length of at most

|S| · n, thus exhaustively checking them all is possible.

Definition 2.43. Let S ∈ SA and n ∈ N. The unconditional test suite is then:

U(S, n) = {σx ∈ traces(S) | σ is n-bounded ∧ x ∈ LO}.

Corollary 2.44. Let S ∈ SA and n ∈ N. Then U(S, n) is an n-complete test suite.

We have ∀σ ∈ U(S, n) : |σ| ≤ |S| · n.

The upperbound |S| · n is tight, as shown in Example 2.45. A set of traces of

length at most |S| ·n is much bigger than the set P+(S, n) of at most n-length traces,

as the number of traces grows exponentially in their length. Thus, a distinguishing

test suite as introduced in Section 2.7.3 may be significantly smaller, depending on

the number of compatible states. The unconditional test suite shows the possibility

of unconditional termination with a fixed upper bound, though.

As U(S, n) consists of traces, test execution amounts to executing all these traces,

i.e. by executing them according to the fairness assumption. If the implementation

produces a trace not in traces(S), the test suite has verdict Fail. If all traces of U(S, n)

have been executed without obtaining a Fail verdict, the test suite has verdict Pass.

Example 2.45. Figure 2.9 shows a specification and a non-conforming implementa-

tion with ioco counterexample yyxyyxyyxyyx, of maximal length |S| · |I|S = 12.
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Figure 2.9: A specification, and a non-conforming implementation.

2.8 Conclusions and Future Work

We firmly embedded theory on n-complete test suites into ioco theory, without making

any restrictive assumptions. We have identified several problems where classical FSM

techniques fail for suspension automata, in particular for compatible states. The

concept of distinguishing states has been extended such that compatible states can

be handled, by n-complete testing of the merge of such states. Additionally, we have

given a construction for distinguishing graphs for incompatible states, which follows

naturally from the computation of the compatibility relation.

We use an extended domain of suspension automata, which may not respect the

usual conditions for quiescence. This is a conservative approach: detecting any faulty

implementation in our extended domain, also finds any faulty implementation which

does respect quiescence. However, this may produce more tests than required to detect

‘spurious’ implementations. A further area of research is to tighten the definitions of

equivalence, compatibility and n-complete test suites to capture the more restricted

usual implementation domain.

For reaching all implementation states, we used all traces up to length n, which

is hence an upper bound exponential in the number of states. Furthermore, the

recursion of using a test suite for testing a merge of compatible states may possibly

not terminate. We therefore introduced an unconditional test suite, which provides an

exponential but finite upper bound. These two exponential upper bounds may limit

practical applicability, so further investigation is needed to efficiently tackle these

problems. Furthermore, experiments are needed to determine the actual efficiency of

computation and execution time, preferably on real world case studies. This should

include a quantitative comparison with other methods, for example random testing

as in [113].





Chapter 3

State Identification for Labeled Transition

Systems with Inputs and Outputs

For Finite State Machines (FSMs) a rich testing theory has been developed to discover

aspects of their behavior and ensure their correct functioning. Although this theory

has been frequently used, e.g. to check conformance of protocol implementations, its

applicability is limited by restrictions of FSMs, in which inputs and outputs alternate,

and outputs are determined by the previous input and state. Labeled Transition

Systems with inputs and outputs (LTSs), as studied in ioco testing theory, provide a

richer framework for testing component oriented systems, but lack the algorithms for

test generation from FSM theory.

In this article, we propose an algorithm for the fundamental problem of state

identification during testing of LTSs. Our algorithm is a direct generalization of

the well-known algorithm for computing adaptive distinguishing sequences for FSMs

proposed by Lee & Yannakakis. Our algorithm has to deal with so-called compat-

ible states, states that cannot be distinguished. Analogous to the result of Lee &

Yannakakis, we prove that if an adaptive test exists that distinguishes all pairs of

(incompatible) states of an LTS, our algorithm will find one. In practice, such perfect

adaptive tests typically do not exist. However, in experiments with an implementa-

tion of our algorithm on a collection of (both academic and industrial) benchmarks,

we find that that the adaptive tests produced by our algorithm still distinguish at

least 99% of the incompatible state pairs.

3.1 Introduction

Starting with Moore’s famous 1956 paper [87], a rich theory of testing finite-state

machines (FSMs) has been developed to discover aspects of their behavior and en-

sure their correct functioning; see e.g. [80] for a survey. One of the classical testing

problems is state identification: given some FSM, determine in which state it was

initialized, by providing inputs and observing outputs.
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Various forms of distinguishing sequences were proposed, ranging from sets of

sequences to single sequences solving the problem. Moreover, when combined with

state access sequences, a so-called n-complete test suite can be constructed [37]. The

challenge in using n-complete test suites is to keep their size as small as possible.

Using a single (adaptive) sequence for state identification [79], helps to reach this

objective. If such a single sequence does not exist, then a distinguishing sequence

distinguishing most states may be supplemented with some additional distinguishing

sequences that distinguish the remaining states [86].

Although state identification algorithms for FSMs have been widely used, e.g. to

check conformance of protocol implementations, their applicability is limited by the

expressivity of the FSM framework. In FSMs, inputs and outputs strictly alternate,

outputs are fully determined by the previous input and state, and inputs must be

enabled in every state. Labeled Transition Systems with inputs and outputs (LTSs), as

studied in ioco testing theory [113], provide a richer framework for testing software and

hardware systems: transitions are labeled by either an input or an output, allowing

any combination of inputs and outputs, multiple outputs may be starting from the

same state, allowing (observable) output nondeterminism, and states do not need to

have transitions for all inputs, allowing partiality. However, LTSs lack the algorithms

for test generation from FSM theory. Although progress has been made in defining

and constructing n-complete test suites for LTSs Chapter 2, an algorithm to solve

the state identification problem as in [79], and hence to provide small n-complete test

suites, is missing.

Therefore we generalize the construction algorithms for adaptive distinguishing

sequences, as given in [79]. As in Chapter 2, we have to face the problem of compat-

ible states [99, 104], which does not occur for (input-enabled, deterministic) FSMs.

States are compatible when they cannot be distinguished, e.g. when two states have

a transition for the same output to the same state. As it is easy to construct LTSs

with compatible states, we made sure our algorithms can deal with such LTSs: they

accept LTSs with compatible states, but they ‘work around’ them, dealing with all

incompatible states.

The outline of the paper is as follows. We first introduce graphs, LTSs, and some

syntax for denoting trees. Then we elaborate on compatibility and the related concept

of validity. Furthermore, we introduce test cases, and define when they distinguish

states of an LTS. After that we define a data structure called splitting graph, present

an algorithm that constructs a splitting graph for a given LTS, and another algorithm

that extracts a test case from a splitting graph. We show that, unlike for FSMs, the

splitting graph may have an exponential number of nodes. However, this is worst

case behaviour, as our experiments on a collection of (both academic and industrial)

benchmarks will show. Analogous to FSMs, it may not be possible to distinguish all

states of an LTS with a single test case. Our experiments show that this is typically

the case in practice, but nevertheless more than 99% of the incompatible state pairs

are distinguished by the constructed test case. Following [79], we show that our
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algorithms construct a test case distinguishing all (incompatible) state pairs, if it

exists.

Related work There are (at least) three ortogonal ways in which the classical FSM

(or Mealy machine) model can be generalized.

A first generalization is to add nondeterminism. Whereas an FSM has exactly

one outgoing transition for each state q and input i, a nonderministic FSM allows

for more than one transition. Alur, Courcoubetis & Yannakakis [3] propose an algo-

rithm to generate adaptive distinguishing sequences for nondeterministic FSMs, using

(overlapping) subsets of states, similar to our algorithm. However, their sequences

only distinguish pairs of states, and are not designed to distinguish more states at

the same time. In between FSMs and nondeterministic FSMs we find the observable

FSMs, which have at most one outgoing transition for each state q, input i and out-

put o; one may use a determinization construction to convert any nondeterministic

FSM into an observable one. The LTSs that we consider have observable nondeter-

minism. Kushik, El-Fakih & Yevtushenko give a procedure to find homing sequences

for observable FSMs [78], by also obtaining subsets of states, found by iteratively

increasing the length of input sequences. They state that the procedure for obtaining

an adaptive distinguishing sequence is almost the same.

A second generalization of FSMs is to relax the requirement that each input is

enabled in each state. In a partial FSM, states do not necessarily have outgoing

transitions for every state and every input. Petrenko & Yevtushenko derive complete

test suites for partial, observable FSMs [98], which is the closest to the automata

model that we study in this paper. Their test generation is based on (adaptive)

state counting [57], which is a trace search-based method which recognizes when

states are distinguished, but does not provide a constructive way to build a test that

distinguishes (many) states at once. Yannakakis & Lee [124] present a randomized

algorithm which generates, with high probability, checking sequences, i.e. n-complete

test suites consisting of a single sequence. This approach is also applicable to partial

FSMs, as opposed to the adaptive distinguishing sequence construction algorithms

of [79], which apply to plain FSMs.

A third generalization of FSMs is to relax the requirement that inputs and outputs

alternate. In our LTS, inputs and outputs may occur in arbitrary order. Bensalem,

Krichen & Tripakis [101] give an algorithm for extracting adaptive distinguishing

sequences for all states of a given LTS, by translating back and forth between a

corresponding Mealy machine. This translation is only possible, if all states of the

LTS have at most one outgoing output transition. In Chapter 2 such a restriction

is not needed. They propose an algorithm that generates an adaptive distinguishing

sequence for all pairs of incompatible states. In this paper, we generalize the result

of Chapter 2 to distinguish more states at the same time.



52 3. State Identification for LTS

3.2 Preliminaries

We write f : X ⇀ Y to denote that f is a partial function from set X to set Y . For

x ∈ X, we write f(x) ↓ if there exists a y ∈ Y such that f(x) = y, i.e. the result is

defined, and f(x) ↑ if the result is undefined. We often identify a partial function f

with the set of pairs {(x, y) ∈ X × Y | f(x) = y}.
If Σ is a set of symbols then Σ∗ denotes the set of all finite words over Σ. The

empty word is denoted by ε, the word consisting of symbol a ∈ Σ is denoted a, and

concatenation of words is denoted by juxtaposition.

Throughout this article, we use standard notations and terminology related to

finite directed graphs (digraphs) and finite directed acyclic graphs (DAGs), as for

instance defined in [6,27]. If G = (V,E) is a digraph and v ∈ V , then we let PostG(v),

or briefly Post(v), denote the set of direct successors of v, that is, Post(v) = {w ∈
V | (v, w) ∈ E}. Similarly, PreG(v), or briefly Pre(v), denotes the set of direct

predecessors of v, that is, Pre(v) = {w ∈ V | (w, v) ∈ E}. Vertex v is called a

root if Pre(v) = ∅, a leaf if Post(v) = ∅, and internal if Post(v) 6= ∅. We write

leaves(G) = {v ∈ V | Post(v) = ∅}, and internal(G) = V \ leaves(G).

The automata considered in this paper are deterministic, finite labeled transi-

tion systems with transitions that are labeled by inputs or outputs. Since a single

state may have outgoing transitions labeled with different outputs, and since outputs

are not controllable, the behavior of our automata is nondeterministic in the sense

that, in general, for a given sequence of inputs, the resulting sequence of outputs is

not uniquely determined. Nevertheless, our automata are deterministic in the sense

of classical automata theory: for any observed sequence of inputs and outputs the

resulting state is uniquely determined. We say that our automata have observable

nondeterminism.

Throughout this article, we fix a set of input labels I and a set of output labels O.

We assume sets I and O are disjoint, nonempty and finite, and write L = I ∪O. We

will use a, b to denote input labels, x, y, z to denote output labels, µ for labels that

are either inputs or outputs, and σ, ρ for elements from L∗.

Definition 3.1. An automaton (with inputs and outputs) is a triple A = (Q,T, q0)

with Q a finite set of states, T : Q × L ⇀ Q a transition function, and q0 ∈ Q the

initial state. We associate a digraph to A as follows

digraph(A) = (Q, {(q, q′) ∈ Q×Q | ∃µ ∈ L : T (q, µ) = q′}).

Concepts and notations for digraph(A) extend to A. Thus we say, for instance, that

automaton A is acyclic when digraph(A) is acyclic, and we write Post(q) for the set

of direct successors of a state q. For A = (Q,T, q0) and q ∈ Q we write A/q for

(Q,T, q), that is, the automaton obtained from A by replacing its initial state by q.

Figure 3.1 illustrates an example automaton A = (Q,T, q0) with states from Q =



3.2. Preliminaries 53

{1, 2, 3, 4} denoted by circles, initial state 1 marked by a small arrow, and transition

relation T represented by labeled edges.

1 2

3 4

x

y

a a x

x

y

Figure 3.1: Running example

Below, we recall the definitions of some basic operations on (sets of) automata

states. Operations in, out and init retrieve all the inputs, outputs, or labels enabled

in a state, respectively. To each set of states P and sequence of labels σ we associate

three sets of states: P after σ, P before σ, and enabled(P, σ). Set P after σ comprises

all states that can be reached starting from a state of P via a path with trace σ,

whereas set P before σ consists of all the states from where it is possible to reach a

state in P via trace σ, and enabled(P, σ) consists of all states in P from where a path

with trace σ is possible. The traces operation provides the set of sequences of labels

that can be observed from a state. We use a subscript if confusion may arise due

to the use of several automata in the same context, e.g. outA(q) denotes the set of

outputs enabled in state q of automaton A.

Definition 3.2. Let A = (Q,T, q0) be an automaton, q ∈ Q, µ ∈ L and σ ∈ L∗.

Then we define:

in(q) = {a ∈ I | T (q, a) ↓}
out(q) = {x ∈ O | T (q, x) ↓}

q after ε = {q}

q after µσ =

{
T (q, µ) after σ if T (q, µ) ↓
∅ otherwise

enabled(q, σ) =

{
∅ if q after σ = ∅
{q} otherwise

q before σ = {q′ ∈ Q | q ∈ q′ after σ}
traces(q) = {ρ ∈ L∗ | q after ρ 6= ∅}

Definitions are lifted to sets of states by pointwise extension. Thus, for P ⊆ Q,

in(P ) =
⋃
p∈P in(p), P after σ =

⋃
p∈P p after σ, etc. Also, we sometimes write the

automaton instead of its initial state. Thus, for instance, A after σ = q0 after σ and

traces(A) = traces(q0).
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We find it convenient to use a fragment of Milner’s Calculus of Communicating

Systems [85] as syntax for denoting acyclic automata. In particular, its recursive

definition will allow us to incrementally construct test cases in Sections 3.5 and 3.6.

Definition 3.3. The set of expressions ECCS is defined by the BNF grammar

F := 0 | F + F | µ.F

The set TCCS ⊆ ECCS × L × ECCS is the smallest set of triples such that, for all

µ ∈ L and F, F ′, G ∈ ECCS ,

1. (µ.F, µ, F ) ∈ TCCS

2. If (F, µ,G) ∈ TCCS then (F + F ′, µ,G) ∈ TCCS

3. If (F, µ,G) ∈ TCCS then (F ′ + F, µ,G) ∈ TCCS

An expression F ∈ ECCS is deterministic iff, for all subexpressions G of F ,

(G,µ,G′) ∈ TCCS ∧ (G,µ,G′′) ∈ TCCS ⇒ G′ = G′′

To each deterministic expression F ∈ ECCS we associate an automaton AF = (Q,T, F ),

where Q is the set of subexpressions of F , and transition function T is defined by

T (G,µ) =

{
G′ if (G,µ,G′) ∈ TCCS

undefined otherwise

Example 3.4. The expression a.(x.0+y.0) has subexpressions a.(x.0+y.0), x.0+y.0,

x.0, y.0, and 0. These are the states of its associated automaton, which is displayed

in Figure 3.2. Note that states x.0 and y.0 are not reachable from the initial state

a.(x.0 + y.0).

a.(x.0 + y.0)

x.0 + y.0

0
x.0 y.0

a

x y
x y

Figure 3.2: Automaton denoted by CCS expression

Suspension automata are automata with the additional property that in each

state at least one output label is enabled. We note that this requirement can be

easily enforced by adding a self-loop for an additional output label, that denotes ‘no-

output’ or quiescence [113], in each state that has no output transition. We note that

our definition of suspension automata, which is taken from Chapter 2, is more general

than the one from [113, 122], since we only require states to be non-blocking, while



3.3. Validity and Compatibility 55

suspension automata from [113,122] adhere to some additional properties associated

to this special quiescence output.

Definition 3.5. Let A = (Q,T, q0) be an automaton. We call a state q ∈ Q blocking

if out(q) = ∅, and call A non-blocking if none of its states is blocking. A non-blocking

automaton is also called a suspension automaton.

We will use suspension automata as the specifications to derive test cases from.

Figure 3.1 shows a suspension automaton. We use (plain) automata as an intermediate

structure to do computations, and in order to model test cases.

3.3 Validity and Compatibility

In this section, we recall the related notions of validity and compatibility Chapter 2.

We first give an efficient algorithm for computing valid states. After that, we show

how the relation between validity and compatibility can be used to efficiently compute

all pairs of compatible states occurring in a suspension automaton. We will need this

last relation when constructing test cases to distinguish incompatible states.

3.3.1 Validity

We consider the following 2-player concurrent game, which is a minor variant of

reachability games studied e.g. in [84] and Chapter 5. Two players, the tester and

the System Under Test (SUT), play on a state space consisting of an automaton

A = (Q,T, q0). At any point during the game there is a current state, which is q0

initially. To advance the game, both the tester and the SUT choose an action from

the current state q:

• The tester chooses either an input from in(q), or the special label θ 6∈ L. By

choosing θ, the tester indicates that she performs no input.

• The SUT chooses an output from out(q), or θ if no output is possible.

The game moves to a next state according to the following rules (this is the input-eager

assumption from Chapter 5):

1. If the tester chooses an enabled input a this will be executed, i.e. the current

state changes to T (q, a).

2. If the SUT chooses an enabled output x this will only be executed when the

tester has chosen θ, in this case the current state changes to T (q, x).

3. When both players choose θ, the game terminates.

The tester wins the game if she reaches a blocking state, and the SUT wins if he has

a strategy that ensures that the tester will never win. A (memoryless) strategy for

the tester is a function strategy : Q → I ∪ {θ}. We say a strategy is winning if the

tester will always win the game (within a finite number of moves) when selecting labels

according to this strategy, no matter which actions the SUT takes. Following Beneš et
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al [7] and Chapter 2, we call states for which the tester has a winning strategy invalid,

and the remaining states valid. The sets of valid and invalid states are characterized

by the following lemma (cf Proposition 2.18 of [84]):

Lemma 3.6. Let A = (Q,T, q0) be an automaton.

1. The set of invalid states of A is the smallest set P ⊆ Q such that q ∈ P if

∃a ∈ in(q) : T (q, a) ∈ P or ∀x ∈ out(q) : T (q, x) ∈ P.

2. The set of valid states of A is the largest set P ⊆ Q such that q ∈ P implies

∀a ∈ in(q) : T (q, a) ∈ P and ∃x ∈ out(q) : T (q, x) ∈ P.

Based on Lemma 3.6(1), Algorithm 2 computes the set of invalid states of an

automaton A and, for each invalid state q, the move strategy(q) to be taken from q

as part of a winning strategy for the tester, as well as the maximum number rank(q)

of moves required to win the game.

Algorithm 2 is a minor variation of the classical algorithm for computing attractor

sets and traps in 2-player concurrent games [84] and the procedure described by [7],

which takes as input an automaton, of which each state q has in(q) = LI , and prunes

away invalid states. The main reason why we have included the pseudo code here

is that further on we need to refer to specific properties of the strategy and rank

functions that are computed by the algorithm.

Key invariants of the while-loop of lines 13-33 are that states in W ∪P are invalid,

and for q ∈ Q \ (P ∪W ), count(q) gives the number of output transitions to states in

Q \ P .

The next lemma states some basic properties of the rank function that records

the maximum number of moves required to win.

Lemma 3.7. Let A = (Q,T, q0) be an automaton and P ⊆ Q the set of invalid states

of A. Let strategy and rank be as computed by Algorithm 2. Then, for all q ∈ P and

a ∈ I,

1. rank(q) = 0 ⇔ q is blocking,

2. rank(q) > 0 ∧ strategy(q) = a ⇒ T (q, a) ∈ P ∧ rank(T (q, a)) < rank(q),

3. rank(q) > 0 ∧ strategy(q) = θ ⇒ ∀x ∈ out(q) : rank(T (q, x)) < rank(q).

Let n be the number of states in Q, and m the number of transitions in T . We

assume, for convenience, that m ≥ n. If we use an adjacency-list representation

of A and represent the set of incoming transitions using a linked list, then the time

complexity of the initialization part (lines 2-11) is O(m). The while-loop (lines 13-33)

visits each transition of A at most twice (in lines 15 and 26) and performs a constant

amount of work. Thus the time complexity of the while loop is O(m). This means

that the time complexity of Algorithm 2 is also O(m).
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Input: An automaton A = (Q,T, q0).

Output: The subset P ⊆ Q of invalid states and, for each state q ∈ P , the

move strategy(q) to be taken from q as part of a winning strategy

for the tester, and the maximum number rank(q) of moves required

to win.

1 Function ComputeWinningTester (Q,T, q0):

2 W := ∅ ; // winning states for tester that need processing

3 foreach q ∈ Q do

4 count(q) := | out(q) |;
5 incomingtransitions(q) := set of incoming transitions of q;

6 if count(q) = 0 then

7 W := W ∪ {q} ; // state q is invalid

8 strategy(q) := θ;

9 rank(q) := 0

10 P := ∅ ; // winning states for tester that have been processed

11 while W 6= ∅ do

12 p := any element from W ;

13 foreach (q, µ, p) ∈ incomingtransitions(p) do

14 if q 6∈ P ∪W then

15 if µ ∈ I then

16 W := W ∪ {q} ; // state q has input to winning

state

17 strategy(q) := µ;

18 rank(q) := rank(p) + 1

19 else

20 count(q) := count(q)− 1;

21 if count(q) = 0 then

22 W := W ∪ {q} ; // all outputs q to winning

states

23 strategy(q) := θ;

24 rank(q) := 1 + maxx∈out(q) rank(T (q, x))

25 W := W \ {p};
26 P := P ∪ {p}
27 return set P , function strategy, and function rank ;

Algorithm 2: Computing the invalid states.

3.3.2 Compatibility

Two states of a suspension automaton are compatible [99,104] if a tester may not be

able to distinguish them. For example, if a tester wants to determine whether the

SUT behaves according to state 2 or 3 of the suspension automaton of Figure 3.1,

taking output transition x will result in reaching state 4, from both states, but after



58 3. State Identification for LTS

reaching state 4, it cannot be determined from which of the two states the x transition

was taken. Hence, states 2 and 3 are called compatible. A tester may not be able to

distinguish certain states the presence of an “adversarial” SUT. In the automaton of

Figure 3.3, for instance, a tester will not succeed to distinguish states 1 and 2 in a

scenario in which the SUT always chooses to do output x in state 1.

1 2

x

y

x

Figure 3.3: Compatible states

The notion of compatible states is formalized in the following definition.

Definition 3.8. Let (Q,T, q0) be a suspension automaton. A relation R ⊆ Q×Q is

a compatibility relation if for all (q, q′) ∈ R we have

∀a ∈ in(q) ∩ in(q′) : (T (q, a), T (q′, a)) ∈ R, and

∃x ∈ out(q) ∩ out(q′) : (T (q, x), T (q′, x)) ∈ R

Two states q, q′ ∈ Q are compatible, denoted q 3 q′, if there exists a compatibility

relation R relating q and q′. Otherwise, the states are incompatible, denoted by q 63 q′.

For P ⊆ Q a set of states, we write 3(P ) to denote that all states in P are pairwise

compatible, i.e. ∀q, q′ ∈ P : q 3 q′.

Note that compatibility relations are closed under unions. Therefore, there exists

a largest compatibility relation. Also note that the compatibility relation is symmetric

and reflexive, but not transitive. For an elaborate discussion of compatibility, we refer

the reader to Chapter 2. The notions of compatibility and validity can be related using

the following synchronous composition operator:

Definition 3.9. Let A1 = (Q1, T1, q
1
0) and A2 = (Q2, T2, q

2
0) be automata. The

synchronous composition of A1 and A2, notation A1‖A2, is the automaton A = (Q1×
Q2, T, (q

1
0 , q

2
0)), where transition function T is given by:

T ((q1, q2), µ) =

{
(T1(q1, µ), T2(q2, µ)) if T (q1, µ) ↓ and T (q2, µ) ↓
undefined otherwise

The next lemma asserts that states q and q′ of a suspension automaton S are

compatible precisely when the pair (q, q′) is a valid state of S‖S.1

1This is a variation of Lemma 22 from Chapter 2, which is stated for a slightly different com-

position operator that involves demonic completions. Adding demonic completions is useful in the

setting of Chapter 2, but not needed for our purposes.
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Lemma 3.10. Let S = (Q,T, q0) be a suspension automaton with q, q′ ∈ Q. Then

q 3 q′ iff (q, q′) is a valid state of S‖S.

Proof. (⇐) Suppose that (q, q′) is a valid state of S‖S. Then, by Lemma 3.6(2), (q, q′)

is contained in the largest subset P of the states of S‖S that satisfies the conditions

of Lemma 3.6(2). Using Definition 3.9, we infer that, for all (r, r′) ∈ P :

∀a ∈ in(r) ∩ in(r′) : (T (r, a), T (r′, a)) ∈ P , and

∃x ∈ out(r) ∩ out(q′) : (T (r, x), T (r′, x)) ∈ P

But this means that P is a compatibility relation, and therefore q 3 q′.

(⇒) Suppose that q 3 q′. Then, by Definition 3.8, there exists a compatibility

relation relating q and q′. Let R be the largest compatibility relation. Since R ⊆
Q×Q, R is a subset of the set of states of S‖S. By combining Definitions 3.8 and 3.9,

we infer that R satisfies the condition from Lemma 3.6(2). This implies that (q, q′) is

a valid state of S‖S.

Example 3.11. Figure 3.4 shows the synchronous self-composition of the suspension

automaton of Figure 3.1. The composition has 6 valid states, which are marked red.

Lemma 3.10 now implies that 2 3 3.

1,1 2,2

3,3 4,4 2,3

3,21,2

3,4

1,4

1,3

2,14,1

4,3

2,4

4,23,1

x y

a a x

x

y

x

xa

x

a

x

yy xx

Figure 3.4: Synchronous composition of the suspension automaton from Figure 3.1.

Lemma 3.10 suggests an efficient algorithm for computing compatibility of states.

Suppose S is a suspension automaton with n states and m transitions, with m ≥
n. Then we may compute composition S‖S in time O(m(n + logm)). The idea

is that we first sort the list of transitions on the value of their action label, which

takes O(m logm) time. Next we check for each transition t = (q, µ, q′) what are the

possible transitions that may synchronize with t. Since t may only synchronize with

µ-transitions, and since there are at most n µ-transitions (as S is deterministic), we

may compute the list of transitions of the composition in O(mn) time. Thus, the

overall time complexity of computing S‖S is O(m(n+ logm)). The composition S‖S
has n2 states and O(mn) transitions. Next we use Algorithm 2 to compute the set

of invalid states of S‖S, which requires O(mn) time. Two states q and q′ of S are

compatible iff (q, q′) is not in this set. Altogether, we need O(m(n+ logm)) time to

compute the compatible state pairs.
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3.4 Test Cases

In this section, we introduce a simple notion of test cases. The goal of these test cases

is state identification, i.e. to explore whether a state of an SUT, that is reached after

some initial interactions, has the same traces as the state where it should be according

to a given suspension automaton that acts as specification. Our test cases are adaptive

in the sense that inputs that are sent to the SUT may depend on previous outputs

generated by the SUT. They are similar to the adaptive distinguishing sequences

proposed by Lee & Yannakakis [79], except that inputs and outputs do not necessarily

alternate, and the graph structure is a DAG rather than a tree.

Definition 3.12. A test case is an acyclic automaton A in which each state enables

either a single input action, or zero or more output actions. We refer to states that

enable a single input as input states, and states that enable at least one output as

output states. Thus each state from a test case is either an input state, an output

state, or a leaf.

To each test case A we associate a set of observations: maximal traces that we

may observe during a run of A.

Definition 3.13. For each test case A, Obs(A) is the set of traces that reach a leaf

of A: Obs(A) = {σ ∈ traces(A) | A after σ ⊆ leaves(A)}.

The following technical lemma, which follows directly from the definitions, implies

that the set of observations Obs(A) is nonempty, for any test case A.

Lemma 3.14. Suppose A = (Q,T, q0) is a test case.

1. If q0 is a leaf then Obs(A) = {ε}.
2. If q0 is an input state that enables input a then

Obs(A) = {aσ | σ ∈ Obs(A/T (q0, a))}.

3. If q0 is an output state then

Obs(A) =
⋃

x∈out(q)

{xσ | σ ∈ Obs(A/T (q0, x))}.

Given a suspension automaton S, we only want to consider test cases A that are

consistent with S in the sense that each input that is provided by A is also specified

by S, and conversely each output that is allowed by S also occurs in A.

Definition 3.15. Let A = (Q,T, q0) be a test case and let S = (Q′, T ′, q′0) be a

suspension automaton. We say that A is a test case for S if, for each state (q, q′) of

A‖S reachable from initial state (q0, q
′
0):

• if q is an input state then in(q) ⊆ in(q′),

• if q is an output state then out(q) ⊇ out(q′).
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We say A is a test case for state q′ ∈ Q′ if A is a test case for S/q′. Furthermore, A

is a test case for a set of states P ⊆ Q′ if A is a test case for all q′ ∈ P .

The next lemma, which follows directly from the definitions, asserts that if A is a

test case for a set of states P , the remaining test case after an initial µ-transition in

A is a test case for P after µ.

Lemma 3.16. Suppose A = (Q,T, q0) is a test case for a set P of states of suspension

automaton S. Suppose that T (q0, µ) = q1, for some label µ and state q1. Then A/q1

is a test case for P after µ.

If A is a test case for suspension automaton S, then the composition A‖S is also

a test case for S. We can view A‖S as the subautomaton of A in which all outputs

that are not enabled in S have been pruned away.

Lemma 3.17. If A is a test case for a suspension automaton S, then the composition

A‖S is also a test case for S, satisfying Obs(A‖S) ⊆ Obs(A).

A test case distinguishes two states, if applying the test case in these states results

in different observable traces.

Definition 3.18. Let A be a test case for states q and q′ of suspension automaton

S. Then A distinguishes q and q′ if Obs(A‖(S/q)) ∩Obs(A‖(S/q′)) = ∅.

Example 3.19. The automaton A associated to CCS expression a.(x.0+y.0), shown

in Figure 3.2, is a test case for states 1 and 2 of the suspension automaton S displayed

in Figure 3.1. The observable traces of the test case are Obs(A) = {ax, ay}, and it

distinguishes states 1 and 2 since

Obs(A‖(S/1)) = {ax} and Obs(A‖(S/2)) = {ay}.

Lemma 3.20. Let S = (Q,T, q0) be a suspension automaton with q, q′ ∈ Q. Then

q 63 q′ iff there exists a test case that distinguishes q and q′.

Proof. By Lemma 3.10, q 63 q′ iff the pair (q, q′) is an invalid state of S‖S. By

definition, this means that in the game for S‖S the tester has a winning strategy

strategy . This strategy can be effectively computed by Algorithm 2. Using strategy

strategy , we compute a test case A as follows:

• The set of states consists of the set P of invalid states of S‖S, extended with a

single leaf state l.

• The initial state is (q, q′).

• The transition relation of A is obtained by (a) restricting the transition relation

of S‖S to P , (b) removing all input transitions, except the outgoing transi-

tions with label strategy(r, r′) from states with strategy(r, r′) ∈ I, (c) adding

an output transition ((r, r′), x, l) for each (r, r′) ∈ P and x ∈ O such that

strategy(r, r′) = θ and (r, r′) does not have an outgoing x-transition.
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It is routine to check that A is a test case for states q and q′ of S. We claim that

A distinguishes q and q′, that is, Obs(A‖S/q) ∩ Obs(A‖S/q′) = ∅. Because suppose

σ ∈ Obs(A‖S/q). Then σ corresponds to a run from initial state (q, q′) of A to leaf

node l. By construction of A, σ must be of the form ρx, where ρ corresponds to a run

in A from (q, q′) to some state (r, r′) and x ∈ out(r)\out(r′). This means that A‖S/q′
has a run with actions ρ from initial state ((q, q′), q′) to state ((r, r′), r′). However,

since x 6∈ out(r′), σ 6∈ Obs(A‖S/q′). By a symmetric argument, we may conclude that

σ ∈ Obs(A‖S/q′) implies σ 6∈ Obs(A‖S/q). Thus Obs(A‖S/q) ∩ Obs(A‖S/q′) = ∅, as

required.

The following definition generalizes the notion of adaptive distinguishing sequence

for FSMs [49, 79] to the setting of suspension automata. Whereas an adaptive dis-

tinguishing sequence for an FSM is a tree-like test case that distinguishes all pairs of

distinct states of the FSM, an adaptive distinguishing graph for a suspension automa-

ton is a test case that distinguishes all pairs of incompatible states of the suspension

automaton.

Definition 3.21. Let S be a suspension automaton, let P be a set of states of S, and

let A be a test case for P . We say that A is an adaptive distinguishing graph for P

if, for all q, q′ ∈ P with q 63 q′, A distinguishes q and q′. Test case A is an adaptive

distinguishing graph for S if it is an adaptive distinguishing graph for the set of all

states of S.

Just like there are FSMs without an adaptive distinguishing sequence, there are

suspension automata for which no adaptive distinguishing graph exists. This is the

case for the suspension automaton from Figure 3.5. We cannot construct an adaptive

distinguishing graph by choosing the root node to be an output state, since states 1

and 3 cannot be distinguished, as they both go to state 2 with their single output

transition y. The root also cannot be an input state for input a or b. After a, states

1 and 2 both reach state 1, and after b, states 2 and 3 both reach state 3.

In the remainder of this article, we present algorithms for constructing an adaptive

distinguishing graph for S from a suspension automaton S, if it exists.

1 2 3
a y

b

a b
x

y

a

b

Figure 3.5: A suspension automaton without adaptive distinguishing graph.
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3.5 Splitting Graphs

In this section, we present the concept of a splitting graph, as well as an algorithm

for constructing such a graph. Our algorithm generalizes the algorithm of Lee & Yan-

nakakis [79] for computing a splitting tree for an FSM. In the next section, we will

show how to construct an adaptive distinguishing graph by extracting its parts from

the splitting graph. An adaptive distinguishing graph that distinguishes all incom-

patible state pairs, is only guaranteed to be found, if some additional requirements on

the splitting graph construction are satisfied. We will delay the discussion of adaptive

distinguishing graphs to the next section, and focus on splitting graphs first.

We will first give the definition of a splitting graph, and the outer loop of our

algorithm for constructing it. Then we define when a leaf node of a splitting graph

is splittable (i.e. when child nodes can be added), and show that a splittable leaf

exists whenever some leaf contains incompatible states. After that, we explain how

to construct the child nodes for splittable leaves.

3.5.1 Splitting Graph Definition

A splitting graph for suspension automaton S is a directed graph in which the vertices

are subsets of states of S, there is a single root vertex, equal to the set of all states

of S, and each internal vertex is the union of its children. We require that, for each

edge (v, c) of the splitting graph, c is a proper subset of v; this implies that a splitting

graph is a DAG. We associate a test case W (v) to each internal vertex v and require

a tight link between the observations of W (v) and the children of v: each observation

σ has one child c that contains all states enabling σ. As we have |c| < |v|, this means

that, after following any trace σ from test case W (v), the states v \ c have been

distinguished from the states c.

Definition 3.22. A splitting graph for suspension automaton S = (Q,T, q0) is a

triple Y = (V,E,W ) with

• Q ∈ V ⊆ P(Q) \ {∅}
• E ⊆ V × V such that

1. Q is the only root of Y ,

2. (v, w) ∈ E =⇒ v ⊃ w, and

3. v ∈ internal(Y ) =⇒ v =
⋃

Post(v).

• W : internal(Y ) → ECCS is a witness function such that, for all internal ver-

tices v, AW (v) is a test case such that:

∀σ ∈ Obs(AW (v)),∃c ∈ Post(v) : enabled(c, σ) = enabled(v, σ)

A splitting graph is complete if, for each leaf l, the states in l are pairwise compatible,

i.e. 3(l). A splitting graph that is not complete is called incomplete.
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Algorithm 3 shows the main loop for constructing a splitting graph for a given

suspension automaton. The idea is to start with the trivial splitting graph with just a

single node, and then repeatedly split leaf nodes, i.e. add child nodes, until all leaves

only contain pairwise compatible states. This means that incompatible states are in

different leaves when the algorithm terminates. Since nodes in a splitting graph are

finite sets of states, and children are strict subsets of their parents, Algorithm 3 will

terminate after a finite number of splits.

Input: A suspension automaton S = (Q,T, q0)

Output: A complete splitting graph for S

1 Y := ({Q}, ∅,⊥) ; // here ⊥ denotes the empty function

2 while ∃l ∈ leaves(Y ) : ¬3(l) do

3 Y :=splitnode (S, Y );

4 return Y ;
Algorithm 3: Constructing a splitting graph.

3.5.2 Splitting Conditions

Before we elaborate on the algorithm for the function splitnode, we first explore

what conditions should hold for a leaf l to be splittable. The formal definition of

these conditions will be given below in Definition 3.25.

Suppose we are in leaf l and a label µ occurs during our state identification ex-

periments. If we are lucky, µ is an output label that is enabled in a subset ∅ ⊂ P ⊂ l
of states from l. In this case, observing µ allows us to distinguish states in P from

states in l \ P . Otherwise, it may occur that all µ-transitions from l lead to states

from an internal node v, i.e. a node that has already been split. If this occurs, we

may split l in the same way v was split. We call such a split an induced split.

Definition 3.23. Let Y be a splitting graph for suspension automaton S. Let v be

an internal node of Y , P a set of states of S, and µ ∈ L, such that P after µ ⊆ v.

Then the induced split of P with µ to v is:

Π(P, µ, v) = {(c before µ) ∩ P | c ∈ PostY (v)} \ {∅}.

In particular, the states of l can be split for some label µ if the reached node is a

least common ancestor of l after µ. An internal node v is least common ancestor for

a set of states P if it contains P but none of its children does.

Definition 3.24. Let Y be a splitting graph for suspension automaton S and let P

be a set of states of S. An internal node v of Y is a least common ancestor of P

if P ⊆ v and, for all c ∈ Post(v), P 6⊆ c. We write LCA(Y, P ) for the set of least

common ancestors of P contained in Y .
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Note that we can compute the set of least common ancestors for any set P by a

single pass over the splitting graph.

At any point during our state identification experiments, we will either perform

a specific input or wait for the SUT to perform any output. Correspondingly, during

construction of the splitting tree, we want to split leaf nodes either on a single input

or on all outputs. The next definition and lemma show that we may always perform

such a split.

Definition 3.25. Let Y be a splitting graph for suspension automaton S.

1. A leaf l of Y is splittable on output if

∀x ∈ out(l) :(∃q ∈ l : x 6∈ out(q)) ∨ LCA(Y, l after x) 6= ∅

2. A leaf l of Y is splittable on input if

∃a ∈ in(l) : LCA(Y, l after a) 6= ∅

A leaf l of Y is splittable if it is splittable on output or splittable on input.

Lemma 3.26. Each incomplete splitting graph has a splittable leaf.

Proof. Let Y be an incomplete splitting graph for suspension automaton S = (Q,T, q0).

Since Y is incomplete, there is at least one leaf that contains a pair of incompatible

states. By Lemma 3.10, we have that for all states q, q′ of S, q 63 q′ iff (q, q′) is an

invalid state of S‖S. Using Algorithm 2, we may therefore compute the set of pairs of

incompatible states of S, and functions strategy and rank on this set. Let l be the leaf

node that contains a pair of incompatible states q, q′ for which the value rank(q, q′)

is minimal. We claim that l is a splittable leaf of Y . There are three cases:

1. Suppose rank(q, q′) = 0. Then, by Lemma 3.7(1), (q, q′) is a blocking state of

S‖S. This implies that out(q) ∩ out(q′) = ∅. But this means that, for each

output action x, either x 6∈ out(q) or x 6∈ out(q′). Therefore, l can be split on

output.

2. Suppose rank(q, q′) > 0 and strategy(q, q′) = a ∈ I. Then, by Lemma 3.10

and Lemma 3.7(2), both q and q′ enable input a and, writing r = T (q, a) and

r′ = T (q′, a), we have r 63 r′, {r, r′} ⊆ l after a, and rank(r, r′)) < rank(q, q′).

Since none of the leaves contains a pair of incompatible states with a rank value

smaller than (q, q′), we know that Y does not have a leaf node that contains

both r and r′. But this implies that LCA(Y, l after a) 6= ∅, and so l can be split

on input.

3. Suppose rank(q, q′) > 0 and strategy(q, q′) = θ. Let x ∈ out(l). If there exists an

s ∈ l such that x 6∈ out(s) then we may split on output. Otherwise, both q and

q′ enable output x. Write r = T (q, x) and r′ = T (q′, x). Then {r, r′} ⊆ l after x

and r 63 r′. By Lemma 3.10 and Lemma 3.7(2), rank(r, r′) < rank(q, q′). Since

none of the leaves contains a pair of incompatible states with a rank value
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smaller than (q, q′), we know that Y does not have a leaf node containing both

r and r′. But this implies that LCA(Y, l after x) 6= ∅, so l can be split on output.

3.5.3 Splitting Graph Construction

Based on the condition of Definition 3.25 that holds, we assign children to splittable

leaf nodes, and update the witness function. This is worked out in the function

splitnode of Algorithm 4. The algorithm chooses nondeterministically between a

split on output or a split on input, if both are possible. Such a choice is denoted

using Dijkstra’s syntax for guarded commands [36], with the guards on lines 5 and

14, and their respective statements on lines 6-13, and 15-18.

Input: A suspension automaton S = (Q,T, q0)

Input: An incomplete splitting graph Y = (V,E,W ) for S

Output: A splitting graph Y ′ that extends Y with additional leaf nodes

1 Function splitnode (S, Y ):

2 l := a splittable leaf of Y ;

3 C := ∅;
4 F := 0;

5 if l splittable on output →
6 foreach x ∈ out(l) do

7 if ∃q ∈ l : x 6∈ out(q) then

8 C := C ∪ {enabled(l, x)};
9 F := F + x.0;

10 else

11 Let v ∈ LCA(Y, l after x);

12 C := C ∪Π(l, x, v);

13 F := F + x.W (v);

14 [] l splittable on input →
15 Let a ∈ in(l) with LCA(Y, l after a) 6= ∅;
16 Let v ∈ LCA(Y, l after a);

17 C := {d ∪ (l \ enabled(l, a)) | d ∈ Π(l, a, v)};
18 F := a.W (v);

19 fi

20 return (V ∪ C,E ∪ {(l, c) | c ∈ C},W ∪ {l 7→ F});
Algorithm 4: Splitting a leaf node of a splitting graph.

If a leaf l is split on output, then a child is added for each output x ∈ out(l). If

enabled(l, x) 6= l, then we add enabled(l, x) as a child, as those are the only states

from which x can be observed. We also add (i.e. by using the + operator from CCS)

the term x.0 to the witness of l, as observing x distinguishes states in enabled(l, x)

from states in l \ enabled(l, x).
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If enabled(l, x) = l, then observing x will not distinguish any states. In this case,

since leaf l is splittable on output, there is a v ∈ LCA(Y, l after x), which means

that some states of l after x are distinguished by the witness W (v). Hence, by taking

output x, followed by W (v), some states of l are distinguished. Therefore, we add

x.W (v) to the witness of l, and split l in the same way v was split using the induced

split.

If l is splittable on some input a, then Algorithm 4 also uses an induced split to

obtain the children for l. Since there exists some v ∈ LCA(Y, l after a), at least two

states of l may be distinguished by the witness constructed for v, after taking input a.

To each element of the induced split, we add all the states not enabling a. If we would

not do this, Algorithm 4 could assign the empty set as children to a splittable leaf, so

that it would remain a leaf. As a consequence, Lemma 3.29 and also Corollary 3.30

would then no longer hold. This will be illustrated by Example 3.28.

Example 3.27. We compute the splitting graph of the suspension automaton from

Figure 3.1, using Algorithm 3, and show the result in Figure 3.6(left).

{1,2,3,4}
x.0 + y.0

{1,2,3}
a.(x.0 + y.0)

{2,3}
{1,3}

x.(x.0+ y.a.(x.0+

y.0)) + y.0

{3} {1}

{1,4}
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y.a.(x.0 + y.0)
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x.(x.0 +

y.a.(x.0 + y.0)) +

y.a.(x.0 + y.0)
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Figure 3.6: Splitting graph for the suspension automaton of Figure 3.1 (left), where

we shorten all CCS expressions 0 +F to F , and an adaptive distinguishing graph for

the suspension automaton of Figure 3.1 (right), annotated with current state sets P ,

as used in Algorithm 5.

For the root node {1, 2, 3, 4}, we observe that state 4 does not enable x, while states

2 and 3 do not enable y. Hence, the root is split on output, gets children {1, 2, 3} and

{1, 4}, and witness x.0 + y.0.

Node {1, 2, 3} can be split on input a, as states 1 and 2 enable a, and since the

root node is an LCA of {1, 2, 3} after a: from T (1, a) = 3 and T (2, a) = 4, we obtain

that the root node is an LCA, since {3, 4} ⊆ {1, 2, 3, 4}, but {3, 4} 6⊆ {1, 2, 3}, and

{3, 4} 6⊆ {1, 4}. The induced split is {{1}, {2}}. We then need to add state 3 to both

sets, because state 3 does not enable a, so node {1,2,3} gets children {1,3} and {2,3}.
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Prepending a to the witness of the root node gives us witness a.(x.0+y.0) for {1, 2, 3}.

Node {1, 4} can be split on output. As state 4 does not enable x, we only need

to find an LCA for {1, 4} after y = {1, 2}, which is the previously split node {1, 2, 3}.
For x we have witness x.0, and for y we use the witness of {1, 2, 3}, so the witness

for {1,4} is x.0 + y.a.(x.0 + y.0).

Next, node {1,3} can be split on output using {1,4} as LCA for x. Node {2,3}
does not need to be split, as we have 2 3 3. All other leaves are singletons, so we have

obtained a complete splitting graph.

Example 3.28. Figure 3.7 shows that using only the induced split as children, for

splitting a leaf on input, results in an incomplete splitting graph. Consider the sus-

pension automaton of Figure 3.7(left). The construction of the splitting graph shown

in Figure 3.7(right) goes as follows. The root node {1, 2, 3, 4, 5, 6, 7, 8} can be split

on output, as each state only enables one of the three outputs x, y, and z: we ob-

tain children {1, 2, 7}, {8}, and {3, 4, 5, 6}. Leaf {1, 2, 7} can be split on output, as

{1, 2, 7} after x = {1, 2, 8} shows that we can use the root node as LCA. Leaf {3, 4, 5, 6}
cannot be split on output as {3, 4, 5, 6} after z = {3, 4, 5, 6}, so there exists no LCA for

{3, 4, 5, 6} after z. It can be split on input a as {3, 4, 5, 6} after a = {7, 8}, so we can

use the root node as LCA. Then Π({3, 4, 5, 6}, a, {1, 2, 3, 4, 5, 6, 7, 8}) = {{5}, {6}},
so these are added as children. It remains to split {1, 2}, as states 1 and 2 are

incompatible: a test case with observations {azzax, azzay} distinguishes 1 and 2.

Leaf {1, 2} cannot be split on output, as {1, 2} after x = {1, 2}, so no LCA exists.

For input a we find that {1, 2} after a = {3, 4}, and {3, 4, 5, 6} is an LCA. How-

ever, Π({1, 2}, a, {3, 4, 5, 6}) = ∅, as both 3 and 4 are not contained in any child of

{3, 4, 5, 6}. Hence, we obtain Post({1, 2}) = ∅, which means by definition that {1, 2}
is a leaf. Algorithm 3 will keep trying to split {1, 2} indefinitely, and will hence not

terminate.
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Figure 3.7: A suspension automaton (left), and its incomplete splitting graph (right),

when replacing line 17 of Algorithm 4 by C := Π(l, a, v);
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Lemma 3.29. Algorithm 4 returns a splitting graph Y ′ for S, when given some

splitting graph Y , such that one leaf l of Y , has become an internal node in Y ′.

Proof. The input of Algorithm 4 is a splitting graph Y for S. All the algorithm does

is to take a single leaf node l, add children C to it, and extend the evaluation function

W for some witness A to l. This means that it in order to prove that Algorithm 4

returns a splitting graph, it suffices to show that (a) for all d ∈ C, ∅ ⊂ d ⊂ l, (b)

l =
⋃
C, (c) A is a test case, (d) ∀σ ∈ Obs(A),∃c ∈ C : enabled(c, σ) = enabled(l, σ),

and (e) C 6= ∅.
To prove (a) we inspect the three places in the algorithm where a new element d

was added to the set C of children of l: line 8, line 12 and line 17:

• Line 8: In this case x ∈ out(l) and there exists a q ∈ l such that output x is not

enabled from state q. This implies ∅ ⊂ d = enabled(l, x) ⊂ l, as required.

• Line 12: In this case, let d ∈ Π(l, x, v) for some v ∈ LCA(Y, l after x). By

definition of Π, ∅ ⊂ d and there is a c ∈ PostY (v) such that d = (c before x)∩ l.
Note that this implies d ⊆ l. By definition of LCA, there exists a q ∈ l after x

with q 6∈ c. Because q ∈ l after x, there exists a state r ∈ l such that T (r, x) = q.

Since q 6∈ c, we know that r 6∈ c before x. Hence ∅ ⊂ d ⊂ l, as required.

• Line 17: In this case, d = e ∪ (l \ enabled(l, a)), where e ∈ Π(l, a, v) and v ∈
LCA(Y, l after a). By definition of Π, ∅ 6= e and there is a c ∈ PostY (v) such

that e = (c before a) ∩ l. This implies ∅ ⊂ d ⊆ l. By definition of LCA, there

exist q ∈ l after a such that q 6∈ c. Because q ∈ l after a, there exists a state

r ∈ l such that T (r, a) = q. Since q 6∈ c, we know that r 6∈ c before a. This

means r 6∈ e and thus r 6∈ d. Hence ∅ ⊂ d ⊂ l, as required.

For proving (b), it remains to show that l ⊆
⋃
C. Choose q ∈ l. We consider two

cases:

• A split on output was performed (line 5-13). Since S is a suspension automaton,

there is at least one output x that is enabled in q. If there is another state in

l that does not enable x then enabled(l, x) is added to C and thus q ∈
⋃
C,

as required. Otherwise, sets (c before x) ∩ l are added to C, for c ∈ PostY (v)

and some v ∈ LCA(Y, l after x). Let r = T (q, x). Since l after x ⊂ v and

v =
⋃

PostY (v), there is some c ∈ PostY (v) with r ∈ c. This implies q ∈
(c before x) ∩ l and therefore q ∈

⋃
C, as required.

• A split on input was performed (lines 14-19). In this case, the sets e ∪ (l \
enabled(l, a)) are added to C, for e ∈ Π(l, a, v), some input a and for v ∈
LCA(Y, l after a). If state q does not enable input a then state q is in each set

that is added to C, and thus q ∈
⋃
C, as required. Now suppose q enables input

a. Let r = T (q, a). Then r ∈ l after a and thus r ∈ v. Since v =
⋃

PostY (v),

there is some c ∈ PostY (v) with r ∈ c. Therefore, q ∈ c before x)∩ l ∈ Π(l, a, v),

and therefore q ∈
⋃
C, as required.

For proving (c) we again consider the two cases of splitting on output or input:

• If a split on output was performed, then root of A is an output state, as each
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observation has an output prefix: on line 9 or 13 either x.0 or x.W (v) for some

v ∈ LCA(Y, l after x) are added to A. Since 0 is a test case, and AW (v) is a test

case since v is an internal node of Y , A is also a test case.

• If a split on input was performed, then the root of A is an input state, as

it enables a single input according to line 18: A = Aa.W (v) for some v ∈
LCA(Y, l after x). As AW (v) is a test case since v is an internal node of Y ,

A is also a test case.

For proving (d), we inspect the three places in the algorithm where children were

added to C, and where witness observations were added to A. We will show that for

each added observation σ, a child d constructed at the same place can be used to

prove enabled(d, σ) = enabled(l, σ).

• On lines 8 and 9, a child d = enabled(l, x) was added to C, and observation x

was added to A. Hence, for x ∈ Obs(A) we have child d with enabled(d, x) =

enabled(l, x).

• On lines 12 and 13, children d ∈ Π(l, x, v) are added to C, and observations

xσ are added to A for all σ ∈ Obs(AW (v)), using some v ∈ LCA(Y, l after x).

Since v is an internal node of Y , there is a c ∈ Post(v) such that enabled(c, σ) =

enabled(v, σ). If c before x∩ l = ∅, then it holds that (l after x)∩ c = ∅, so from

l after x ⊆ v (by v ∈ LCA(Y, l after x) it then follows that enabled(l after x, σ) =

enabled(l, xσ) = ∅. Hence any d ∈ Π(l.x.v) can be used to show enabled(d, xσ) =

enabled(l, xσ) as d ⊆ l. Else, there is some d ∈ Π(l, x, v) with d = (c before x)∩l.
Let e = c \ (d after x), and observe that e∩ (l after x) = ∅. From enabled(c, σ) =

enabled(v, σ) and l after x ⊆ v it then follows that enabled((d after x) ∪ e, σ) =

enabled((l after x) ∪ (v \ (l after x)), σ), so we have enabled(d after x, σ) =

enabled(l after x, σ). It follows that enabled(d, xσ) = enabled(l, xσ).

• On lines 17 and 18 children d ∪ (l \ enabled(l, a)) for all d ∈ Π(l, a, v) are as-

signed to C, and observations aσ are added to A for all σ ∈ Obs(AW (v)),

using some v ∈ LCA(Y, l after a). Again, since v is an internal node of Y ,

there is a c ∈ Post(v) such that enabled(c, σ) = enabled(v, σ). If l after a ∩
c = ∅, then it follows, with similar arguments as for lines 12 and 13, that

enabled(l after a, σ) = enabled(l, aσ) = ∅. Since enabled(l \ enabled(l, a), a) =

∅, and hence also enabled(l \ enabled(l, a), aσ) = ∅, we can use any child e

from line 17 to show enabled(e, aσ) = enabled(l, aσ). Else, there is some d ∈
Π(l, a, v) with d = (c before a) ∩ l. With the same reasoning as for lines

12 and 13, we obtain enabled(d, aσ) = enabled(l, aσ). By again using that

enabled(l \ enabled(l, a), aσ) = ∅, we obtain enabled(d ∪ (l \ enabled(l, a)), aσ) =

enabled(l, aσ).

For proving (e) we consider the two cases of splitting on output or input:

• Suppose an output split is performed. The body of the for-loop on lines 7-

13 is then executed at least once, since the algorithm only accepts suspension

automata, so each state is non-blocking, and consequently | out(l)| ≥ 1. Hence,

suppose that the for-loop is executed for some x ∈ out(l). To prove that C 6= ∅,
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we now need to show that {enabled(l, x)} 6= ∅ (line 8), and that Π(l, x, v) 6= ∅
(line 12), using some v ∈ LCA(Y, l after x (line 11).

For line 8, we use from (a) that ∅ ⊂ enabled(l, x), so {enabled(l, x)} 6= ∅.
For line 12, we need to prove that there exists a c ∈ Post(v) such that

(c before x) ∩ l 6= ∅. Because there is some v ∈ LCA(Y, l after x), we have

l after x ⊆ v. Since x ∈ out(l), there is a q ∈ l after x, so ∅ ⊂ q before x ⊆ l.

Because v =
⋃

Post(v), there is a c ∈ Post(v) with q ∈ c. Hence, q before x ⊆
c before x. It then follows that (c before x) ∩ l 6= ∅.

• Suppose an input split is performed for some input a. We then have a c ∈
Post(v) with (c before a) ∩ l 6= ∅, for the same reasons as given for line 12.

Consequently, Π(l, a, v) 6= ∅. Adding the (possibly empty) set l \ enabled(l, a)

to each element of Π(l, a, v) results in a non-empty set C.

Corollary 3.30 implies that our splitting graph construction algorithm will termi-

nate. It follows by repeated application of Lemma 3.29.

Corollary 3.30. Algorithm 3 returns a complete splitting graph for S.

In the case of FSMs, the algorithm of Lee & Yannakakis [79] constructs a splitting

tree in polynomial time, because children of a node form a partition of that node.

Our splitting graphs for suspension automaton do not have this property. Clearly, a

splitting graph for a suspension automaton with n states cannot have more than 2n

nodes, as the set of nodes is a subset of P(Q)\{∅} by Definition 3.22. For n ∈ N with

n ≥ 3, consider suspension automaton Sn = ({1, . . . , n}, Tn, 1), where Tn consists of

the following output transitions:

Tn = {(n, n, 1)} ∪ {(s, x, s+ 1) | s ∈ {1, . . . , n− 1}, x ∈ {1, . . . , n− 1}, s 6= x}.

Figure 3.8 depicts suspension automata Sn for n = 3, 4, 5. We can prove Lemma 3.31

by showing that Sn has a splitting graph with 2n−1 nodes.
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Figure 3.8: Suspension automaton Sn for n = 3, 4, 5 (output transitions only)

Lemma 3.31. Let S be a suspension automaton with n states. Then a splitting graph

returned by Algorithm 3 has O(2n) nodes. This bound is tight.
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Proof. We already showed that a splitting graph has at most an exponential number

of states. We will now prove that Algorithm 3 returns a splitting graph with exactly

2n−1 nodes for suspension automaton Sn with n ≥ 3:

We first note that different states are pairwise incompatible, since we can easily

construct a test case identifying any of the states: observing output n, after having

observed i (other) outputs, means that the test case was executed from state n − i.
Consequently, if a node of the split graph contains more than 1 state, it has children.

The root node is split on output, so it has children for all size n − 2 subsets of

{1, . . . , n− 1}, and it has child {n}. We now show that the split graph has nodes for

all non-empty subsets of {1, . . . , n− 1}, except trivial subset {1, . . . , n− 1}.
Suppose we have a non-trivial subset s of {1, . . . , n−1} with at least two elements.

For all x ∈ s state x does not enable output x, but all other states of s do, so we

obtain child s \ {x} by a split on output x. By repeatedly removing a single element

by splitting on that element, we can show that the split graph contains a node for any

nonempty, non-trivial subset of {1, . . . , n − 1}. There are 2n−1 − 2 nonempty, non-

trivial subsets of {1, . . . , n− 1}. In addition, the split graph also has nodes {1, . . . , n}
and {n}. Hence, in total the splitting graph has 2n−1 nodes.

3.6 Extracting Test Cases from a Splitting Graph

Algorithm 5 retrieves CCS terms, of which the associated automata are test cases that

distinguish states. The algorithm composes several CCS terms while keeping track

of the current set of states. Each CCS term ensures that one state is distinguished

from the rest because it lacks some output. We compute the current states for the

leaves of the CCS term, and attach another CCS term to this leaf, if the current set

of states consists of some incompatible pair of states. Hence in total, the automaton

of the resulting CCS term distinguishes multiple pairs of states.

Example 3.32. We construct the adaptive distinguishing graph for the suspension

automaton from Figure 3.1, using the splitting graph from Figure 3.6, which also

shows the result of this example. Algorithm 5 starts with P = {1, 2, 3, 4} and F = 0.

Hence, we search for a least common ancestor for Q. This will be the root node of the

splitting graph, with witness x.0 + y.0.

The function is then called with F = x.0 + y.0, and will result in two recursive

calls of the function on line 13 for P = {1, 2, 3, 4} and F = x.0, and P = {1, 2, 3, 4}
and F = y.0 respectively. In the first case, the condition of line 10 holds, and we the

function is called for P = {1, 2, 3, 4} after x = {1, 4} and F = 0, which means that

lines 8-9 are executed next, using the only LCA for {1,4}, namely {1,4}.
The algorithm will then do some more recursive calls, checking whether the witness

of {1,4} must be extended further to distinguish more states. This will not be the case,

because only singleton sets are reached at the leaves of the witness, and 3 {q} holds

for any state q, since 3 is reflexive. Hence, we need to prepend x to the witness
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Input: A suspension automaton S = (Q,T, q0)

Input: A complete splitting graph Y = (V,E,W ) for S

Output: A CCS term F such that, for each σ ∈ Obs(AF ), 3(Q after σ).

1 compDG (S, Y,Q,0);

2 where

3 Function compDG (S, Y, P, F ):

4 if 3(P ) then

5 return F

6 else

7 if F = 0 then

8 Let v ∈ LCA(Y, P );

9 return compDG (S, Y, P,W (v))

10 else if F = µ.F1 then

11 return µ.compDG (S, Y, P after µ, F1)

12 else if F = F1 + F2 then

13 return compDG (S, Y, P, F1) + compDG (S, Y, P, F2)
Algorithm 5: Retrieving a test case from a splitting graph

of {1,4} to obtain the left term of the + operator of the resulting CCS term of the

algorithm: x.(x.0 + y.a.(x.0 + y.0)).

As P = {1, 2, 3, 4} after y = {1, 2}, its LCA {1,2,3} will be used to complete the

construction of the right term of the + operator of the result.

The associated automaton of the resulting CCS term is an adaptive distinguishing

graph for the suspension automaton, as it distinguishes all incompatible state pairs.

Lemma 3.33. Algorithm 5 terminates and outputs a CCS term F that denotes a test

case satisfying, for each σ ∈ Obs(AF ), 3(Q after σ).

Proof. Let S = (Q,T, q0) be the suspension automaton, and Y the splitting graph

for S, that we provide to Algorithm 5. We note that all computations are atomic,

or reducing the size of the CCS expression before making a recursive call, except

line 8. However, LCAs can be computed straightforwardly: start at the root, if it

is not an LCA, continue with the children containing the set of states the LCA is

computed for, and repeat. This procedure always succeeds in finding an LCA, due to

the following argument. Any set of states, with at least two incompatible states, has

a least common ancestor in the splitting graph, as the leaves of Y are sets of mutually

compatible states, its root node contains all the states from S, and all the states of a

non-leaf are contained in at least one of its children, by Definition 3.22.

By construction, Algorithm 5 follows the labels of each σ ∈ Obs(AW (v)) for nodes

v obtained on line 8. By the property from Definition 3.22 that enabled(c, σ) =

enabled(v, σ), and c ⊂ v, we see that |P | > |P after σ|, so after visiting line 8 at most

|Q| − 1 times, set P will only contain mutually compatible states.
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Algorithm 5 does not always construct an adaptive distinguishing graph for all in-

compatible state pairs. To ensure this, it must be able to select an injective splitting

node as LCA on line 8. This will guarantee that a transition never maps two incom-

patible states to two compatible states (which cannot be distinguished any more), or

that an input is used that is not enabled in some states.

Definition 3.34. Let S = (Q,T, q0) be a suspension automaton, P ⊆ Q a set of

states, and µ ∈ L a label. Then µ is injective for P if

∀q, q′ ∈ P : q 63 q′ =⇒ (T (q, µ) ↓ ∧ T (q′, µ) ↓ ∧ T (q, µ) 63 T (q′, µ)

∨ µ ∈ O \ (out(q) ∩ out(q′)))

Analogous to the result of [79], Theorem 3.36 asserts that if an adaptive distin-

guishing graph exists our algorithms will find it, provided there are no compatible

states. This last assumption is motivated in Example 3.37. We first need to establish

the following lemma.

Lemma 3.35. Let S be a suspension automaton such that all pairs of distinct states

are incompatible. Suppose A = (Q,T, q0) is an adaptive distinguishing graph for a set

P of states of S. Suppose that T (q0, µ) = q1, for some label µ and state q1. Then µ

is injective for P and A/q1 is an adaptive distinguishing graph for P after µ.

Proof. Since A is an adaptive distinguishing graph for P , A is a test case for P .

Therefore, by Lemma 3.16, A/q1 is a test case for P after µ. In order to show that µ

is injective for P , suppose q, q′ ∈ P with q 63 q′. We need to prove that

T (q, µ) ↓ ∧ T (q′, µ) ↓ ∧ T (q, µ) 63 T (q′, µ) ∨ µ ∈ O \ (out(q) ∩ out(q′))

We consider two cases:

• µ ∈ I. Since A is a test case for P , it is a test case for S/q and for S/q′. Since

q0 is an input state, in(q0) ⊆ in(q) and in(q0) ⊆ in(q′). Thus T (q, µ) ↓ and

T (q′, µ) ↓. Since A is an adaptive distinguishing graph for P and q 63 q′, A

distinguishes q and q′. This means that Obs(A‖(S/q)) ∩ Obs(A‖(S/q′)) = ∅.
Thus, by Lemma 3.14(2), Obs(A/q1‖(S/T (q, µ)))∩Obs(A/q1‖(S/T (q′, µ))) = ∅.
But this is only possible when T (q, µ) 6= T (q′, µ). Since we assume all distinct

pairs of states of S are incompatible, T (q, µ) 63 T (q′, µ), as required.

• µ ∈ O. If µ 6∈ out(q) ∩ out(q′) the right disjunct of the formula we need to

prove holds, and we are done. So we may assume µ ∈ out(q) ∩ out(q′). Then

T (q, µ) ↓ and T (q′, µ) ↓. Since A is an adaptive distinguishing graph for P and

q 63 q′, A distinguishes q and q′ and thus Obs(A‖(S/q)) ∩ Obs(A‖(S/q′)) = ∅.
By Lemma 3.14(3), Obs(A/q1‖(S/T (q, µ))) ∩Obs(A/q1‖(S/T (q′, µ))) = ∅. But

this is only possible when T (q, µ) 6= T (q′, µ). Since we assume all distinct pairs

of states of S are incompatible, T (q, µ) 63 T (q′, µ), as required.



3.6. Extracting Test Cases from a Splitting Graph 75

The above case distinction shows that, for all q, q′ ∈ P with q 63 q′, T (q, µ) ↓ and

T (q′, µ) ↓,

Obs(A/q1‖(S/T (q, µ))) ∩Obs(A/q1‖(S/T (q′, µ))) = ∅. (3.1)

Now suppose r, r′ ∈ P after µ with r 63 r′. Then, in particular, r 6= r′. This means

there exist q, q′ ∈ P with q 6= q′, T (q, µ) = r and T (q′, µ) = r′. Since we assume

all distinct pairs of states are incompatible, q 63 q′. But now equation (3.1) implies

Obs(A/q1‖(S/r)) ∩ Obs(A/q1‖(S/r′)) = ∅. This shows that A/q1 is an adaptive

distinguishing graph for P after µ.

Theorem 3.36. Let S be a suspension automaton such that all pairs of distinct

states are incompatible. Then S has an adaptive distinguishing graph if and only

if, during construction of a splitting graph Y for S, Algorithm 4 can and does only

perform injective splits, that is, whenever Algorithm 4 splits a leaf l on output, then

x is injective for l, for all x ∈ out(l), and whenever it splits a leaf l on input a,

then a is injective for l. Moreover, in this case Algorithm 5 constructs an adaptive

distinguishing graph for S, when Y is given as input.

Proof. Let S = (Q,T, q0).

( ⇐= ) Suppose splitting graph Y = (V,E,W ) for S has been constructed using

injective splits only. Then, for each internal node v of Y , AW (v) is a test case for

v: inputs performed by the test case AW (v) will be enabled in all the corresponding

states of S. This means that also the CCS term F computed from Y by Algorithm 5

will correspond to a test case for the set Q of states of S. Since all the splits in Y

are injective, we have that for any pair q, q′ of incompatible states of S, and for any

observation σ of AF that is enabled in both q and q′, the unique state in q after σ is

incompatible with the unique state in q′ after σ. But since, by construction, Q after σ

only contains mutually compatible states, for each observation σ of AF , we conclude

that AF distinguishes q and q′. Therefore, AF is an adapaptive distinguishing graph

for S.

( =⇒ ) Suppose A = (Q′, T ′, q′0) is an adaptive distinguishing graph for S.

Let Y be an incomplete splitting graph. We show that Y has a leaf for which an

injective split exists.

Assume w.l.o.g. that A is a tree (any DAG can be unfolded into a tree). We

associate to each node r of A a height, which is the length of the maximal path from r

to a leaf. Also, we associate to each node of r a set of states from S called the current

set : the current set of q′0 is Q, and if the current set of state r is P and T ′(r, µ) = r′

then the current set of r′ is r after µ. Lemma 3.35 implies that if the current set of r

equals P , A/r is an adaptive distinguishing graph for P .

Now, amongst the leaves of Y that contains a maximal number of states, choose

a leaf l that is contained in the current set P of a node r of A with minimal height.

We consider two cases:
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• r is an input state of A. Then r enables a single input action a. Let T ′(r, a) = r′.

Then the current set of r′ is P after a and the height of r′ is less than the

height of r. By Lemma 3.35, a is injective for P . By definition of injectivity,

a is also injective for subset l of P . Since all pairs of distinct states of S are

incompatible, the number of states in l after a equals the number of elements of

l. Moreover, since l after a is contained in P after a, and amongst the leaves of

Y that contains a maximal number of states l is contained in the current set of

a node with minimal height, l after a is not contained in any leaf of Y . Thus

leaf l is splittable on input a, and this split is injective.

• r is an output state of A. Suppose x ∈ out(l). Then either there is a q ∈ l

such that x 6∈ out(q), or the number of states in l after x equals the number of

elements of l and l after x is not contained in any leaf of Y . This means that l

is splittable on output, with a split that is injective for each output x.

Example 3.37. Without the assumption that there are no compatible state pairs,

Theorem 3.36 does not hold. The suspension automaton S of Figure 3.9(left) has an

adaptive distinguishing graph, shown in Figure 3.9(right), but our algorithm does not

find it. Note that states 2 and 3 are compatible, and also states 6 and 7 are compatible.

When we construct a splitting graph for S, the set of all states {1, 2, 3, 4, 5, 6, 7, 8} will

be split on output, resulting in children {1}, {2, 3, 4}, {5} and {6, 7, 8}. Now a split

of {2, 3, 4} on input a or b is not injective. Similarly, there is no injective split of

{6, 7, 8}.
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Figure 3.9: Theorem 3.36 fails in presence of compatible state pairs.

3.7 Experiments

We implemented the algorithms presented in this paper in the Haskell language. In

our implementation, the splitting graph is constructed as in Algorithm 4, so without
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requiring injectivity of the used labels. However, in the construction of the adaptive

distinguishing graph by Algorithm 5, we choose on line 8 an LCA which is injective

for the most pairs of states. In our implementation of Algorithm 4, we prefer splits

on output over splits on input. Thus the nondeterministic choice in the guarded

command is always resolved in the same manner, and our results become reproducible.

To speed up computation time, we parallelized some parts; most notably we use

parallelization in searching for LCAs.

We applied our implementation to five different case studies: the Transmission

Control Protocol (TCP), a vending machine, a leader election algorithm, the file-

synchronization service Dropbox, and a piece of industrial control software called the

Engine Status Manager (ESM). In this section, we first introduce these case studies,

then present the outcomes of our experiments and discuss the results.

3.7.1 Benchmarks

Even though numerous benchmarks exist for model checking, automata learning and

conformance testing, see for instance the VLTS benchmark suite at https://cadp.inria.

fr/resources/vlts/ and the Automata Wiki at https://automata.cs.ru.nl/ [90], it turned out

to be surprisingly difficult to find good LTS and suspension automaton benchmarks

for evaluating our algorithms. Model checking benchmarks are typically too large to

generate a splitting graph, and do not have a clear separation of inputs and outputs.

Conformance testing benchmarks are mostly FSMs, but the whole point of our re-

search is to go beyond classical FSMs and relax the conditions of determinism, input

enabling and input/output alternation.

Below we describe how we obtained suspension automaton benchmarks for some

realistic case studies.

Transmission Control Protocol

The Transmission Control Protocol (TCP) is a widely used transport layer protocol

that provides reliable and ordered delivery of a byte stream from one computer ap-

plication to another. We manually constructed a suspension automaton model that

describes the opening and closing of a TCP connection, inspired by the FSM models

from [41]. The automaton models one side of the communication, i.e. the application

using the connection can open/close the connection by sending a command, or the

connection can be closed by the packets received from the other side of the connec-

tion. This includes the acknowledgement messages which are send by either side upon

receiving a packet. The actual data transfer is not included in the automaton.

Vending Machine

ComMA (Component Modeling and Analysis) is a framework that supports model-

based engineering (MBE) of high-tech systems by formalizing interface specifications

https://cadp.inria.fr/resources/vlts/
https://cadp.inria.fr/resources/vlts/
https://automata.cs.ru.nl/
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[77]. In order to illustrate the various features of the ComMA language, [58] describes

the interface of a vending machine that sells three types of drinks (cola, juice, water).

Inserted money may be refused and also returned. The machine contains a finite

number of each of the drinks. Drinks can be out of stock and new drinks may be

loaded into the machine. Before ordering, the vending machine needs to be switched

on, but this is not possible if the machine has no drinks. Also, the machine can be

out of order due to an internal error.

We constructed a suspension automaton model of the vending machine as follows.

First we used TorXakis [110] to generate an mCRL2 process algebra model [51] from

a TorXakis model of the vending machine. Then we used the mCRL2 tool set [21] to

generate an automaton in .dot format. As a final step, we added quiescence self-loops

to obtain a suspension automaton. Actually, we obtained three different suspension

automata, via different instantiations of the model parameters: a machine without

any drinks in stock, a machine with 1 cola, 2 water, and 1 juice in stock, and a

machine with 2 cola, 3 water and 1 juice in stock.

Leader Election Algorithm

Fokkink [42] describes a simple echo algorithm with extinction to choose a leader

in an undirected network with an arbitrary topology. Each process in the network

carries a unique ID. Processes are connected by channels, through which they can send

messages to each other. Communication in the network is asynchronous, meaning that

sending and receiving of a message are different events. The delay of a message is

arbitrary but finite, and messages may overtake each other. In the echo algorithm

with extinction, the process with the largest ID that participates in the election will

become the leader, after exchange of a number of messages.

For this case study, we constructed a mCRL2 process algebra model [51], following

the description of the algorithm from [42]. We generated suspension automata in the

same way as for the vending machine. We obtained suspension automata for two

instances of the mCRL2 model: one instance is a network with three nodes, in which

one node is connected to the other two nodes; the other instance is a network with

four nodes, in which one node is connected to the other three nodes. For the three

node network we generated a suspension automaton for the case the central node has

the highest value, and for the case another node has the highest value. For the four

node network we only considered the first case. In our suspension automata, sending

of messages is considered as an input, and receipt of messages as an output.

Dropbox

Dropbox is a service for synchronizing files over multiple devices. A TorXakis [110]

model was constructed in [115], as a follow-up on the QuickCheck model of Dropbox

of [60]. The model takes into account reading and writing of files at devices, and

synchronization with the Dropbox server by uploading and downloading files. We
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transformed the TorXakis model manually to an mCRL2 process algebra model (since

automatic conversion did not succeed), and generated a suspension automaton in the

way as explained for the Vending Machine. Besides the setup discussed in [60, 115],

which involves three devices, we also constructed a model with four devices.

Engine Status Manager

In [106], an FSM model, with over 10.000 states, was learned of an industrial piece

of software, called the Engine Status Manager (ESM). During the learning process,

testing against the ESM posed a significant challenge: it turned out to be extremely

difficult to find counterexamples for hypothesis models. Initially, existing conformance

testing algorithms were used to find counterexamples for hypothesis models (random

walk, W-method, Wp-method, etc), but for larger hypothesis models these methods

were unsuccessful. However, adaptive distinguishing sequences as in [79], augmented

with additional pairwise distinguishing sequences for states not distinguished by the

adaptive sequence, were able to find the required counterexamples. Therefore, the

ESM models are good candidates to show the strength of the adaptive distinguishing

graphs of this paper too.

Of course, applying our adaptive distinguishing graphs directly on the Mealy ma-

chine models, would not show our capability to handle the more expressive suspension

automata. We therefore transformed the FSM models in such a way that they exhibit

output nondeterminism. We first split all Mealy i/o transitions in two consecutive

transitions i and o, and added a self-loop output transition “quiescence” (denoting ab-

sence of response) to all states only having input transitions, to make it non-blocking.

To ensure determinism, information about data parameters from the ESM was added

to the labels of the Mealy machine in [106]. For our experiments, we removed this in-

formation again, resulting in suspension automata with states with multiple outgoing

output transitions.

For performance reasons, we reduced the Mealy machine model with a subalpha-

bet, before applying the transformation steps described above, i.e. we removed all

i/o transitions with i not in the subalphabet. We obtained the 5 subalphabets InitI-

dleSleep, InitIdleStandbyRunning, InitIdleStandbySleep, InitIdleStandbyLowPower,

and InitError from the MSc thesis of Smeenk [105]. This thesis contains a figure

displaying interesting subalphabets based on domain knowledge. Despite this sub-

alphabet reduction, the resulting suspension automata still have a significant size,

ranging from 1616 to 3168 states.

Overview of Benchmarks

Table 3.1 summarizes some basic information about the benchmark suspension au-

tomata that we constructed, e.g. number of states and transitions. All case studies,

except for TCP, are parametrized in some way, and altogether we obtain 14 suspension

automata.
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Benchmark States Inputs Outputs Transitions
Input Output

transitions transitions

TCP 26 7 7 53 25 28

VM-000 269 8 19 687 286 401

VM-121 401 8 20 1020 425 595

VM-231 797 8 22 2012 845 1167

LE-3Center 97 6 8 247 78 169

LE-3Side 147 8 10 364 96 268

LE-4 793 9 11 2906 869 2037

Dropbox-3 752 9 16 1520 641 879

Dropbox-4 5050 11 20 10685 4485 6200

ESM-IISl 1616 15 34 8018 6060 1958

ESM-IISR 2855 26 69 15005 11778 3227

ESM-IISSl 3168 23 65 19308 15525 3783

ESM-IISL 2614 21 61 12958 9933 3025

ESM-IE 2649 14 14 14840 12012 2828

Table 3.1: Benchmark statistics

3.7.2 Experimental Results

Table 3.2 shows the results of the experiments. We computed several metrics on the

suspension automata, their splitting graph, and the resulting adaptive distinguishing

graph, to explore the suitability of using these algorithms for test generation.

Benchmark
Compatible

state pairs

Nodes in

splitting

graph

Depth

Incompatible

state pairs not

distinguished

Average

leaf

size

Weighted

average

leaf size
TCP 78 (12.0%) 20 4 2 (0.35%) 2.00 2.21

VM-000 1424 (1.98%) 1551 21 412 (0.58%) 2.16 2.13

VM-121 2436 (1.52%) 2558 23 776 (0.49%) 2.20 2.36

VM-231 7202 (1.15%) 4783 23 2488 (0.40%) 2.73 3.12

LE-3Center 284 (3.05%) 493 8 98 (1.09%) 1.05 1.13

LE-3Side 946 (4.41%) 8443 9 202 (0.98%) 1.04 1.06

LE-4 4270 (0.68%) 91577 13 2190 (0.35%) 1.03 1.12

Dropbox-3 1142 (0.20%) 1207 6 1436 (0.25%) 2.57 2.03

Dropbox-4 6652 (0.03%) 9013 8 17738 (0.07%) 2.94 2.84

ESM-IISl 15022 (0.58%) 1121 33 2290 (0.09%) 3.95 2.72

ESM-IISR 11316 (0.14%) 2082 33 4366 (0.05%) 3.67 3.57

ESM-IISSl 22806 (0.23%) 2226 33 7652 (0.08%) 4.37 3.98

ESM-IISL 11220 (0.16%) 1809 33 5840 (0.09%) 3.90 3.79

ESM-IE 370778 (5.29%) 3097 35 35944 (0.54%) 20.93 13.43

Table 3.2: Experimental results
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For each benchmark the following metrics were computed:

• The number of pairs of compatible states of the suspension automaton. We only

count pairs (q, q′) such that q 6= q′, as a state is always compatible with itself.

The associated percentage gives the proportion between this number and the

total number of pairs of distinct, compatible states.

• The number of nodes in the splitting graph.

• The depth of the adaptive distinguishing graph, i.e. the length of the longest

trace (i.e. observation) of the graph.

• The number of incompatible state pairs which enable an observation of the

adaptive distinguishing graph that does not distinguish them. The associated

percentage gives the proportion between this number and the total number of

incompatible state pairs.

• The average size of the leaf nodes of the adaptive distinguishing graph. Here

the size of a leaf is defined as the number of automaton states that enable the

(unique) observable trace σ to that leaf, so |{q ∈ Q | q after σ 6= ∅}|.
• The weighted leaf size of nodes of the adaptive distinguishing graph, where

the size of each leaf is multiplied by the probabilistic weight of the unique

observation that leads to it. Specifically, we define the weighted leaf size of some

adaptive distinguishing graph A, with initial state qA0 , for suspension automaton

S, with states Q, as:

Σσ∈Obs(A)weight(σ,Q, qA0 )× |{q ∈ Q | q after σ 6= ∅}|

where:

weight(ε,Q′, q) = 1

weight(µρ,Q′, q) ={
1

| out(Q′)∩out(q)| × weight(ρ,Q′ after µ, q after µ) if µ ∈ LO
weight(ρ,Q′ after µ, q after µ) otherwise

Table 3.2 shows that some benchmarks, in particular TCP, LE-3Side and ESM-

IE, have a rather high proportion of compatible state pairs, i.e. state pairs that a

tester may not be able to distinguish. Compatibility often occurs in situations where

two states q and q′ have disjoint sets of inputs and a self-loop with the “quiescence

output”, indicating no regular outputs are enabled. In these cases, the singleton set

{(q, q′)} constitutes a trivial compatibility relation.

Despite Lemma 3.31, which says that the number of nodes of the split graph may

grow exponentially, the size of the splitting graphs for our benchmarks is roughly of

the same order of magnitude as the size of the corresponding suspension automata,

except for the leader election benchmarks. Of course, based on our limited data we

may not conclude that there is no exponential growth of the split graph, but at least

for the benchmarks that we considered split graph explosion is not a problem. Note
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that the number of states of the leader election and Dropbox suspension automata

grows exponentially in terms of the number of nodes in the network.

We have not been able to prove a bound on the length of the longest path in the

adaptive distinguishing graph’s that we construct, but for all our benchmarks the

length of the longest observable trace (i.e. the depth) of the adaptive distinguishing

graph is always a few orders of magnitude smaller than the number of states in

the corresponding suspension automaton. At least 99% of the pairs of incompatible

states are distinguished by the adaptive distinguishing graphs, and the (weighted)

average leaf size is small. The weighted average leaf sizes are close to or smaller

than the average leaf sizes. The latter means that the bigger leaves are deeper into

the adaptive distinguishing graph, so if all outputs happen equally often, the smaller

leaves will be reached more often than bigger leaves. All in all, the numbers from

Table 3.2 indicate that our adaptive distinguishing graphs, although constructed from

a non-injective splitting graph, can be very effective in testing.

Figure 3.10: Leaf sizes for ESM benchmarks
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Figure 3.10 shows the leaf sizes of the five ESM benchmarks. The x-axis displays

all leaf sizes, and a column of some ESM benchmark shows the number of leaves of this

size (y-axis). We note that a leaf includes states compatible to some of the automaton

states. Additionally, states may enable multiple observations, and hence a single state

may increase the size of several leaves. We see that the majority of leaves are of small

size, while leaves of larger size occur less frequently. The benchmark with subalphabet

InitError has the most large leaves, which could explain the adaptive distinguishing

graph’s relatively large number of pairs of incompatible states not distinguished.

3.8 Conclusions and Future Work

We studied the state identification problem for suspension automata, generalizing

results from [79]. We presented algorithms to construct test cases that distinguish all

incompatible state pairs, if possible, or many, if not. Our experiments suggest that

this approach is quite effective. We see several directions for future research.

An open problem is to give a bound on the depth of the adaptive distinguishing

graph that our algorithms constructs. For FSMs, a quadratic bound is known [79],

with examples to show it is tight [79, 107]. These examples extend to our setting,

as we generalize from the FSM setting, but the proof for the quadratic bound on

adaptive distinguishing sequences from [79] does not.

If our algorithm returns an adaptive distinguishing graph that does not distinguish

all incompatible state pairs, the question remains how to efficiently distinguish these

remaining states. Graphs distinguishing pairs of states can be obtained directly from

our splitting graph, or by computing them as in Chapter 2, but distinguishing all

remaining pairs results in a large overhead compared to the small size of the adaptive

distinguishing graph we obtained in our experiments. On the one hand, we can op-

timize the obtained adaptive distinguishing graph by improving the splitting graph’s

quality by applying heuristics that optimize the choice of labels for splitting leaves.

On the other hand, we can use causes for states not being distinguished to construct

an adaptive distinguishing graph that distinguishes all or at least many of the not

distinguished states.

Though our distinguishing graphs significantly improve the size of an n-complete

test suite, the problem to compute good access sequences for such a test suite requires

further research as well, as was already indicated in Chapter 2. Due to the output

nondeterminism of suspension automata, we need an input-fairness assumption, to

ensure that all outputs enabled from a state may eventually be observed. However,

for access sequences we rather have a more adaptive strategy, in the spirit of Chapter 5,

that reacts on the outputs as produced by the tested system right away. Adaptively

choosing access sequences means that for reaching the same state, different access

sequences may be used. However, the proof of n-completeness of a test suite depends

on using one unique access sequence for accessing the same state. It remains an open

problem whether using different access sequences breaks n-completeness or not.
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Finally, further experimental evaluation of our approach, and in particular the

added value during testing, is an obvious direction for future research.



Chapter 4

Coverage-Based Testing with Symbolic

Transition Systems

We provide a model-based testing approach for systems comprising both state-transition

based control flow, and data elements such as variables and data-dependent transi-

tions. We propose test generation and execution, based on model-coverage: we gen-

erate test cases that aim to reach all transitions of the model. To obtain a test case

reaching a certain transition, we need to combine reachability in the control flow, and

satisfiability of the data elements of the model. Concrete values for data parameters

are generated on-the-fly, i.e. during test execution, such that received outputs from

the system can be taken into account for the inputs later provided in test execution.

Due to undecidability of the satisfiability problem for infinite data domains, SMT

solvers may return result ‘unknown’. Our algorithm deals with this explicitly. We

implemented our method in Maude combined with Z3, and use this to demonstrate

the applicability of our method on the Bounded Retransmission Protocol benchmark.

We measure performance by counting the number of inputs and outputs needed to

discover bugs in mutants, i.e. in non-conforming variants of the specification. As a

result, we find that we perform 3 times better, according to the geometric mean, than

when using random testing as implemented by the tool TorXakis.

4.1 Introduction

Software testing involves experimentally checking desired properties of a software

product by systematically executing that software. The software is stimulated with

test inputs, and the actual outputs are compared with expected outputs. Model-

Based Testing (MBT) is a form of black-box testing where the software being tested,

called System Under Test (SUT), is tested for correctness with respect to a model.

The model serves as a formal specification for the SUT, prescribing the behaviour

that the SUT shall, and shall not, exhibit. Moreover, the model is the basis for the

algorithmic generation of test cases and for the evaluation of actual test outputs.
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Many of the modelling formalisms used for MBT are based on some kind of state-

transition model: states in the model represent an abstraction of the states of the

system, and transitions between states represent the actions that the system may

perform. Depending on the kind of state-transition model, an action can be the

acceptance of an input, the production of an output, an internal step of the system,

or the combination of a trigger and the corresponding response.

Plain state-transition formalisms, though a powerful semantic model, are not

powerful enough to specify present-day systems. Such systems, in addition to state-

transition-modelled control flow, involve complicated data objects, operations on data,

inputs and outputs parameterized with data, and conditions on data guarding the

enabling of transitions. Consequently, many state-transition formalisms have been

extended with the ability to deal with data, variables, parameters, and conditions,

often referred to as extended, or symbolic state-transition models.

For a plain state-transition model, test generation corresponds to graph operations

on the model, such as selecting a finite path (in case of deterministic models), a tree

(in case of nondeterministic models), or a tour through the model. The extension with

data, however, complicates the test-generation process. A naive approach of unfolding

data, i.e. encoding all possible data values in transitions, and thus mapping the data to

a plain state-transition model, leads to the infamous state-space explosion problem. A

second disadvantage of unfolding is that all structure and information available in the

data definitions and constraints is lost. This information can be very useful in the test

selection process. The latter disadvantage also applies to the converse, when mapping

all state-transition information to data, i.e. to state variables. Consequently, a more

sophisticated way of combining state-transition information with data is necessary

where the differences and subtle interplay between the two are taken into account.

A common approach is to combine graph-based state-transition system manipulation

with the symbolic treatment of data and variables.

In this chapter, we present theory, an implementation, and an application of such

a model-based testing approach, that combines state-transition-based control flow

and symbolic treatment of data and variables. Our models are expressed as Symbolic

Transition Systems (STS) [43,44], which combine Labelled Transition Systems (LTS)

with an explicit notion of data, variables, and data-dependent conditions, founded on

first-order logic. As the basis for test generation we use the ioco-testing theory for

LTS [112,113]. The implementation or conformance relation ioco is a formal relation

between SUTs and models, that defines precisely when an SUT is correct with respect

to its model. The ioco-testing theory provides a test generation algorithm that is

sound and exhaustive, i.e. the (possibly infinitely many) test cases generated from an

LTS model detect all and only ioco-incorrect implementations.

We lift ioco-test generation to the symbolic level, analogous to [43]. In addition

to [43], we generate test cases that satisfy switch coverage, i.e. all symbolic transitions

of the STS model are covered in the test cases (as far as nondeterminism allows).

Switch coverage is thus a way of test selection, which is sound, but usually not ex-
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haustive.

As an intermediate structure we define a symbolic execution graph, which incorpo-

rates classical symbolic concepts like path conditions and reachability, and which, in

addition, is adapted to nondeterministic STS. We select finite paths, i.e. test purposes,

from the symbolic execution graph, that guarantee switch coverage. After that, data

values are selected in an on-the-fly test generation and execution algorithm. This al-

gorithm takes into account previous input and output values, making it more flexible

than selecting all input values beforehand.

We define measures for achieved switch coverage, both a priori, i.e. during test-

purpose generation, and a posteriori, i.e. after test execution. Due to unsatisfiable

constraints and SUT nondeterminism, full coverage may not always be achieved and

a posteriori coverage may be lower than a priori coverage.

To implement the method, we tie together Maude, a language and tool set for

rewriting systems [26], and Z3, an SMT-solver [33]. We encode models in the Maude

language, from which test purposes satisfying switch coverage are generated. In this

step Maude internally uses Z3 to check constraints. A Python program takes a test

purpose and implements the on-the-fly test generation and execution algorithm, where

Z3 is used again to generate witnesses serving as input data values satisfying the

constraints of the test purpose. Since satisfiability is undecidable for infinite data

domains, Z3 may produce an ‘unknown’ result that we explicitly take into account in

our algorithm.

The Bounded Retransmission Protocol (BRP), a benchmark in protocol verifica-

tion and testing [54], is used as a case study. We compare our switch-coverage-driven

test generation method with random path, on-the-fly test generation by the MBT

tool TorXakis [110, 114]. We show that TorXakis in total needs 8 times more inputs

and outputs to discover bugs in mutants, i.e. in non-conforming variants of the spec-

ification. According to the geometric mean, we find that we perform 3 times better

than TorXakis.

Overview In Section 4.2, we give preliminaries on LTS, ioco, data specifications,

STS, and the semantics of STS. Symbolic execution graphs are defined in Section 4.3.

Section 4.4 introduces switch coverage, provides the main on-the-fly test-generation

and execution algorithm, and proves soundness. The implementation in Maude and

Z3 is presented in Section 4.5, and the BRP case study is discussed in Section 4.6.

Section 4.7 concludes, and mentions open issues and future work.

Related work The technique of symbolic execution was originally applied on pro-

grams [72] and applied, among others, for white-box testing [50]. Later on, it has

found its way into other fields, such as model-based testing.

Gaston et al. [46] study model-based testing based on Symbolic Transition Sys-

tems, as we do. An important difference is that their work restricts output-parameter

values to functions over constants and input parameters, i.e. expected output values
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can always be predicted. This implies that nondeterminism or uncertainty in out-

put parameters cannot be modelled. In the area of Extended Finite State Machines

similar restrictions are made [45, 59, 81, 96]. The test generation in [46] is guided by

test purposes, which are finite parts of the symbolic execution of the STS. Originally

assumed to be given [68], test purposes in [46] are generated from the model according

to two criteria: (i) a maximum length on the sequences of executed switches, which

is coarser than our switch coverage, or (ii) exclusion of ‘redundant’ parts of symbolic

execution, e.g. a loop of switches in an STS is only executed once, which is what

our switch coverage achieves too, but in general our approach could benefit from this

exclusion of redundant behaviours.

The Guarded Labeled Assignment Systems (GLAS) models of [119] are very simi-

lar to our STS: the syntactical definition differs, their semantics in terms of symbolic

executions are closely related. The paper shows this by analyzing the relation between

ioco for STS and i/o-refinement for GLAS. No test generation method, however, is

proposed.

Our work mainly builds on [43, 44], except that we do not include internal τ

switches. We extend the on-the-fly, random-path test generation of those papers with

switch-coverage-driven test selection. In addition, [44] compares a couple of coverage

measures: state coverage, location coverage, and symbolic-state (see Section 4.3)

coverage. For full, semantic state coverage, all possible combinations of location

and variable values have to be covered, which is usually not feasible. For location

coverage only all locations have to be covered, independent from variable values;

location coverage is implied by our switch coverage. For symbolic-state coverage each

symbolic state must be covered, which can usually only be achieved up to some length

n of test cases. Full switch coverage can be achieved with symbolic-state coverage if

n is chosen high enough, i.e. n should be at least as long as the longest test purpose,

which causes it to be more costly than our switch coverage.

4.2 Preliminaries

4.2.1 Labeled Transition Systems

In this section, we give a summary of theory on Labeled Transition Systems and the

conformance relation ioco. Definitions are a bit simpler than in [113], as we restrict

to systems without the internal, unobservable τ transitions.

Definition 4.1. A Labeled Transition System (LTS) with inputs and outputs is a

tuple (Q, q0,ΣI ,ΣO,T ) where:

• Q is a set of states, and q0 ∈ Q is the initial state,

• ΣI and ΣO are sets of input and output labels, respectively, with ΣI ∩ ΣO = ∅,
• T ⊆ Q× Σ×Q is the transition relation, where we write Σ = ΣI ∪ ΣO.
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If a state q ∈ Q has no outgoing transitions with an output label, then we say that

q is quiescent, denoted δ(q). This is handled in an explicit way by ioco, by adding a

self-loop transition with special output label δ.

For an LTS (Q, q0,ΣI ,ΣO,T ) with q ∈ Q, Q′ ⊆ Q, µ ∈ Σ ∪ {δ}, σ ∈ (Σ ∪ {δ})∗,
and ε the empty sequence, we define:

init(Q′) =
⋃
q∈Q′
{x ∈ Σ | ∃q′ ∈ Q : (q, x, q′) ∈ T}

out(Q′) = {x ∈ init(Q′) | x ∈ ΣO} ∪ {δ | ∃q ∈ Q′ : δ(q)}
Q′ after ε = Q′

Q′ after µσ = {q′ ∈ Q | ∃q′′ ∈ Q′ : (q′′, µ, q′) ∈ T ∪ {(q′′, δ, q′′) | δ(q′′)}} after σ

traces(q) = {σ ∈ (Σ ∪ {δ})∗ | {q} after σ 6= ∅}

In our notation, we sometimes replace the initial state q0 of an LTS L by the

LTS itself, e.g. traces(L) = traces(q0), and L after σ = {q0} after σ. For technical

reasons we have to restrict to systems that have no unbounded nondeterminism, i.e.

| q after σ |<∞ for all q and σ. This way, the set of reached symbolic states is finite

for any trace σ.

The conformance relation ioco relates an LTS with an input-enabled LTS. LTS

are input-enabled if every state has an outgoing transition for every input.

Definition 4.2. Let L be an LTS, and L′ an input-enabled LTS, such that L and

L′ have the same label sets. Then L′ ioco L if for all σ ∈ traces(L), we have

out(L′ after σ) ⊆ out(L after σ).

4.2.2 Data, Terms, and Constraints

We use basic concepts from the theory of data-type specifications; see e.g. [39]. We

use the following notation: BA is the set of all functions from A to B; ◦ is function

composition; and ] denotes disjoint union. Furthermore, f : A → B denotes a

function f ∈ BA. We sometimes use set builder notation as a convenient notation

for functions with small domains and codomains, e.g. {a 7→ b} is a function with

{a 7→ b} ∈ {b}{a}, and {a 7→ b}(a) = b, for some elements a and b.

Syntax We assume a data signature sig = (S, F ) as given, where S is a non-empty

set of sort names and F is a non-empty set of function symbols. Each function symbol

consists of a name f , a list of argument sort names 〈s1, . . . , sn〉 ∈ Sn, and a result

sort name s ∈ S, together written as f :: s1, . . . , sn → s. If n = 0 then f is called a

constant.

Given a signature, we can construct terms, which may contain variables. Let Xs
be a set of variables of sort s ∈ S, and let X = ]s∈SXs be the set of all variables.

Terms of sort s over variables X ⊆ X, denoted Ts(X), are built from variables x ∈ X
and function symbols f ∈ F , in a sort-safe manner:
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• If x ∈ X is a variable of sort s, then x is a term of sort s;

• if ( f :: s1, . . . , sn → s ) ∈ F is function symbol, and t1, . . . , tn are terms of sorts

s1, . . . , sn, respectively, then f(t1, . . . , tn) is a term of sort s.

The set of all terms over X ⊆ X is T (X) = ]s∈STs(X). The set of variables actually

occurring in a term t ∈ Ts(X) are called the free variables of t, denoted vars(t), with

vars(t) ⊆ X. A ground term is a term in Ts(∅), i.e. a term without free variables.

The function sortt : T (X) → S gives the sort of a term; it is extended to sequences

of terms as usual.

We assume that there exists a specific sort Bool ∈ S, which corresponds to the

usual Booleans, with the usual Boolean function symbols in F , such as True,False ::→
Bool, ¬ :: Bool → Bool, and ∧,∨ :: Bool, Bool → Bool. Terms of sort Bool over

variables X ⊆ X are denoted by TBool(X).

A variable in a term can be substituted by another term. A term mapping specifies

this substitution; it is a function m : X → T (Y ), for X,Y ⊆ X, which is sort-safe:

sortt(x) = sortt(m(x)) for any x ∈ X. The set of all term mappings m : X →
T (Y ) is denoted by T (Y )X . For any X ⊆ X, id ∈ T (X)X is the identity term

mapping defined as: id(x) = x for all x ∈ X. Given m ∈ T (Y )X and t ∈ T (Z),

the simultaneous substitution of all x ∈ vars(t) ∩ X by m(x) is denoted t[m]. So,

substitution is a postfix function on terms: [m] : T (Z) → T (Z ∪ Y ).

Semantics The semantics of a data signature sig = (S, F ), i.e. the values in its

sorts, is constituted by equivalence classes of ground terms. The value of a ground

term t denoted JtK, is defined by JtK = {t′ | t′ ≡ t}. Here, we assume an equivalence

on ground terms, ≡⊆ T (∅) × T (∅), which is sort-safe: if t1 ≡ t2 then sortt(t1) =

sortt(t2). Such an equivalence ≡ could be specified as a set of equations (equational

specification [39]) or as a set of rewrite rules.

The semantics of a data signature sig = (S, F ) is then the multi-sorted initial

algebra A = ({Us | s ∈ S}, {ƒf | f ∈ F}), where Us = {JtK | t ∈ Ts(∅)} is the set

of values of sort s; and for each function symbol ( f :: s1, . . . , sn → s ) ∈ F there is

a function ƒf : Us1 × . . . × Usn → Us defined by ƒf (Jt1K, . . . , JtnK) = Jf(t1, . . . , tn)K,
where t1, . . . , tn are ground terms of sorts s1, . . . , sn, respectively. The set of all

possible values is U =
⊎
{Us | s ∈ S}. Function sortv : U → S gives the sort of a

value; it is extended to sequences of values as usual.

A valuation for X ⊆ X is a function assigning values to variables: ϑ : X →
U , which is sort-safe: sortt(x) = sortv(ϑ(x)). The set of all valuations for X is

denoted UX . The extension to evaluate terms based on a valuation ϑ is called a

term evaluation and denoted by ϑT : T (X) → U . It is defined as ϑT (x) = ϑ(x)

and ϑT (f(t1, . . . , tn)) =ƒf (ϑT (t1), . . . , ϑT (tn)). For a sequence of distinct variables

x̄ = x0 . . . xn ∈ X∗ and a sequence of values w̄ = w0 . . . wn ∈ U∗, we denote with

x̄ 7→ w̄ the valuation in U{x0,...,xn} defined by (x̄ 7→ w̄)(xi) = wi for all 0 ≤ i ≤ n.

The semantics of a ground term mapping m ∈ T (∅)X is the valuation JmK defined as

JmK(x) = Jm(x)K for all x ∈ X.
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In our test algorithm, we need to represent the values in a valuation ϑ ∈ UX
as terms again. We therefore use any term mapping tmap(ϑ) ∈ T (∅)X satisfying

(tmap(ϑ))(x) = t⇒ ϑ(x) = JtK, for all x ∈ X.

For sort Bool we assume that J K interprets ground terms in TBool(∅) as usual, e.g.

JTrueK = true. Boolean terms can be seen as formulas, for which we can consider

their satisfiability. A Boolean term t ∈ TBool(X) is satisfiable if there exists a valua-

tion ϑ ∈ Uvars(t) such that ϑT (t) = true. Satisfiability, however, is undecidable for

infinite data domains. Hence, a tool solving satisfiability problems in our algorithms

may return ‘unknown’. Therefore we will distinguish explicitly between semantic sat-

isfiability and a tool solver, with solver(t) returning either sat, unsat, or unknown.

Moreover, we assume that solver allows to retrieve a valuation that witnesses sat-

isfiability, if solver(t) = sat, so that we can use these values as input values for

the SUT in our testing algorithm. That is, we assume a function getValues that,

given a term t ∈ TBool(X) and a sequence p̄ ∈ vars(t)∗, returns values w̄ ∈ U∗, with

sortv(w̄) = sortt(p̄), such that the valuation p̄ 7→ w̄ together with a valuation for

the remaining variables in vars(t), makes the Boolean term t evaluate to true, i.e.

getValues(t,p̄) = w̄ implies that ∃ϑ ∈ Uvars(t)\{p̄} : (p̄ 7→ w̄ ] ϑ)T (t) = true.

4.2.3 Syntax of Symbolic Transition Systems

Definition 4.3. A Symbolic Transition System (STS) with inputs and outputs is a

tuple (L, l0,Vl,mini,Vp,ΓI ,ΓO,R) where:

• L is a finite set of locations,

• l0 ∈ L is the initial location,

• Vl is a finite set of location variables,

• mini ∈ T (∅)Vl is the initialization,

• Vp is a finite set of gate parameters such that Vp ∩ Vl = ∅,
• ΓI is a finite set of input gates,

• ΓO is a finite set of output gates,

• R ⊆ L× (ΓI ∪ΓO)×V∗p ×TBool(Vl∪Vp)×T (Vl∪Vp)Vl×L is the switch relation

with a finite number of elements.

We require that ΓI ∩ ΓO = ∅, and denote Γ = ΓI ∪ ΓO. The function sortg :

Γ → S∗, associates a sequence of sorts to a gate. We refer to the elements of a

switch (l1, λ, p0 . . . pk, φ, ψ, l2) ∈ R, with source location, gate, parameters, guard,

assignment, and destination location, respectively, and we require that:

• p0 . . . pk is a sequence of distinct variables

• sortg(λ) = sortt(p0 . . . pk)

• φ ∈ TBool(Vl ∪ {p0, . . . , pk})
• ψ ∈ T (Vl ∪ {p0, . . . , pk})Vl

Example 4.4. Figure 4.1 shows an example STS in graphical representation. The
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formal definition of this STS is:

({l0, l1, l2}, l0, {x}, {x 7→ 0}, {p}, {inX?}, {outX!, done!}, {r0, r1, r2})

We have sortg(inX?) = sortg(outX!) = Int, and sortg(done!)= ε.

The switches r0, r1, R2 are defined as follows:

r0 = (l0, inX?, p, 1 ≤ p ≤ 10, {x 7→ x+ p}, l1)

r1 = (l1, outX!, p, p = x, id , l0)

r2 = (l0, done!, ε, x > 15, id , l2)

l0x 7→ 0

l1

l2

inX?(p)

1 ≤ p ≤ 10

x 7→ x + p

outX!(p)

p = x

done!()

x > 15

Figure 4.1: Example STS

4.2.4 Semantics of Symbolic Transition Systems

We define the semantics of an STS in terms of an LTS. We call this LTS the inter-

pretation. We first define the states and labels of this LTS.

Definition 4.5. The domain of semantic states of S is SemState = L × UVl .

Definition 4.6. A gate value is an element (λ, w̄) ∈ Γ × U∗ such that sortg(λ) =

sortv(w̄). We denote the set of all gates values with Γval. We define ΓOval = {(λ, w̄) ∈
Γval | λ ∈ ΓO}, and ΓIval = {(λ, w̄) ∈ Γval | λ ∈ ΓI}.

For a given semantic state and gate value, there will be a transition in the inter-

pretation LTS, depending on the guard of a switch. If so, we use the assignment from

the switch to compute the destination state of this transition.

Definition 4.7. Let q = (l, ϑ) ∈ SemState be a semantic state, u = (λ1, w̄) ∈ Γval
a gate value, and r = (l1, λ2, p̄, φ, ψ, l2) ∈ R a switch. Then r is enabled in q for u,

denoted enab(q, u, r), if:

l = l1 ∧ λ1 = λ2 ∧ ((p̄ 7→ w̄) ] ϑ)T (φ) = true

If enab(q, u, r), the successor of q and u for r, denoted succ(q, u, r), is the semantic

state:

(l2, ((p̄ 7→ w̄) ] ϑ)T ◦ ψ)
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Definition 4.8. The interpretation of S is the LTS JSK = (SemState, (l0, JminiK),
ΓIval,Γ

O
val,Tc) with Tc ⊆ SemState × Γval × SemState, such that:

Tc = {(q, u, succ(q, u, r)) | q ∈ SemState ∧ u ∈ Γval ∧ r ∈ R ∧ enab(q, u, r)}

Example 4.9. Consider the STS of Example 4.4. Switch r0 is enabled in initial

semantic state q0 = (l0, {x 7→ 0}) for gate value (inX?,3): ({x 7→ 0}]{p 7→ 3})T (1 ≤
p ≤ 10) = 1 ƒ≤ 3 ƒ≤ 10 = true. Then succ(q0, (inX?, 3), r0) = (l1, ϑ) with ϑ = ({x 7→
0} ] {p 7→ 3})T ◦ {x 7→ x+ p} = {x 7→ 0 ƒ+ 3} = {x 7→ 3}. Consequently, ((l0, {x 7→
0}), (inX?, 3), (l1, {x 7→ 3})) is a transition in the interpretation. Furthermore, switch

r2 is not enabled in q0 for gate value (done!,ε): ({x 7→ 0} ] ∅)T (x > 15) = 0 ƒ> 15 =

false.

We note that the interpretation of an STS may have an infinite number of states

and transitions. Additionally, it hides all information about the structure of an STS,

which actually could be used in test generation. We improve on this in the next

section, by applying symbolic execution on STS.

4.3 Symbolic Execution Graphs

This section covers the symbolic execution elements of an STS, resulting in a symbolic

execution graph, which is an LTS, having symbolic states, and switches as transitions.

Analogous to semantic states, symbolic states keep track of the location, and a map-

ping of location variables to symbolic values. The symbolic values of location variables

are (syntactic) terms over the parameters, encountered on the switches, instead of (se-

mantical) values from U . The third element of a symbolic state is the path condition:

a term of sort Bool, constraining the possible values of the encountered parameters

from the traversed switches, and constructed as a conjunction over the encountered

guards of switches.

Since switches with the same gate will use the same gate parameters, and since a

single switch can be traversed multiple times, the same parameter may be encountered

several times, but it can be bound to different values at each of these points. For our

symbolic states to be well-defined, we need to distinguish them. Therefore, we will

identify distinct occurrences of parameters by a syntactical mechanism: adding prime

(′) symbols to parameter names, each time a switch is taken. This is achieved by

simultaneously substituting all variables v by v′, so also when v already has some

primes. We use the notation V ′ to denote the set consisting of variables V and any of

their (multiply) primed variants.

Definition 4.10. Let V1,V2 be sets of variables, let t ∈ T (V ′1) be a term, and m ∈
T (V ′1)V2 a term mapping. Then we define:

t′ = t[{v 7→ v′ | v ∈ V ′1}]
m′ = {v 7→ (m(v))′ | v ∈ V2}
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Definition 4.11. The domain of symbolic states of S is denoted SymState, where

SymState = L × T (V ′p)Vl × TBool(V ′p).

A symbolic state has a transition for a switch, if solver returns sat or unknown

for the conjunction of the guard of the switch and the path condition of the symbolic

state. We use the term mapping of the state to substitute the location variables of the

guard with terms over parameters, and use priming to prevent variables of the guard

to become indistinguishable from the parameters of the previously taken switches. To

obtain a successor state for an enabled switch, we use the assignment of the switch

to update the term mapping, and conjunct the checked guard to the path condition

of the current state.

Definition 4.12. Let s = (l,m, η) ∈ SymState, and r = (l1, λ, p̄, φ, ψ, l2) ∈ R. Then

r is enabled in s, denoted enab(s, r), if:

l = l1 ∧ solver(φ[m′] ∧ η′) ∈ {sat, unknown}

If enab(s, r), the successor of s for r, denoted succ(s, r), is the symbolic state:

(l2, [m
′] ◦ ψ, φ[m′] ∧ η′)

Example 4.13. Consider the STS of Example 4.4. Suppose we check which switches

are enabled in symbolic state q0 = (l0, x 7→ 0,True). As l1 6= l0, r1 is not enabled in

q0. Switches r0 and r2 do have source location l0, so we check satisfiablity. For r0

we obtain: (1 ≤ p ≤ 10[(x 7→ 0)′]) ∧ (True)′ = 1 ≤ p ≤ 10 ∧ True, which is clearly

satisfiable. Then we obtain the successor: (l1, [{x 7→ 0}′] ◦ {x 7→ x + p}, 1 ≤ p ≤
10[{x 7→ 0}′] ∧ (True)′) = (l1, {x 7→ 0 + p}, 1 ≤ p ≤ 10 ∧ True). Switch r2 is not

enabled in q0: x > 15[(x 7→ 0)′] ∧ (True)′ = 0 > 15 ∧ True.

We now define a symbolic execution graph as an LTS with symbolic states, and

transitions labeled by switches. A trace in the graph means that values could be

chosen for the parameters, for the switches to be enabled subsequently, or that the

trace received the benifit of the doubt, because solver returned unknown.

Definition 4.14. The symbolic execution graph (SEG) of S is an LTS seg(S) =

(SymState, (l0,mini,True),ΣI ,ΣO,Ts) with ΣI = {(l1, λ, p̄, φ, ψ, l2) ∈ R | λ ∈ ΓI},
ΣO = {(l1, λ, p̄, φ, ψ, l2) ∈ R | λ ∈ ΓO}, Ts ⊆ SymState ×R× SymState, where:

Ts = {(s, r, succ(s, r)) | s ∈ SymState ∧ r ∈ R ∧ enab(s, r)}

Example 4.15. In Figure 4.2 we compute a part of the SEG for the STS of Exam-

ple 4.4. We note that states with an unsatisfiable path condition may actually appear

in the SEG, if the chosen solver cannot detect its unsatisfiability.
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(l0, {x 7→ 0},True)

(l1, {x 7→ 0 + p}, 1 ≤ p ≤ 10 ∧ True)

(l0, {x 7→ 0 + p′}, p = 0 + p′ ∧ 1 ≤ p′ ≤ 10 ∧ True)

(l2, {x 7→ 0 + p′′}, 0 + p′′ > 15 ∧ p′ = 0 + p′′ ∧ 1 ≤ p′′ ≤ 10 ∧ True)

(l1, {x 7→ 0 + p′′ + p}, 1 ≤ p ≤ 10 ∧ p′ = 0 + p′′ ∧ 1 ≤ p′′ ≤ 10 ∧ True)

(l0, {x 7→ 0 + p′′′ + p′}, p = 0 + p′′′ + p′ ∧ 1 ≤ p′ ≤ 10 ∧ p′′ = 0 + p′′′ ∧ 1 ≤ p′′′ ≤ 10 ∧ True)

(l2, {x 7→ 0 + p′′′′ + p′′}, 0 + p′′′′ + p′′ > 15 ∧ p′ = 0 + p′′′′ + p′′ ∧ 1 ≤ p′′ ≤ 10 ∧ p′′′ = 0 + p′′′′ ∧ 1 ≤
p′′′′ ≤ 10 ∧ True)

(l0, {x 7→ 0+p′′′′+p′′+p}, 1 ≤ p ≤ 10∧p′ = 0+p′′′′+p′′∧1 ≤ p′′ ≤ 10∧p′′′ = 0+p′′′′∧1 ≤ p′′′′ ≤ 10∧True)

r0

r1

r0

r2

r1

r2

r0

Figure 4.2: A part of the symbolic execution graph for the STS of Example 4.4. For

the path condition of the state reached by the dashed edge, solver returned unknown.

4.4 Test Purposes with Switch Coverage

We use traces of the SEG as test purposes for test execution. The path condition of

the state reached by the trace describes possible values of parameters, while the trace

itself contains all the gates to be encountered.

Definition 4.16. An element (r0 . . . rn, η) ∈ traces(seg(S))×TBool(V ′p) is a test pur-

pose for S if:

∃l ∈ L,∃m ∈ T (V ′p)Vl : (l0,mini,True) after r0 . . . rn = {(l,m, η)}

For a set of test purposes TP we define:

cov(TP) = |
⋃
{{r0, . . . , rn} | (r0 . . . rn, η) ∈ TP}|/|R|

Given a set TP for S, we call cov(TP) the a priori switch coverage of TP.

Example 4.17. From the SEG of Example 4.15 we obtain the following test purpose

with 100% a priori switch coverage: (r0r1r0r1r2, 0 + p′′′′ + p′′ > 15 ∧ p′ = 0 + p′′′′ +

p′′ ∧ 1 ≤ p′′ ≤ 10 ∧ p′′′ = 0 + p′′′′ ∧ 1 ≤ p′′′′ ≤ 10 ∧ True). The test purpose for path

r0r1r2 also gives 100% a priori switch coverage, but in Example 4.18 we show it is

not executable, and therefore has 0% a posteriori switch coverage.

For a test purpose (r0 . . . rn, η) we call r0 . . . rn the path, and η the path condition.

If all switches occur in some finite trace of the SEG, a set of purposes with 100%

a priori coverage can be found through breadth first search. In Algorithm 6, we

give pseudo code for the test execution of a test purpose, including on-the-fly data

generation for parameters. We explain the intuition of it below.
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Execution of a test purpose may result in either of three verdicts Pass, Incon-

clusive, or Fail . Verdict Fail means that a non-conformance (with respect to ioco)

to the given STS specification was found. Verdict Pass means that execution was

completed, without encountering any non-conformance. Verdict Inconclusive means

that execution of the test purpose could not be completed, but no non-conformance

was detected either.

A test purpose is executed by executing its switches of the path in the given order.

A gate value is provided to the SUT, or received from the SUT, if the switch being

executed has an input gate, or output gate, respectively. Every time a new gate value

is obtained, we update the path condition, by substituting the values from the gate

value for the parameters of the switch. If the path condition becomes unsatisfiable

by this substitution, we then can immediately return Inconclusive, as there is no

way the test purpose can be executed completely. Also, we use this path condition to

obtain suitable values for parameters of a switch with an input gate. The substitution

ensures that all previously observed gate values are taken into account. If solver

returns unknown, we resort to using only the guard of the current switch to find values.

The path condition of a test purpose contains (multiply) primed variables, while

the parameters of switches are not primed, so for obtaining the parameters of the

path condition (e.g. line 8 of Algorithm 6), we use a notation for adding primes to

parameters. We denote adding k primes to a parameter p with (p)′·k, so, e.g. (p)′·0 = p,

and (p)′·3 = p′′′. We extend this notation to sequences.

During execution of the test purpose, we keep track of state (l, ϑ), which is the

current semantic state for the observed gate values. We use valuation ϑ to obtain

parameter values for the guard of the current switch, if solver returns unknown for

the path condition in line 12 of Algorithm 6.

Additionally, we use (l, ϑ) to check whether it enables the output gate value, to

check whether we are still on track for reaching the test purpose (line 28). If this

is not the case, we need to check if the specification allows a different sequence of

switches for the observed gate values (line 36) to see whether the SUT only deviated

from the path of the test purpose, or that it is really non-conforming. We therefore

keep track of all semantic states that can be obtained for the observed gate values in

C. To do this as efficiently as possible, we use the information available in the SEG.

As the graph can be infinite, we assume that, if Algorithm 6 is given a test purpose

(r0, . . . , rn,η) to be executed, it is given a partially computed SEG which contains

all traces of length n + 1. This is no strong requirement, as to find the test purpose

via breadth first search, we already computed (almost) all of these traces. Moreover,

computing all traces can be done before test execution of the test purposes, and will

compensate for computation time needed during test execution.

Specifically, the algorithm keeps track of a set C containing pairs (q, s) ∈ SemState×
SymState, representing the current semantic state with the corresponding symbolic

state, for a sequence of switches, consistent with the gate values observed so far. The

set of switches enabled in q is at most init(s), as s describes a set of semantic states,
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of which q is one. We then use q to select the switches from init(s) actually enabled in

q, and compute its successor with the last obtained gate value. The successor of s for

these switches can be obtained from the SEG without any computation. If an output

gate value, not enabled in (l, ϑ), is received from the SUT, we can check, as decribed

above, whether this gate value is enabled (line 36). If so, the SUT is conforming but

deviated from the test purpose, and otherwise it is non-conforming.

For communication with the SUT the algorithm uses two procedures:

sendInput provides an input to the SUT, and receiveOutput obtains an enabled

output from the SUT.

Example 4.18. We execute the first test purpose of Example 4.17 according to Al-

gorithm 6. Hence, we set (l, ϑ) := (l0, {x 7→ 0}), and C := {((l0, {x 7→ 0}), (l0, {x 7→
0},True))}. We discuss the first 2 of 5 iterations of the for-loop:

Iteration 0: As r0 has input gate inX?, we execute lines 6-22 of the algorithm.

Suppose that solver(η) = sat, and that we obtain value 6 for parameter p′·(4−0) =

p′′′′ on line 7. Then we send (inX?,6) to the SUT. We substitute 6 for p′′′′ in the path

condition: η := 0+6+p′′ > 15∧p′ = 0+6+p′′∧1 ≤ p′′ ≤ 10∧p′′′ = 0+6∧1 ≤ 6 ≤ 10.

We obtain (l, ϑ) := (l1, {x 7→ 6}), and C := {(l, ϑ), (l1, {x 7→ 0 + p}, 1 ≤ p ≤
10 ∧ True)}.

Iteration 1: Switch r1 has output gate outX!, so we execute lines 24-39 of the

algorithm. We then receive some output from the SUT. We discuss two cases:

1. Suppose that we receive (outX!,6). We then observe that (outX!, 6) ∈ ΓOval. We

see that enab((l1, {x 7→ 6}), (outX!, 6), r1) holds. We substitute 6 for p′·(4−1) =

p′′′ : η := 0 + 6 + p′′ > 15 ∧ p′ = 0 + 6 + p′′ ∧ 1 ≤ p′′ ≤ 10 ∧ 6 = 0 + 6 ∧ 1 ≤
6 ≤ 10. Now η is satisfiable (choose valuation {p′′ 7→ 10, p′ 7→ 10}). We obtain

(l, ϑ) := (l0, {x 7→ 6}), and C = {((l, ϑ), (l0, {x 7→ 0 + p′}, p = 0 + p′ ∧ 1 ≤ p′ ≤
10 ∧ True))}, and go to the next iteration.

2. Now suppose that we receive (outX!,7). We observe that (outX!, 7) ∈ ΓOval. As

6 6= 7, enab((l1, {x 7→ 6}), (outX!, 7), r1) does not hold. Since no other switch

than r1 is enabled in (l1, {x 7→ 0+p}, 1 ≤ p ≤ 10∧True), according to the SEG,

we find that the condition of line 36 is false, so we return Fail.

For the second test purpose of Example 4.17 we assumed that solver could not detect

that the path condition is not satisfiable, so solver(η) = unknown. This leads us to

line 12 in Algorithm 6. The second condition in line 12 can be solved, e.g. with p = 8,

so then according to line 14, η := 0 + 8 > 15 ∧ p′ = 0 + 8 ∧ 1 ≤ 8 ≤ 10 ∧ True. Most

likely, now any solver will detect that this is not satisfiable, solver(η) = unsat, so

the algorithm ends in line 16 with verdict Inconclusive. The a posteriori coverage is

0%, decreasing from 100% a priori coverage.

Theorem 4.19 proves soundness of Algorithm 6.

Theorem 4.19. Let t = ((r0 . . . rn), η) be a test purpose for S, and let I be an input-

enabled LTS, such that I ioco JSK. Then Algorithm 6 does not return Fail for S, t,
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Input: A specification STS S
Input: A test purpose ((r0 . . . rn), η)

Input: A symbolic execution graph seg(S)

Input: An SUT with procedures sendInput and receiveOutput

Output: One of the verdicts: Pass, Fail, Inconclusive

1 (l, ϑ) := (l0, JminiK);
2 C := {((l0, JminiK), (l0,mini,True))};
3 for 0 ≤ i ≤ n do

4 Let (l1, λ, p̄, φ, ψ, l2) = ri;

5 if λ ∈ ΓI then

6 if solver(η) = sat then

7 w̄ := getValues(η, (p̄)′·(n−i));

8 η := η[tmap((p̄)′·(n−i) 7→ w̄)];

9 sendInput(λ, w̄);

10 (l, ϑ) := succ((l, ϑ), (λ, w̄), ri);

11 C := {(succ(q, (λ, w̄), r), succ(s, r)) |
(q, s) ∈ C, r ∈ init(s), enab(q, (λ, w̄), r)};

12 else if solver(η) = unknown ∧ solver(φ[tmap(ϑ)]) = sat then

13 w̄ := getValues(φ[tmap(ϑ)], p̄);

14 η := η[tmap((p̄)′·(n−i) 7→ w̄)];

15 if solver(η) = unsat then

16 return Inconclusive;

17 else

18 sendInput(λ, w̄);

19 (l, ϑ) := succ((l, ϑ), (λ, w̄), ri);

20 C := {(succ(q, (λ, w̄), r), succ(s, r)) |
(q, s) ∈ C, r ∈ init(s), enab(q, (λ, w̄), r)};

21 else

22 return Inconclusive;

23 else

24 (λsut, w̄) = receiveOutput();

25 if (λsut, w̄) 6∈ ΓO
val then

26 return Fail ;

27 else

28 if enab((l, ϑ), (λsut, w̄), ri) then

29 η := η[tmap((p̄)′·(n−i) 7→ w̄)];

30 if solver(η) = unsat then

31 return Inconclusive;

32 else

33 (l, ϑ) := succ((l, ϑ), (λsut, w̄), ri);

34 C := {(succ(q, (λ, w̄), r), succ(s, r)) |
(q, s) ∈ C, r ∈ init(s), enab(q, (λ, w̄), r)};

35 else

36 if ∃(q, s) ∈ C,∃r ∈ init(s) : enab(q, (λsut, w̄), r) then

37 return Inconclusive;

38 else

39 return Fail ;

40 return Pass;

Algorithm 6: Test generation and execution algorithm for test purposes
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and seg(S), when using I as SUT, and some tool solver.

Proof. We denote the values of C, (l, ϑ), and η, after completing i iterations, with

Ci, (li, ϑi), and ηi, respectively. Gate value ui either refers to the gate value (λ, w̄),

supplied to the SUT on line 9 or 18, or to the gate value (λsut, w̄), received from

the SUT on line 24, as encountered in iteration i. We will prove the following by

induction:

Either the verdict Inconclusive has been returned, the algorithm blocks on line

12, or i iterations have been completed such that the following holds:

∀((lq, ϑq), (ls,m, ηs)) ∈ Ci,∃t0 . . . ti−1 ∈ traces(seg(S)) :

lq = ls (TP1a)

∧ (∀j ∈ {0, . . . , i− 1} :

enab(succ(. . . succ((l0, JminiK), u0, t0) . . . , uj−1, tj−1), uj , tj)) (TP1b)

∧ enab(succ(. . . succ((l0,mini,True), t0) . . . , tj−1), tj)) (TP1c)

∧ (lq, ϑq) = succ(. . . succ((l0, JminiK), u0, t0) . . . , ui−1, ti−1) (TP1d)

∧ (ls,m, ηs) = succ(. . . succ((l0,mini,True), t0) . . . , ti−1) (TP1e)

∧ (((p̄0)′·i−1 7→ w̄0) ] · · · ] ((p̄i−1)′·0 7→ w̄i−1))T (ηs) = true (TP1f)

∧ {q | (q, s) ∈ Ci} = JSK after u0 . . . ui−1 (TP2)

∧ (li, ϑi) ∈ JSK after u0 . . . ui−1 (TP3)

∧ (li, ϑi) = succ(. . . succ((l0, JminiK), u0, r0) . . . , ui−1, ri−1) (TP4)

∧ ηi = η[tmap((p̄0)′·n 7→ w̄0)] . . . [tmap((p̄i−1)′·n−(i−1) 7→ w̄i−1)] (TP5)

Base case Trivially, we have (l0, JminiK) ∈ {(l0, JminiK)} = (l0, JminiK) after ε, l0 = l0,

JTrueK = true, and η = η.

Step If verdict Inconclusive has already been returned, or the algorithm is blocked in

line 12, we are done, so suppose that i iterations have been completed for some 0 <

i ≤ n+1. Hence, we are now in iteration i, executing switch ri = (l1i , λi, p̄i, φi, ψi, l
2
i ).

Suppose that λi ∈ ΓI . Then lines 6-22 are executed. If neither of the conditions

of line 6 or 12 holds, then Inconclusive is returned, and we are done, so first suppose

that the condition of line 6 holds. For this case we obtain the following derivation:

1. We obtain TP5 from line 8 and the induction hypothesis for TP5:

ηi+1

= ηi[tmap((p̄i)
′n−i 7→ w̄i)]

= η[tmap((p̄0)′n 7→ w̄0)] . . . [tmap((p̄i−1)′n−(i−1) 7→ w̄i−1)][tmap((p̄i)
′n−i 7→ w̄i)]

2. By line 7, the induction hypothesis for TP5, and properties of getValues ac-

cording to Section 4.2.2, we have (((p̄i)
′n−i 7→ w̄i) ] ϑ)T (ηi) = true for some

ϑ ∈ Uvars(ηi)\{p̄i}.
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3. By 2 and Lemma 4.23(4.7), we obtain ϑT (ηi[(p̄i)
′n−i 7→ w̄i]) = true

4. From 1 and 3 we obtain ϑT (η[tmap((p̄0)′n 7→ w̄0)] . . . [tmap((p̄i)
′n−i 7→ w̄i)]) =

true

5. From Lemma 4.22 we know that η is a conjunction of (φi[(mi)
′])′·n−i and some

other terms, wheremi s.t. (l,mi, ζi) = succ(. . . succ((l0,mini,True), r0) . . . , ri−1)

for some l ∈ L and ζi ∈ TBool(V ′p).
6. From 4, 5, and conjunction elimination (from first order logic), we obtain

ϑT ((φi[(m
′
i]))
′·n−i)[tmap((p̄0)′n 7→ w̄0)] . . . [tmap((p̄i)

′n−i 7→ w̄i)]) = true

7. From 6 and Lemma 4.23(4.7) and Lemma 4.23(4.3) we obtain that:

ϑT ((φi[(m
′
i]))
′·n−i)[tmap((p̄0)′n 7→ w̄0)] . . . [tmap((p̄i)

′n−i 7→ w̄i)])

= (ϑ ] ((p̄0)′n 7→ w̄0) ] · · · ] ((p̄i)
′n−i 7→ w̄i))T ((φi[m

′
i])
′·n−i)

= (((p̄0)′n 7→ w̄0) ] · · · ] ((p̄i)
′n−i 7→ w̄i))T ((φi[m

′
i])
′·n−i)

= true

8. From 7, and Lemma 4.21 (choose j = n− i), we obtain that:

(((p̄i)
′n−i 7→ w̄i) ] ϑi)T (φi) = true for some ϑi ∈ UVl and li ∈ Loc with

(li, ϑi) = succ(. . . succ((l0, JminiK), u0, r0) . . . , ui−1, ri−1), i.e. for the semantic

state (li, ϑi) we have according to the induction hypothesis for TP4.

9. Also, by the induction hypothesis for TP4, and since r0 . . . ri−1 ∈ traces(seg(S)),

we have by Definition 4.16 that li is the destination location of ri−1, which is

the source location of ri.

10. From line 4 and 9 we obtain that the gate from ri is the gate from ui.

11. From 8, 9, and 10, we obtain that enab((li, ϑi), ui, ri).

12. From 11, it follows that succ((li, ϑi, ui, ri) is defined. We then obtain TP4 from

line 10, and the induction hypothesis for TP4.

13. From 11, 12, and Definition 4.8 we obtain that ((li, ϑi), ui, succ((li, ϑi, ui, ri)) is

a transition of JSK.
14. From 13 and the induction hypothesis for TP3 we obtain TP3.

15. By line 11, and the induction hypothesis for TP1b-TP1e, we obtain TP1b-TP1e

(we use here that r ∈ init(s) means that enab(s, r) by Definition 4.14).

16. From 15 we have enab(q, ui, r) for some (q, s) ∈ Ci−1 and r ∈ R.

17. It then follows by Definition 4.8 from 16 that ((p̄i 7→ w̄i) ] ϑq)T (φi) = true.

18. From 17 and the induction hypothesis for TP1b-TP1e, it follows from Lemma 4.21

that (((p̄0)′·i 7→ w̄0) ] · · · ] ((p̄i)
′·0 7→ w̄i))T (φi[m

′]) = true.

19. From the indcution hypothesis for TP1f we obtain via Lemma 4.23(4.5) and

Lemma 4.23(4.3) that: (((p̄0)′·i 7→ w̄0) ] · · · ] ((p̄i−1)′·1 7→ w̄i−1) ] ((p̄i)
′·0 7→

w̄i))T (η′s) = true, where ηs is the path condition of s.

20. From 18 and 19 we obtain via first order logic conjunction introduction that

(((p̄0)′·i 7→ w̄0) ] · · · ] ((p̄i)
′·0 7→ w̄i))T (φi[m

′] ∧ η′s) = true. We now obtained

TP1f.

21. Hence, by the definitions for solver from Section 4.2.2 we obtain from 20 that

solver(φi[m
′] ∧ η′s) ∈ {sat, unsat}.
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22. From TP1a and enab(q, ui, r) (by 15) we obtain that ls is the source location of

r.

23. From 22 and 21 we obtain enab(s, r). Hence, in general we have now that

{enab(q, ui, r) | r ∈ R} = {enab(q, ui, r) | r ∈ init(s)}. Consequently, The

successors succ(q, ui, r) computed on line 11, are all successors for ui, i.e. all

enabled transitions in JSK from q for ui are taken. By this and the induction

hypothesis for TP2 we then obtain TP2.

24. The successors of q and s on line 11 have the same location, as according to Def-

inition 4.8 and Definition 4.14, their locations are both the destination location

of the switch r used on line 11. Hence, we obtain TP1a.

25. Lines 7-11 contain no return statement so, the iteration is completed without

returning any verdict.

Now suppose that the condition of line 6 did not hold, but the condition of line

12 does. If the condition of line 15 holds, Inconclusive is returned, and we are done,

so suppose that this is not the case. As φi[tmap(ϑi)] only contains the parame-

ters p̄i of ri, we obtain from the requirements for getValues from Section 4.2.2,

which is used on line 13, and by solver(φi[tmap(ϑi)]) = sat from to line 12, that

(p̄i 7→ w̄i)T (φi[tmap(ϑi)]) = true. By Lemma 4.23(4.7) we then obtain ((p̄i 7→
w̄i) ] ϑi)T (φi) = true. This is the conclusion of item 8 in the derivation for the

condition of line 6 being true. The derivation for this case is then analogous, as lines

14, 19, and 20 are the same as lines 8, 10, and 11. Specifically, we reuse the arguments

from 1 and 9-24, and conclude that the iteration is then completed.

Now suppose that λi 6∈ ΓI . Then lines 24-39 are executed. From I ioco JSK we

obtain that I has the same alphabet as S. Consequently, either ui ∈ ΓOval, or I is

quiescent in its current state. In the second case, the algorithm blocks on line 24,

as I will not produce any output, and we are done. Hence, suppose that ui ∈ ΓOval.

Consequently, the condition of line 25 is false, and we continue to lines 28-39.

First suppose that the condition on line 28 holds. If the condition on line 30 holds,

then we obtain Inconclusive, and we are done, so suppose that this is not the case.

From line 28 we obtain that enab((li, ϑi), ui, ri). This is the conclusion of 11 for the

derivation in case the condition on line 6 holds. The derivation is analogous, as lines

29,33,44 are the same as lines 8,10,11. Specifically, we reuse the arguments from 12

and 9-24, and conclude that the iteration is then completed.

Now suppose that the condition on line 28 is false. From the induction hypothesis

for TP3, we obtain that u0 . . . ui−1 ∈ traces(JSK). From I ioco JSK it then follows

that out(I after u0 . . . ui−1) ⊆ out(JSK after u0 . . . ui−1). As receiveOutput on line

24 produces an enabled output of I, we have that ui ∈ out(I after u0 . . . ui−1). Con-

sequently, ui ∈ out(JSK after u0 . . . ui−1). By the induction hypothesis for TP2 we

then have a (q, s) ∈ Ci−1 with ui ∈ out(q). By Definition 4.8, we then have some

r ∈ R such that enab(q, ui, r). This is the conclusion of 16 in the derivation for the

derivation in case the condition on line 6 holds. The arguments 16-23 then can be ap-

plied, and we obtain enab(s, r). By Definition 4.14 we obtain r ∈ init(s). By this and
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enab(q, ui, r) we find that the condition of line 36 is true. Hence, verdict Inconclusive

is returned.

We now have proven that in each iteration, either Inconclusive is returned, the

algorithm blocks, or the iteration is completed without returning any verdict. As a

test purpose contains a path of finite length, the for-loop of lines 3-39 may terminate.

In this case, the verdict Pass is returned on line 40. Hence, verdict Fail is never

returned.

The a posteriori switch coverage can be determined after all test purposes have

been executed. We define it as cov(TP’), where TP’ is the set of test purposes

for which Algorithm 6 returned verdict Pass, with |C| = 1 at that point (line 40).

This is a conservative approach: a test purpose (r̄, η) only counts if we are sure

that its execution ends in (l0,mini,True) after r̄. A more liberal approach would

count any test purpose with verdict Pass, without requiring |C| = 1, meaning that

nondeterministically another final state than (l0,mini,True) after r̄ might have been

reached.

4.5 Implementation of the Test Approach in Maude

and Z3

We implemented our testing method with Maude: a language and tool set for rewriting

systems. We encode each switch of an STS as a conditional rewriting rule. Such a

rule rewrites a symbolic state to its successor state. A rewrite rule is conditional: it

can only be applied if the guard, of the switch it encodes, holds. Maude queries SMT-

solver Z3 to check solver(φ[m′]∧ η′) ∈ {sat, unknown}, as in Definition 4.12. To do

this, we encoded the used Maude data types in the SMT-LIB language, which is an

input language for Z3. The ‘meta-level’ feature of Maude supports this translation,

by enabling syntactic inspection of terms. As our case study only involved integers

and booleans, we only constructed translation bindings for these data types. The

Maude language, however, can be used to define any data type, so one could make

these bindings for any data type that Z3 (or any other SMT solver) supports.

We used Maude’s search query to search in the state space of the states, which

can be obtained by applying rewriting rules. We use this to find sequences of switches

ending on a certain switch. This way, Maude searches in the symbolic execution graph

for test purposes contributing to a priori switch coverage.

We wrote a Python program to execute the test purposes, following Algorithm 6.

The program queries Z3 again, to find suitable values for input parameters, as outlined

in the algorithm.
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4.6 Case Study: the Bounded Retransmission Pro-

tocol

To evaluate our approach, we used the Bounded Retransmission Protocol [54] bench-

mark from the Automata Wiki [1]. This is a repository containing automata in

various automata formalisms, which are suitable for benchmarking. For the Bounded

Retransmission Protocol the Wiki provides a specification automaton, and 6 mutants.

See Figure 4.3 for the specification, and the Wiki for all the mutants. Each mutant

differs on one aspect from the specification, e.g. a different guard, an extra switch, or

an extra assignment.

Figure 4.3: Specification of BRP

The Bounded Retransmission Protocol is a variation on the alternating bit pro-

tocol. After sending a message, the sender waits for an acknowledgment from the

receiving party. If an acknowledgment fails to appear, the sender times out, and

sends the message again. This retransmission is executed at most max rn times, for

some number max rn.

We generated a set of test purposes with 100% switch coverage from the specifi-

cation, and applied it on the mutants. We then measured the number of inputs and

outputs needed until obtaining a Fail verdict. To obtain Fail for mutant 6, just exe-



104 4. Coverage-Based Testing with Symbolic Transition Systems

cuting all the switch coverage test purposes was not sufficient. This was caused by the

SMT-solver we used (Z3): it always returns the same solution for the same query, and

the particular solution did not result in obtaining a Fail . Retrieving random solutions

from an SMT-solver is out of scope of this chapter, but it has been investigated in

e.g. [61,64,73], and some techniques are implemented in the tool TorXakis [114]. We

chose to solve the problem by randomly generating values for input switch parame-

ters, and then checking the satisfiability of the constraint for these values. As none

of the parameters of input switches of the BRP specification were constrained by any

of the test purposes, this worked well enough for this case study. We averaged the

number of inputs and outputs over 100 executions.

The test purposes were executed in the order of their number of inputs and outputs

(longest test purpose first). We applied this heuristic with the idea that the longest

test purpose is likely to be better at discovering more difficult faults, which are hidden

further away, and at the same time covers a lot of the switches of the specification.

We compared our results with random testing (on gate actions and data values) of

STS as implemented in the tool TorXakis [110,114]. Again, we measured the number

of inputs and outputs until encountering a Fail . We report on the average number

over 100 executions for each mutant.

Our test generation produced 6 test purposes to obtain 100% a priori switch

coverage. They in total consist of 47 inputs and outputs. As the guards of the

nondeterministic switches, i.e. switches having the same gate and source location, are

disjunct, we could determine the exact a posteriori switch coverage, which was 100%

as well. Table 4.1 shows the results for testing with our test purposes, and random

testing with TorXakis.

The faults in mutants 2,3,4, and 5 are detected by the test purpose with the

longest path of 18 inputs and outputs. Note that the difference in number of inputs

and outputs for mutant 5 is especially big. The fault of mutant 1 is detected by one

shorter test purpose, in just 4 inputs and outputs. In total we needed more inputs

and outputs because of our heuristic to do the longest test purpose first. Mutant 6

Switch

coverage
TorXakis

Mutant 1 44 12

Mutant 2 16 234

Mutant 3 8 12

Mutant 4 6 18

Mutant 5 18 1620

Mutant 6 164 76

Sum 256 1972

Geom. mean 21.5 64.9

Table 4.1: Number of inputs and outputs needed for detecting the BRP mutants
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was detected by the longest and the third longest test purpose, if the right values are

chosen for the gate parameters. All test purposes are executed before these two test

purposes are tried again with (possibly) different values. This causes TorXakis to be

faster in detecting the fault than us.

Overall, our approach is better than testing with TorXakis: the total number of

inputs and outputs needed to detect the faults of all mutants is 8 times more for

TorXakis than for our approach. One can see however, that random testing can be

quite effective for faults detectable with few inputs and outputs (mutant 1), and that

the thoroughness of covering all switches can sometimes be a bit less effective than

random testing (mutant 6). Our approach is significantly better in reaching a switch

which is not so likely to be reached by using random test generation (mutant 5),

and the number of inputs and outputs to obtain a Fail is much more stable than

for random testing. Despite the varying results for each mutant, the geometric mean

shows that our approach is overall 3 times better than TorXakis.

4.7 Conclusions and Future Work

We proposed a test generation and execution method for Symbolic Transition Systems.

We extend on the work in [43, 44], and provide sound test selection based on switch

coverage. We select data values as late as possible during test execution, to provide

optimal flexibility with respect to received outputs from the SUT. Furthermore, our

test generation and execution explicitly deals with solvers returning ‘unknown’. The

BRP case study shows applicability of our approach.

There are ample opportunities to extend upon this chapter in future work:

• The most important extension is adding quiescence, which is a key concept in

the ioco theory, but which we did not take into account yet. Actually, our test

algorithm tests for a weaker form of ioco where quiescence is not considered,

i.e. removing quiescence from ioco in Definition 4.2 and only requiring inclusion

of outputs. Since this weaker form of ioco is implied by the original ioco of

Definition 4.2, soundness in Theorem 4.19 is not affected. But it may occur

that our algorithm deadlocks when the SUT is quiescent and the test purpose

expects an output (line 24). The reason that we did not add quiescence yet,

is that it leads to quantified guards in switches: a state is quiescent if there

does not exist an output parameter value that makes the guard of an output

switch true. It is not yet clear how and where to add these quantified guards.

Quiescence can be added as just another output label in the STS. Another

option is to add quiescence when constructing the symbolic execution graph,

so that quiescence can also be part of test purposes. Yet another option is to

take quiescence only into account in the testing algorithm. Whatever option,

it will introduce quantified guards, which complicates the formalism and the

satisfiability checking.
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• By executing test purposes simultaneously, instead of one by one, test execution

can proceed until all test purposes received a verdict. This could improve test

efficiency. Also, test purposes returning Inconclusive could be re-executed, to

obtain better a posteriori switch coverage.

• The test algorithm is written down as if we assume input-eager interaction with

the SUT: the SUT always accepts an input, even though it could have produced

an output. This could be relaxed to input-fair interaction (as in Chapter 5 and

2).

• The symbolic states of the symbolic execution graph are defined as syntactic

objects. When adding semantics, an equivalence could be defined e.g. as in

Maude [26], so that the size of the symbolic execution graph could be reduced.

• We have existential quanfication for both inputs and outputs in path condi-

tions, whereas universal quantification might be more natural for outputs. This

may, however, lead to more unsatisfiable path conditions and moreover, current

solvers usually perform worse on formulas with alternating quantification.

• Our switch coverage approach could be combined with traditional data cov-

erage techniques e.g. equivalence partitioning, boundary value analysis, or the

techniques for random value selection used in TorXakis. Witnesses of solvers

usually do not produce much data coverage, as mutant 6 of the BRP benchmark

showed.

• To check scalability, our switch coverage testing approach should be evaluated

more extensively, by performing experiments on additional case studies.
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4.8 Appendix: Auxiliary Lemmas

Lemma 4.20. Let q = (li, ϑi) ∈ SemState, let s = (li,mi, ηi) ∈ SymState, and let

u0, . . . , ui−1 ∈ Γval such that:

∃t0 . . . ti−1 ∈ traces(seg(S)) :

∧ (∀j ∈ {0, . . . , i− 1} :

enab(succ(. . . succ((l0, JminiK), u0, t0) . . . , uj−1, tj−1), uj , tj))

∧ enab(succ(. . . succ((l0,mini,True), t0) . . . , tj−1), tj))

∧ q = succ(. . . succ((l0, JminiK), u0, t0) . . . , ui−1, ti−1)

∧ s = succ(. . . succ((l0,mini,True), t0) . . . , ti−1)

Then it holds that:

ϑi = ((p̄i−1)′0 7→ w̄i−1) ] · · · ] ((p̄0)′i−1 7→ w̄0))T ◦mi

Proof. Proof by induction on i.

Base case Trivially, we have JminiK = JminiK.
Step In this proof we denote P kj = (p̄j)

′·k 7→ w̄j for all j ∈ {0, . . . , i}, and k ∈ N.

(P 0
i ] · · · ] P i0)T ◦mi+1 = (Definition 4.12)

(P 0
i ] · · · ] P i0)T ◦ ([m′i] ◦ ψi) = (Lemma 4.23(4.1))

(((P 0
i )T ] (P 1

i−1 · · · ] P i0)T ) ◦ ([m′i] ◦ ψi) = (associativity of ◦)
(((P 0

i )T ] (P 1
i−1 · · · ] P i0)T ) ◦ [m′i]) ◦ ψi = (Lemma 4.23(4.4))

((P 0
i )T ] ((P 1

i−1 · · · ] P i0)T ◦ [m′i])) ◦ ψi = (Lemma 4.23(4.2))

((P 0
i )T ] ((P 1

i−1 · · · ] P i0)T ◦m′i)T ) ◦ ψi = (Lemma 4.23(4.6))

((P 0
i )T ] ((P 0

i−1 · · · ] P i−1
0 )T ◦mi)T ) ◦ ψi = (induction hypothesis)

((P 0
i )T ] (ϑi)T ) ◦ ψi = (Lemma 4.23(4.1))

(P 0
i ] ϑi)T ◦ ψi = (Definition 4.7)

ϑi+1

Lemma 4.21. Let q = (li, ϑi) ∈ SemState, let s = (li,mi, ηi) ∈ SymState, and let

u0, . . . , ui−1 ∈ Γval such that:

∃t0 . . . ti−1 ∈ traces(seg(S)) :

∧ (∀j ∈ {0, . . . , i− 1} :

enab(succ(. . . succ((l0, JminiK), u0, t0) . . . , uj−1, tj−1), uj , tj))

∧ enab(succ(. . . succ((l0,mini,True), t0) . . . , tj−1), tj))

∧ q = succ(. . . succ((l0, JminiK), u0, t0) . . . , ui−1, ti−1)

∧ s = succ(. . . succ((l0,mini,True), t0) . . . , ti−1)
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Then for any j ∈ N:

(((p̄i)
′0 7→ w̄i) ] ϑi)T (φi) = (((p̄0)′j+i 7→ w̄0) ] · · · ] ((p̄i)

′j 7→ w̄i))T ((φ[(mi)
′])′·j)

Proof. Base case By Lemma 4.23(4.7) and the definition of tmap, we have ((p̄0)′0 7→
w̄0) ] JminiK)T (φ0) = ((p̄0)′0 7→ w̄0)T (φ[tmap(JminiK)]) = ((p̄0)′0 7→ w̄0)T (φ[mini]).

Step In this proof we denote P kn = (p̄n)′·k 7→ w̄j for all n ∈ {0, . . . , i}, and k ∈ N.

(P 0
i ] ϑi)T (φ) = (Lemma 4.20)

(P 0
i ] ((P 0

i−1 ] · · · ] P i−1
0 )T ◦mi))T (φ) = (Lemma 4.23(4.6))

(P 0
i ] ((P 1

i−1 ] · · · ] P i0)T ◦m′i))T (φ) = (Lemma 4.23(4.1))

((P 0
i )T ] ((P 1

i−1 ] · · · ] P i0)T ◦m′i)T )(φ) = (Lemma 4.23(4.2))

((P 0
i )T ] ((P 1

i−1 ] · · · ] P i0)T ◦ [m′i]))(φ) = (Lemma 4.23(4.4))

((P 0
i ] (P 1

i−1 ] · · · ] P i0))T ◦ [m′i])(φ) = (definition of ◦)
(P 0
i ] (P 1

i−1 ] · · · ] P i0))T (φ[m′i]) = (associativity of ])

(P 0
i ] P 1

i−1 ] · · · ] P i0)T (φ[m′i]) = (Lemma 4.23(4.5))

(P ji ] P
j+1
i−1 ] · · · ] P

j+i
0 )T ((φ[m′i])

′·j)

Lemma 4.22. Let r0 . . . rn ∈ traces(seg(S)). For i ∈ {0, . . . , n}, let φi denote the

guard of ri, and for i ∈ {0, . . . , n + 1}, let mi ∈ T (V ′p)Vl , and ηi ∈ TBool(V ′p) such

that (l,mi, ηi) = succ(. . . succ((l0,mini,True), r0) . . . , ri−1) for some l ∈ L. Then we

have:

ηi = (φi−1[(mi−1)′])′·0 ∧ · · · ∧ (φ0[(m0)′])′·(i−1) ∧ True

Proof. Base case For ε ∈ traces(seg(S)) we have η0 = True.

Step Let r0 . . . ri ∈ traces(seg(S)). By induction, we have that: ηi−1 =

(φi−2[(mi−2)′])′·0 ∧ · · · ∧ (φ0[(m0)′])′·(i−2) ∧True. By Definition 4.12 and ηi the path

condition of the successor of (l,mi−1, ηi−1) for some l ∈ L by r0 . . . ri ∈ traces(seg(S)),

we have that ηi = φi−1[(mi−1)′] ∧ (ηi−1)′. Hence, by substitution (and distribution

of ′ over ∧), we obtain ηis = (φi−1[(mi−1
s )′])′·0 ∧ · · · ∧ (φ0[(m0

s)
′])′·(i−1) ∧ True.

Lemma 4.23. Let X1, X2, X3 ⊆ X be pairwise disjunct variable sets. Let ϑ1 ∈ UX1 ,

ϑ2 ∈ UX2 , m ∈ T (X2)X3 , ϑ3 ∈ UX1∪X3 , ϑ4 ∈ UX3 , φ ∈ T (X1 ∪ X3), and n ∈ N.

We define the function (ϑ3)′·n as (ϑ3)′·n(x′·n) = ϑ3(x), for any x ∈ X1 ∪X3. Then it
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holds that:

(ϑ1)T ] (ϑ2)T = (ϑ1 ] ϑ2)T (4.1)

(ϑ2)T ◦ [m] = ((ϑ2)T ◦m)T (4.2)

(ϑ2 ] ϑ3)T (φ) = (ϑ3)T (φ) (4.3)

(ϑ1)T ] ((ϑ2)T ◦ [m]) = (ϑ1 ] ϑ2)T ◦ [m] (4.4)

(ϑ3)T (φ) = ((ϑ3)′·n)T ((φ)′·n) (4.5)

((ϑ2)T ◦m) = (((ϑ2)′·n)T ◦m′·n) (4.6)

(ϑ1 ] ϑ4)T (φ) = (ϑ1)T (φ[tmap(ϑ4)]) (4.7)

Proof. We state the proof for each of the seven statements below.

Proof 4.1: Since X1 and X2 are disjoint, we have for x ∈ X1 that ((ϑ1)T ]
(ϑ2)T )(x) = (ϑ1)T (x) = T (X1 ]X2), and similarly for x ∈ X2. If x /∈ X1 ]X2, then

trivially, ((ϑ1)T ] (ϑ2)T )(x) = x = T (X1 ]X2).

Proof 4.2: Let t ∈ T (X3]X2). Then [m](t) ∈ T (X2), so we have ((ϑ2)T ◦[m])(t) ∈
U . Also, (ϑ2)T ◦m has type (X3 ]X2)→ U , so ((ϑ2)T ◦m)T (t) ∈ U . Hence, indeed

both sides of the equation result in the same value for a given term.

Proof 4.3: Since X1 ∪X3 is disjoint from X2, and φ only contains variables of the

first set, evaluating it with or without ϑ2 does not make a difference.

Proof 4.4: By 4.1 we have that (ϑ1 ] ϑ2)T ◦ [m] equals ((ϑ1)T ] (ϑ2)T ) ◦ [m].

Since ϑ1 has domain X1, which is disjoint from X2, and m ∈ T (X2)X3 , we have

(ϑ1)T ◦[m] = (ϑ1)T , so then we obtain that ((ϑ1)T ](ϑ2)T )◦[m] = (ϑ1)T ]((ϑ2)T ◦[m]).

Proof 4.5: Adding n primes to all the variables X1∪X3 of φ, and also all variables

X1∪X3 in the domain of ϑ3, is only syntactical variable renaming of all the variables,

so term evalution is not effected by this.

Proof 4.6: As for 4.5, we see that the variables X2 in the terms of the codomain

of m, and in the domain of ϑ2 is syntactical variable renaming, which does not effect

the term evaluation and composition.

Proof 4.7: The expression φ[tmap(ϑ4)] replaces all the variables X3 in φ by a term

representing a value in U . Applying (ϑ1)T on it then turns the before mentioned

terms into values again, while ϑ1 does this for the (other) variables X1 in φ, and

evaluates this to a resulting value. The expression (ϑ1 ] ϑ4)T (φ) does the same, but

then without the intermediate step of representing the variables X3 in φ as terms.





Chapter 5

Tester versus Bug: A Generic Framework

for Model-Based Testing via Games

We propose a generic game-based approach for test case generation. We set up a

game between the tester and the System Under Test, in such a way that test cases

correspond to game strategies, and the conformance relation ioco corresponds to al-

ternating refinement. We show that different test assumptions from the literature can

be easily incorporated, by slightly varying the moves in the games and their outcomes.

In this way, our framework allows a wide plethora of game-theoretic techniques to be

deployed for model-based testing.

5.1 Introduction

Testing is a widely practiced method to validate the correctness of a system. By

exercising a System Under Test (SUT) to a large number of test cases, the tester gets

insight in the quality of the system, and especially whether or not a system conforms

to its specification. At the same time, testing is very expensive, often requiring 30% of

the development cost of a system. Therefore, testing is intrinsically an optimization

problem: the tester tries to maximize the effectiveness of the test cases, at a minimum

amount of resources.

This optimization problem is naturally modeled as a 2-player game between the

tester and the SUT: in each system state, the tester chooses one of the enabled input

actions, and the SUT chooses an enabled output action. Thus, the inputs are under

control of the tester, but the outputs of the SUT are not, which closely fits the nature

of 2-player games.

Various authors have fruitfully pursued this idea and used game-based approaches

to obtain effective testing strategies: this idea was first outlined in [95], and later

refined in several ways, deploying Markov decision processes [88], timed games [30],

and coverage games [121]. While they have shown their effectiveness in realistic
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settings, these methods are rather pragmatic in nature. A systematic comparison

between model-based testing and the underlying game-theoretic methods is currently

missing.

Indeed, existing game-based testing approaches formulate their methods in terms

of a game graph between the tester and the SUT. Testers, however, do not think of

testing as a game graph, but rather in terms of a system specification, from which

tests are then derived. This means that earlier approaches leave implicit the step

from the specification to the game graph. This step is crucial, since this is where the

assumptions on the interaction between the tester and the SUT are encoded. In this

chapter, we show how different test assumptions are encoded by varying the move

outcomes when the tester and the SUT propose their actions. In this way, we obtain

a game-based testing framework that is generic and overarches the most common

testing assumptions.

Further, earlier approaches do not say how game strategies relate to test cases,

hence it is not clear if game-based strategies and test cases have the same capabili-

ties. In this chapter, we show that each test case corresponds to a finite, trace-based

game strategy and vice versa, for history-dependent and deterministic strategies that

work on a slightly extended state space. Finally, we establish a fundamental con-

nection between testing and games, by showing that game refinement corresponds to

conformance. More precisely, we show that the so-called 2-player alternating trace

containment coincides with the canonical conformance relation in testing, namely the

input-output conformance relation ioco for deterministic Labeled Transition Systems.

One could argue that current game-based approaches to testing (including ours)

focus on the competitive aspect of the interaction between two players: The tester

plays against the SUT, so that the SUT makes the tester’s life as difficult as possible.

This means that winning strategies are too pessimistic: in reality, a tester and an

SUT have a less hostile relationship. Therefore, an important topic for future work

is to relax these assumptions, e.g. by deploying resilient strategies [28].

Contributions. This chapter establishes a fundamental connection between model-

based testing and 2-player concurrent games. In particular, we derive from a specifi-

cation automaton a 2-player game, such that:

• Test assumptions are explicitly encoded. This makes our approach generic, so

that game-theoretic methods can be applied independent of the test assump-

tions.

• Test cases correspond to game strategies and therefore tests derived via classi-

cal test derivation algorithms, and game strategies derived via game-theoretic

algorithms have the same power.

• Test case derivation corresponds to strategy synthesis, so that any synthesis

algorithm can be deployed to obtain (optimal) test cases.

• Conformance coincides with alternating trace containment. This provides a

connection between two fundamental relations.
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More related work. As stated, various approaches to game-based test case deriv-

iation exist. In particular, [88] uses 1 1
2 -player games (i.e. Markov decision processes),

to obtain cost-optimal test strategies, under the assumption that the SUT behaves

stochastically; [29–31] use timed games to find cost-optimal test cases for real-time

games. In [13], games are used to generate test cases for Mealy machines based on

temporal logic properties. Since Mealy machines are synchronous, the interaction

between the tester and the SUT is much simpler, i.e. the players play in turns.

In [121], games are used to optimize state coverage, i.e. the number of (specifica-

tion) states visited during testing; [23] studies the computational complexity of this

problem. Furthermore, [2, 119] study the relation between game refinement (more

precisely, alternating simulation) and the ioco conformance relation. Finally, [67]

compare ioco and its variant uioco with alternating trace containment for nondeter-

ministic Labeled Transition Systems.

5.2 Games

We consider games played by two players on a game graph. In each state, both players

choose one of their enabled actions, and together these determine the next states the

game can be in. Since both actions are used simultaneously by a Moves function to

decide on the next state, game arenas (Definition 5.1) describe concurrent 2-player

games.

Definition 5.1. A game arena is a tuple G = (Q, q0,Act1,Act2,Γ1,Γ2,Moves) where,

for i = 1, 2:

• Q is a finite set of states,

• q0 ∈ Q is the initial state,

• Acti is a finite and non-empty set of Player i actions,

• Γi : Q → 2Acti \ {∅} is an enabling condition, which assigns to each state q a

non-empty set Γi(q) of actions available to Player i in that state, and

• Moves : Q× Act1 × Act2 → 2Q is a function that given the actions of Player 1

and 2 determines the set of next states Q′ ⊆ Q the game can be in. We require

that Moves(q, a, x) = ∅ iff a 6∈ Γ1(q) ∨ x 6∈ Γ2(q).

A play is an infinite path in a game arena, i.e. a sequence of states and actions

of both players. We consider prefixes of plays as their finite description. A play is

winning if it visits some state in a reachability goal R ⊆ Q.

Definition 5.2. A play of a game arena G = (Q, q0,Act1,Act2,Γ1,Γ2,Moves) is an

infinite sequence:

π = q0〈a0, x0〉q1〈a1, x1〉q2 . . .

with aj ∈ Γ1(qj), xj ∈ Γ2(qj), and qj+1 ∈ Moves(qj , aj , xj) for all j ∈ N. We write

πqj
def
= qj, π

a
j

def
= aj, and πxj

def
= xj for the j-th state, Player 1 action, and Player 2 action

respectively. The set of all plays of G is denoted Π(G).
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We define π0:j
def
= q0〈a0, x0〉q1〈a1, x1〉q2 . . . qj as the prefix of play π up to the j-th

state. We denote the last Player 1 action aj−1 as πaend, the last Player 2 action xj−1

as πxend, and the last state qj as πqend. With |π| we denote the length of a prefix π,

i.e. the number of states in π.

The set of all prefixes of a set of plays P ⊆ Π(G) of G is denoted Pref(P )
def
= {π0:j |

π ∈ P, j ∈ N}. We define Πpref (G)
def
= Pref(Π(G)).

Definition 5.3. A play π ∈ Π(G) of a game arena G is winning with respect to

reachability goal R ⊆ Q, if π reaches some state in R, i.e. there exist a j ∈ N such

that πqj ∈ R. We write WinΠ(G,R) for the set of winning plays with respect to R.

The players will choose their actions for making a move according to a strategy

(Definition 5.4). When the players execute their strategies in the game, we obtain a

set of plays, called game outcomes. A strategy is winning if all the game outcomes

are winning, no matter how the other player plays.

Definition 5.4. A strategy for Player i in game G is a function σi : Πpref (G)→ Acti,

such that σi(π) ∈ Γi(π
q
end) for any π ∈ Πpref (G). We write Σi(G) for the set of all

Player i strategies in G. The outcome of two strategies σ1 ∈ Σ1(G) and σ2 ∈ Σ2(G) is

the set of plays that occur when Player 1 plays according to σ1 and Player 2 according

to σ2:

Outc(σ1, σ2) = {π ∈ Π(G) | ∀j ∈ N : σ1(π0:j) = πaj+1 ∧ σ2(π0:j) = πxj+1}

The plays occurring for strategy σ1 ∈ Σ1(G) are:

Outc(σ1)
def
=
⋃
{Outc(σ1, σ2) | σ2 ∈ Σ2(G)}

Strategy σ1 is winning with respect to reachability goal R ⊆ Q, if we have that

Outc(σ1) ⊆ WinΠ(G,R). WinΣ1(G,R) denotes all winning Player 1 strategies.

Game G is winning for Player 1 w.r.t. goal R iff WinΣ1(G,R) 6= ∅.

5.3 Model-Based Testing

Model-based testing is a smart way of testing that improves test efficiency by auto-

matic test case generation, and execution, from a specification model, such that much

manual (repetitive) labour can be prevented. The specification is given as an automa-

ton with input and outputs A, that describes a restriction of desired system behavior.

The goal of model-based testing is then to determine whether a given System Under

Test (SUT) behaves as described by its specification, i.e. whether the SUT conforms

to A.

Figure 5.1 illustrates the model-based testing process. A test case generation

algorithm derives a set of test cases from the specification. Here, test cases are finite

scenarios composed from inputs and outputs. Then, these test cases are executed
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Test suite

System
Under
Test

Model

pass/failTest execution

Test generation

Conformance
relation

Figure 5.1: Model-based testing

automatically on the SUT. The SUT is considered as a black box, since we only see

its input/output behavior, but not the internal workings, or source code. Finally,

every test case execution is assigned a test verdict, being Pass or Fail . This verdict

is determined in accordance with a conformance relation; in Section 5.6 we consider

the input/output conformance relation ioco [109,113].

5.3.1 Specifications as Suspension Automata

Following Chapter 2, we use suspension automata (SAs) as system specifications.

These are determinised variants of the Labeled Transition Systems with inputs and

outputs from [108,113].

For a partial function f : X ⇀ Y , we write f(x)↓ to denote that f(x) is defined,

and f(x)↑ to denote that f(x) is undefined.

Definition 5.5. A suspension automaton (SA) is a 5-tuple A = (Q,LI , L
δ
O, T, q0)

where

• Q is a non-empty finite set of states,

• LI is a finite set of input labels,

• LδO = LO ∪{δ} with LO a finite set of output labels, δ 6∈ LO, and LI ∩LδO = ∅,
• T : Q× (LI ∪ LδO) ⇀ Q is a partial transition function , and

• q0 ∈ Q is an initial state.

We write L
def
= LI ∪ LδO. For q ∈ Q, we denote the set of enabled inputs and outputs

in q by in(q) = {a ∈ LI | T (q, a)↓}, and out(q) = {x ∈ LδO | T (q, x)↓} respectively. We

require that an SA is non-blocking: ∀q ∈ Q : out(q) 6= ∅.

We assume that any SA uses a special output label δ to indicate quiescence, i.e.

the absence of an observable output x ∈ LO [113]. Handling quiescence is crucial in
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testing: if the SUT does not respond with any output, we must know whether or not

this is allowed by the specification, otherwise we cannot come up with the correct

verdict. We formalized this with the non-blocking requirement in Definition 5.5.

q0 q1

q2 q3

play?

repeat?

δ
endPlayList!

song!

quit?

repeat?quitRepeat?

play?
δ

quit?

quitRepeat?

song!

Figure 5.2: SA specification of an MP3 player.

Example 5.6. Figure 5.2 shows a specification of an MP3 player as an SA. In initial

state q0, no songs are played. Hence, this state has a self-loop labeled δ. After a play?

input, the system moves to state q1, in which songs are being played, until either

endPlayList! occurs, or the quit? button is pressed. The MP3 player also features a

repeat function, which can be switched on and off via the repeat? and quitRepeat?

actions respectively. Thus, in state q3, songs are played continuously, until the quit?

action occurs.

5.3.2 Test Assumptions in case of Input-Output Conflicts

SAs may feature states that enable both inputs and (non-quiescent) output actions.

We call such a state mixed : formally, q ∈ Q is mixed if in(q) 6= ∅ and out(q) 6= {δ}.
States q1 and q3 in Figure 5.2 are mixed. Mixed states may give rise to input-output

conflicts. If the tester wants to take an input action, and the SUT wants at the same

time to take an output action, the question arises which of the actions will be carried

out. The literature introduced different ways to handle input/outputs conflicts, i.e.

test assumptions on the interaction between the tester and the SUT. Note that there

is no ‘best’ test assumption; this depends on the ‘hostility’ of the SUT against the

tester. We list four test assumptions below.

• A test interaction is input-eager (IE) if the tester is always able to provide

an input, even when the SUT wants to produce an output. This assumption

prioritizes inputs over outputs and thereby makes mixed states fully controllable

for the tester. For this assumption we were inspired by [104].
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• The converse of input-eager is an output-eager (OE) test interaction: the SUT

always produces an output, unless δ is the only possible output. This assumption

prioritizes outputs over inputs and thereby makes mixed states fully uncontrol-

lable for the tester. Effectively, the inputs of mixed states do not exist anymore.

The authors of [75] use specifications without mixed states.

• A test interaction is nondeterministic (ND) if it is determined nondeterminis-

tically whether the SUT is able to take an output transition, or the tester to

take an input transition in a mixed state. No guarantees are given on whether

the tester is able to take an input transition in a mixed state, though this is

not excluded as with the output-eager assumption. This assumption is similar

to the test interaction used in the theory for labeled transition systems with

ioco [113].

• A test interaction is input fair (IF) if the tester is eventually able (after trying

finitely many times) to take any input transition in a mixed state. Hence, mixed

states are controllable for the tester, at the expense of trying multiple times.

This assumption is made in Chapter 2.

In all test interactions of the assumptions above, either an input or an output

action is ignored. One could also take both into account, by executing them both,

but in nondeterministic order. This is a concurrent interpretation of an input-output

conflict, which may be well suited for systems dealing with concurrent processes. If

the SUT is able to receive more inputs than its specification specifies, this may lead

to different interpretations of this assumption. Therefore, we will delay formalizing

this assumption to future work. All test assumptions from the list above are formal-

ized in Section 5.4, by incorporating the assumption in the Moves function from the

underlying game arena of the specification.

Example 5.7. An MP3 player, as described in Figure 5.2, does not function properly,

when taking the output-eager or nondeterministic test assumption. A real world MP3

player normally responds to input (though there may be some delay). With the printer

from Figure 5.3, we show that all test assumptions can impose a useful interpretation

on the test interaction between the tester and the SUT. This specification models a

printer which can handle printing and scanning in an interleaved way, i.e. printing

does not need to be finished before scanning to be started and vice versa.

• The input-eager assumption allows the tester to always provide the inputs print?

and scan?, before receiving outputs printed! and scanned!. Only if the tester

decides to wait for an output, the SUT can produce these.

• The output-eager test assumption expresses that the specification is too compli-

cated for the SUT that is being tested: the SUT cannot print and scan at the

same time, because a printed! or scanned! output will occur after the tester has

sent the respective input.

• With the nondeterministic test assumption, the tester may succeed in sending

both inputs print? and scan? before receiving outputs, but no guarantees on

success can be given. Furthermore, providing a print? input in mixed state q1
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may result in taking this transition, but instead, the scanned! output transition

may also be taken.

• The input-fair test assumption is similar to the nondeterministic test assump-

tion, but the difference is that it guarantees that the two input transitions print?

and scan? can be taken from q1 and q3, before the outputs are produced, after

trying a few times.

q0

q3

q6

q1 q2

q4 q5

q7

print?

printed!

print?

printed!

print?

printed!

scan? scanned!

scan? scanned!

scan?

scanned!

δ

δ

δ

Figure 5.3: SA specification of a printer. Mixed states are black.

5.3.3 Test Cases

We give a definition of test cases in the spirit of [113]. As shown in Figure 5.4, a

test case is a finite and acyclic SA T . A test case is constructed by repeatedly taking

either of the following test steps:

1. Choose an input a? from the input actions enabled in the current specification

state, and take the a? transition in both the specification and test case T . If a?

was enabled in a mixed state, then it may happen that an output was observed

before a? was observed. Therefore, if a? is enabled in a state of test case T ,

we also add transition for all outputs from LO in T , and add a verdict pass or

fail, respectively, to the end state, if the output was, or was not, enabled in the

specification state.
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t0

FailFail

t1

t3t2

Fail

Fail

Pass FailPass

Pass

Fail

Fail

printed!scanned!

print?

printed!
scan?

scanned!

printed!

δ scanned!
scanned!

printed!

δ

δ

Figure 5.4: Test case T of the SA of Figure 5.3. For readability, Pass and Fail are

displayed multiple times, and their self-loops have been omitted. See Example 5.10

for dotted and dashed transitions.

2. Observe an output from the SUT. In case an output is observed that is pro-

hibited by the specification, a fail verdict is emitted. Otherwise, one takes the

transition to the next state in T .

3. Stop testing and emit a pass verdict.

Before defining test cases, we first need some auxilary definitions for suspension

automata from Chapter 2:

Definition 5.8. Let A = (Q,LI , L
δ
O, T, q0) be an SA, q ∈ Q, Q′ ⊆ Q, µ ∈ L, ρ ∈ L∗,

and ε the empty sequence. Then we define:

q after ε = {q}

q after µρ =

{
T (q, µ) after ρ if T (q, µ)↓
∅ otherwise

A after ρ = q0 after ρ

in(Q′) =
⋃

q′∈Q′
in(q′)

out(Q′) =
⋃

q′∈Q′
out(q′)

traces(A) = {ρ′ ∈ L∗ | A after ρ′ 6= ∅}

Definition 5.9. A test case for a suspension automaton A = (Q,Li, L
δ
O, T, q

0) is a

suspension automaton T = (Qt, LI , L
δ
O, T

t, q0t) such that:

• There are two special states Pass, Fail∈ Qt such that Tt(Pass, x) = Pass and

Tt(Fail, x) = Fail for all x ∈ LδO, and Tt(Pass, a)↑ , Tt(Fail, a)↑ for all a ∈ LI .

• T has no cycles except those in Pass and Fail.
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• Every state enables all outputs LO, and either one input (matching step 1 above)

or δ (matching step 2): ∀q ∈ Qt : (| in(q)| = 0 ∧ out(q) = LδO) ∨ (out(q) =

LO∧| in(q)| = 1). Exception: in case of an input-eager test interaction, we only

require: ∀q ∈ Qt : (| in(q)| = 0 ∧ out(q) = LδO) ∨ | in(q)| = 1.

• T is sound: ∀ρ ∈ traces(T ) : T after ρ = {Fail} =⇒ ρ /∈ traces(A).

Example 5.10. Figure 5.4 shows a test case for the printer specification of Figure 5.3.

In state t0, the tester provides the input print?. This state also has all non-quiescence

outputs printed! and scanned!, because some test assumptions allow these to occur

instead of the SUT accepting input print?. Since none of these actions are allowed

by the specification in Figure 5.3, these actions lead to a Fail verdict. In state t1,

the tester provides input scan?, but now one of the non-quiescent outputs is allowed,

namely printed!. In state t3, the tester decides to observe an output from the SUT.

She may see either of three things: (1) quiescence (i.e. δ), leading to a Pass verdict,

since quiescence is allowed in the specification, (2) printed!, which is not allowed, and

(3) scanned!, which is also not allowed. After observing quiescence from state t3, the

tester decides to stop testing and conclude verdict Pass.

Test cases are constructed without taking into account any specific test assumption,

by including all inputs and outputs relevant for any of them. The dashed output

transitions of t0 and t1 (and all of t3) can be omitted in case of the input-eager test

assumption. In case of the output-eager test assumption, input {scan?} cannot be

taken after {print?}, because specification state T (q0,print?) = q3 is mixed. One can

adapt test case T to be relevant for the output-eager test assumption, by omitting the

scan? transition from t1 (and all of t2), while adding the dotted δ transition in t1 for

satisfying the third rule of Definition 5.9.

5.4 Specifications are Game Arenas

To study the connection between test cases and games, we associate to each specifi-

cation SA A a game arena GA. In GA, the tester (Player 1) and the SUT (Player

2) play on the state space given by A, extended with a sink state ⊥, and a number

i ∈ {1, 2} indicating whether the state was reached via a Player 1 (input) or Player 2

(output) action. The latter is important, because testers see the SUT via their traces,

so we must record whose action was carried out.

To advance the game GA, both the tester and the SUT choose an action from the

current state:

• The tester chooses either an enabled input from the specification SA A, or one

of the special inputs θ and stop?. The θ action expresses that the tester desires

to take no input, and allows the SUT to execute any output he wishes; the stop?

action indicates that the tester wants to stop testing, which brings the game to

the state ⊥.

• The SUT chooses one of the enabled outputs from the specification.
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Then the game moves to a next state, according the function Moves, which reflects

how the tester and the SUT interact. Hence, different test assumptions made in the

literature give rise to different definitions of the Moves function.

The explicit game definition (Definition 5.11) and encoding of test assumptions

(Section 5.4.1) set our work apart from earlier game-based approaches to testing. In

particular, [23] derive optimal test cases from a specification that is already given as

a game. The encoding also allows us to study the relation between test cases and

games strategies (Section 5.5), and between alternating refinement and conformance

(Section 5.6).

Definition 5.11. Let A = (Q,LI , L
δ
O, T, q0) be an SA. The game arena underlying

A is defined by GA = (Q⊥, (q0, 1),Act1,Act2,Γ1,Γ2,Moves) where:

• Q⊥ = (Q× {1, 2}) ∪ {(⊥, 1)}
• Act1 = LI ∪ {θ, stop?} and Act2 = LδO,

• for all q ∈ Q and i ∈ {1, 2}, we take Γ1((q, i)) = in(q) ∪ {θ, stop?} and

Γ2((q, i)) = out(q),

• we take Γ1(⊥, 1) = {stop?} and Γ2(⊥, 1) = LδO, and

• the function Moves : Q⊥ × Act1 × Act2 → 2Q⊥ encodes one of the different

test assumptions and is given in Subsection 5.4.1. Besides the requirement from

Definition 5.1 for moves with undefined action, we require Moves(q, stop?, x) =

(⊥, 1), and Moves((⊥, 1), stop?, x) = (⊥, 1).

For the remainder of the chapter, we fix a specification A, and its underlying game

arena GA.

5.4.1 Encoding Test Assumptions

We formalize test interaction by implementing a Moves function for each of the test

assumptions. Note that the Moves function is of type Q⊥× (LI ∪{θ, stop?})×LδO →
2Q⊥ , i.e. it takes a game state, an input from the tester, and an output from the SUT.

The function returns a set of the reached next states for the given input and output,

using the transition function of the SA for which this moves function is defined.

All the Moves functions from Definition 5.12 use the symbols δ and θ as special

symbols that transfer control to the tester or SUT respectively. The symbol δ is used

in its usual semantics, i.e. it denotes quiescence. When the SUT is quiescent, the

tester is always able to provide an input. However, δ can only actually be observed if

the tester chooses the θ input. Hence, θ is then used as an artificial input to model

that the tester is waiting for the SUT to take an output transition. This corresponds

with how θ is used in [113].

In practice, δ can be observed by setting a timeout. It is then assumed that the

SUT does not produce any regular output from LO after this timeout. Input θ can

be implemented in practice, by waiting for the SUT to produce an output.
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The behaviour of the Moves functions from Definition 5.12 differ for the regular

inputs in(q) and outputs out(q) \ {δ} of a state q of the SA, in order to resolve

input/output conflicts according to one of the test assumptions from Section 5.3. We

will discuss how to implement the input-fair test assumption in Section 5.4.2, because

its semantics cannot be implemented directly with only a Moves function.

Definition 5.12. Let A = (Q,LI , L
δ
O, T, q0) be an SA. The various test assumptions

from Section 5.3 give rise to the following functions Moves : Q⊥× (LI ∪{θ, stop?})×
LδO → 2Q⊥ (we do not include the moves from Definition 5.11 for (⊥, q), stop? and

undefined actions here):

• In the input-eager regime, an input a ∈ LI is always executed, unless the tester

decides to not perform an input, i.e. she proposes a = θ.

MovesIE((q, i), a, x) =

{
{(T (q, a), 1)} if a 6= θ

{(T (q, x), 2)} otherwise

• In the output-eager regime, the output action x ∈ LO is always executed, unless

both x = δ and a 6= θ.

MovesOE((q, i), a, x) =

{
{(T (q, x), 2)} if x 6= δ ∨ a = θ

{(T (q, a), 1)} otherwise

• In the nondeterministic regime, a nondeterministic choice is made whether to

execute the input (unless a = θ) or the output (unless x = δ and a 6= θ).

We take the same Moves function for the input-fair regime, and explain this in

Section 5.4.2.

MovesND((q, i), a, x) =


{(T (q, x), 2)} if a = θ

{(T (q, a), 1)} else if x = δ

{(T (q, a), 1), (T (q, x), 2)} otherwise

Testing with a hard reset. Further, it is often useful to have a hard reset function.

In testing, a reset function is used to execute multiple test cases from the initial state.

In the specification, a hard reset is enabled in any state, and the tester can always

use it to go back to the initial state, no matter whether the SUT wanted to do an

output action. In practice, an SUT often needs to be instrumented for implementing

such a reset function in a fast way, as rebooting a system can take a lot of time.

In Definition 5.13, we have adapted Definition 5.11, to include this special input

reset? 6∈ LI .

Definition 5.13. Let A = (Q,LI , L
δ
O, T, q0) be an SA. The resettable game arena

underlying A is defined by Greset?
A = (Q⊥, (q0, 1),Act1,Act2,Γ1,Γ2,Moves) where:

• Q⊥ = (Q× {1, 2}) ∪ {(⊥, 1)}
• Act1 = LI ∪ {θ, stop?, reset?} and Act2 = LδO
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• for all q ∈ Q and i ∈ {1, 2}, we take Γ1((q, i)) = in(q) ∪ {θ, stop?, reset?} and

Γ2((q, i)) = out(q),

• we take Γ1(⊥, 1) = {stop?} and Γ2(⊥, 1) = LδO, and

• the function Moves : Q⊥ ×Act1 ×Act2 → 2Q⊥ encodes one of the test assump-

tions from Definition 5.12, with the modification that ∀q ∈ Q,∀i ∈ {1, 2},∀x ∈
Γ2((q, i)) : Moves((q, i), reset?, x) = (q0, 1).

5.4.2 Encoding the Input-Fair Test Assumptions via Fair Plays

To define the input-fair test assumption from Section 5.3, we introduce the notion of

a fair play. In essence, a play π is input fair if, whenever the tester wants to perform

an input action from state q, it is eventually executed in q (as in Chapter 2). Given

a state q and an input action a that is enabled in q, we say that a play is fair with

respect to q and a if a is actually taken in q at some point in time. A play π is fair if

it is fair with respect to any q appearing in π and any input action that was proposed

in q in π.

Definition 5.14. Let π ∈ Π(GA). Then π is input-fair w.r.t. some state q ∈ Q and

some input a ∈ in(q) if:

∃j ∈ N, i ∈ {1, 2}, q′ ∈ Q : πaj = a ∧ πqj = (q, i) ∧ πqj+1 = (q′, 1)

Play π is input-fair if:

∀q ∈ Q, a ∈ LI : (∃j ∈ N, i ∈ {1, 2} :πaj = a ∧ πqj = (q, i))

=⇒ π is input-fair w.r.t. q and a

Clearly, restricting an underlying game arena of an SA with the nondeterministic

test assumption to input-fair plays only results in satisfying the description of the

input-fair test assumption from Section 5.3. Instead of restricting the plays of the

game, we will leave the game with the nondeterministic test assumption as is, and

consider input-fair strategies in Definition 5.15.

Definition 5.15. Let GNDA be the underlying game arena of SA A with the nonde-

terministic Moves function from Definition 5.12. Let R be a reachability goal in A.

Then a strategy σ ∈ Σi(GA) is input-fair if it is winning (w.r.t R) on the set of all

input-fair plays of GA.

Requiring input-fairness may appear restrictive for specifications with states that

cannot be reached in any way once leaving them via some transition. However, adding

a reset to the game (Definition 5.13) resolves this, as a state reached by some play, can

then always be reached again by resetting, and following the same play. Of course,

the SUT may also be able to prevent the tester from following this play right away,

but input-fairness ensures that this is possible after trying a few times.
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5.4.3 Comparing Strategies for Different Test Assumptions

This section compares strategies for game arenas based on the different test assump-

tions, constructed from the same specification. In particular, we show that, for any

reachability objective R, either both the input-eager and input-fair games are winning

for Player 1, or neither. Similarly, for objective R, either both the nondeterministic

and output-eager games are winning for Player 1, or neither.

To show that the input-eager and input-fair games coincide, we observe that any

winning Player 1 strategy of an input-fair game is also winning in an input-eager game.

The converse does not hold however, because the set of plays of an input-eager game

has fewer plays than the input-fair game, as the input-fair game does not have plays

in which a proposed input transition is not taken. However, by reaching the same

state multiple times, we know that the winning action proposed in the input-eager

game is eventually carried out.

A similar reasoning holds for the winning Player 1 strategies of games based on

the nondeterministic and output-eager test assumption. There are no guarantees

for taking an input transition in a mixed state (according to the nondeterministic

test assumption), or it is simply not possible (according to the output-eager test

assumption). Hence, in both cases, a winning strategy cannot make use of taking

input transitions in mixed states. Hence, the existence of winning strategies is the

same in both games.

Theorem 5.16. Let A = (Q,LI , L
δ
O, T, q0) be an SA, and GIEA , GIFA , GOEA , GNDA

the underlying game arenas of A for the input-eager, input-fair, output-eager, and

nondeterministic test assumption, respectively. Let R ⊆ Q be a reachability goal.

Then:

1. GIEA is winning for Player 1 w.r.t. R if and only if GIFA is winning for Player

1 w.r.t. R, and

2. GOEA is winning for Player 1 w.r.t R if and only if GNDA is winning for Player

1 w.r.t. R.

Proof. We prove both directions of the two statements separately.

(1. ⇐= ) We are given game GIFA , which is winning for Player 1 w.r.t. R. Hence

there exists a winning Player 1 strategy σ1 ∈ Σ1(GIFA ). According to Definition 5.15,

σ1 is winning on all input-fair plays of GIFA . We have that Πpref (GIEA ) contains a

subset of these fair plays (Definition 5.14), since the Moves function for the input

eager assumption (Definition 5.12) always returns the set of the single next state

after an input transition, if Player 1 provides an input a ∈ LI , and this is input-fair.

Consequently, we can restrict the domain of σ1 to obtain a winning strategy for GIEA .

(1. =⇒ ) We are given game GIEA , which is winning for Player 1 w.r.t. R. Hence

there exists a winning Player 1 strategy σ1 ∈ Σ1(GIEA ). Since winning strategies

in reachability games need only to be positional [84], we can use σ1 to construct a

winning strategy GIFA by just considering the last state of a play. Hence, we define
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σ′1 ∈ Σ1(GIFA ) as σ′1(π) = σ(π′) for some π′ ∈ Πpref (GIEA ) with (π′)qend = πqend. This

way we defined a winning strategy on the bigger domain of play prefixes from game

GIFA .

(2. =⇒ ) We are given game GOEA , which is winning for Player 1 w.r.t. R. Hence

there exists a winning Player 1 strategy σ1 ∈ Σ1(GOEA ). Since winning strategies in

reachability games need only to be positional [84], we can, again, use σ1 to construct

a winning strategy GNDA by just considering the last state of a play: define σ′1 ∈
Σ1(GNDA ) as σ′1(π) = σ(π′) for some π′ ∈ Πpref (GOEA ) with (π′)qend = πqend.

(2. ⇐= ) We are given game GNDA , which is winning for Player 1 w.r.t. R. Hence

there exists a winning Player 1 strategy σ1 ∈ Σ1(GNDA ). If σ1(π) ∈ Act1 for some

play prefix π, but Γ2(πqend) 6= {δ} (i.e. the last state of π is mixed), then σ1 can only

be winning if a move for any Player 2 action (instead of σ1(π)) is also a winning

move, i.e. the play in which this Player 2 action is taken is also winning, because

the reached state for taking a Player 2 action is included in the result of the Moves

function according to Definition 5.12. Consequently, we can just restrict the domain

of play prefixes of σ′1 to the play prefixes of GOEA to obtain a winning Player 1 strategy

in GOEA .

5.5 Test Cases are Game Strategies (and Vice Versa)

This section establishes a strong correspondence between Player 1 strategies and

test cases. To achieve this result, we observe that test cases and strategies share

many features, but differ on two aspects: (1) Test cases are finite, while strategies

play forever. Hence, test cases correspond to Player 1 strategies that are finite, i.e.

eventually provide a stop? action. (2) Test cases base their decisions on the observed

traces only, while strategies can use all information contained in the plays, especially

the proposed actions for which the corresponding transition was not taken. Therefore,

test cases correspond to finite trace-based Player 1 strategies. Thus, we establish a

bijection between test cases and finite, trace-based strategies. We first explain how a

strategy can be extracted from a test case, and then how a test case can be extracted

from a strategy.

5.5.1 From Strategies to Test Cases

We derive a test case from each finite and trace-based Player 1 strategy (Defini-

tion 5.17). A strategy is trace-based if its choices only depend on the observed traces.

Finite strategies eventually provide a stop? action. Note that, after one stop? action

from Player 1, all subsequent Player 1 actions are stop?. Hence, only the prefix before

the stop?-action matters (Definition 5.19).

Exactly the traces of these prefixes cut off before the stop? actions can be used

to construct a test case. Each of these traces either leads to the Pass state, or to a
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unique test case state. A test case only consisting of these traces does not contain

any output transition to the Fail state, because these outputs do not occur in the

specification. Hence, they need to be added. This construction proves Theorem 5.20.

Definition 5.17. The function trace : Πpref (GA) → L∗ assigns to each play pre-

fix π = (q0, i0)〈a0, x0〉(q1, i1) . . . 〈an−1, xn−1〉(qn, in), a sequence of action labels ρ =

ρ0ρ1, . . . ρn−1 given by ρj = aj if ij+1 = 1 and ρj = xj otherwise. A strategy

σ ∈ Σi(GA) is called trace-based if:

∀π, π′ ∈ Πpref (G) : trace(π) = trace(π′) =⇒ σ(π) = σ(π′)

A strategy σ1 ∈ Σ1(GA) is finite if:

∀π ∈ Outc(σ1),∃j ∈ N : πaj = stop?

Example 5.18. A strategy is not trace-based if it returns different actions for a play

that consists of the same executed actions that form the trace, and different non-

executed actions. This situation cannot occur for the printer from Figure 5.3, so we

give an example Player 1 strategy for the MP3 player of Figure 5.2:

σ1(π) =


play? if π = (q0, 1)〈play?, δ〉(q1, 1)〈quit?, endPlayList!〉(q0, 1)

repeat? if π = (q0, 1)〈play?, δ〉(q1, 1)〈quit?, song!〉(q0, 1)

θ otherwise

State q1 enables two outputs (namely song! and endPlayList!) which are both not

executed, in the two plays mentioned above, because the input transition for quit? has

been taken (as indicated by the 1 in the last state). Nevertheless, σ returns either

play? or repeat? based on the non-executed outputs.

Definition 5.19. Let σ1 ∈ Σ1(GA) be a Player 1 trace-based, finite strategy in GA.

Then define trace set Tσ1
as:

Tσ1 = {trace(π) | π ∈ Pref(Outc(σ1)) ∧ (π 6= q0 =⇒ πaend 6= stop?)}

Theorem 5.20. Trace set Tσ1
characterizes a unique and sound test case for A.

Proof. Let π ∈ Pref(Outc(σ1)) such that πaend 6= stop?. From Definition 5.11 we

know that a play prefix having πaj = stop? for some j ∈ N has πak = stop? for any

j ≤ k ≤ |π| − 2, i.e. all Player 1 actions of a play after action stop? are also stop?.

Consequently, πaend 6= stop? means that π does not contain any Player 1 action stop?,

so all play prefixes are ‘cut off’ at their stop? action. Therefore, trace(π) ∈ L∗.

Also, the requirement πaend 6= stop? does not interfere with the set Pref(Outc(σ1))

being prefix-closed. This means that the resulting trace set is also prefix-closed. As

it is finite (because of cutting off at stop? actions, and the finiteness of A), we can

construct a test case the following way:

1. The initial state of the test case is the empty trace ε.
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2. Let P ⊂ Tσ1
be the set of longest prefixes. For each ρµ ∈ P for some µ ∈ L, set

T (ρ, µ) = Pass. Define state Pass in accordance with Definition 5.9.

3. For all states ρ ∈ Q, set T (ρ, x) = Fail for all x ∈ LO, if in(()ρ) 6= ∅, or for

all x ∈ LδO, otherwise, with ρx 6∈ Tσ1
. Define state Fail in accordance with

Definition 5.9.

We now check that this definition conforms to Definition 5.9.

1. The states Pass and Fail are defined according to Definition 5.9.

2. The other states and their transitions are defined according to the prefix relation.

This ensures that there are no cycles except those in Pass and Fail.

3. As σ1 returns one Player 1 action, states of the test case cannot have more

than one input transition. Note that the input θ never occurs in the traces by

Definition 5.12, it only enables δ to be present. We have by the addition of an

output transition for all outputs (point 4) not enabled after a state, we obtain

the requirement (| in(q)| = 0∧out(q) = LδO)∨(out(q) = LO∧| in(q)| = 1), for all

games (this condition implies the requirement needed for input-eager games).

4. Lastly, we check that the test case is sound. It follows from the construction

of the game GA from the SA A that for traces ρ ∈ Q = Tσ1 it holds that

ρ ∈ traces(A). The construction above only adds Fail states for ρ ∈ Q and

x ∈ LδO such that ρx /∈ Tσ1
. Then again by Definition 5.11, and in particular

the rule that Γ2((q, i)) = out(q) (for i ∈ {1, 2, }), it must be that for q = A after ρ

we have x /∈ out(q). It then follows that ρx /∈ traces(A), as required.

Example 5.21. Let σ1 ∈ Σ1(GA) be defined as follows:

σ1(π) =


stop? if |π| ≥ 4

print? if |π| < 4 ∧ print? ∈ Γ1(πqend)

scan? if |π| < 4 ∧ print? 6∈ Γ1(πqend) ∧ scan? ∈ Γ1(πqend)

θ otherwise

Note that strategy σ1 is finite and trace-based. In case of the input-fair or nondeter-

ministic test assumption, the trace set of σ1 is:

Tσ1
= {ε,print?,print?printed!,print?printed!δ, print?scan?,

print?scan?printed!,print?scan?scanned!}

This set is exactly the prefix-closed set of the traces leading to a Pass state in the

test case of Figure 5.4. Note that if GA uses the input-eager test assumption, traces

print?printed! and print?printed!δ are not included in Tσ1
. The traces print?scan?,

print?scan?printed!, and print?scan?scanned! are not included in Tσ1
in case of the

output-eager test assumption.
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5.5.2 From Test Cases to Strategies

Given a test case T for an SA A, we construct a game strategy σ1 as follows. On

play prefixes π whose traces are included in T , σ1 returns the input action enabled in

the state of T reached by this trace, if it has one. If π has a trace in T leading to (or

passing by) the Pass state, then σ1 returns the action stop?. In all other cases, we

set σ1(π) = θ, because the trace of π then either reaches a state of T with no enabled

input transition, or π is a play that does not occur in the outcome of the game when

using σ1.

Definition 5.22. Let T be a test case for an SA A. We define a strategy σT of GA
as follows:

σT (π) =


a if a ∈ in(A after (trace(π))) ∩ in(T after (trace(π)))

stop? else if in(T after (trace(π))) 6= ∅ ∨ Pass ∈ T after (trace(π))

θ otherwise

Note that σT is well-defined, because by Definition 5.9, the input a in the first

clause is unique, if it exists. Theorem 5.23 then states that σT is finite and trace-based

Player 1 strategy. Further, σT is unique, i.e. from a test case exactly one strategy can

be derived.

Theorem 5.23. Let T be a test case for SA A. Then we have

1. The strategy σT is a Player 1 strategy in GA.

2. σT is finite and trace-based.

3. If σT = σT ′ then T = T ′.

Proof. We prove each statement separately.

1. Clearly, Definition 5.22 defines σT as a function from Πpref (GA) to Act1 = LI ∪
{θ, stop?}. We also need σi(π) ∈ Γ1(πqend) for any π ∈ Πpref (GA). As stop? and

θ are enabled in any game state, we need to check this for σi(π) ∈ LI . In this case

Definition 5.22 requires that a ∈ in(A after (trace(π))), so by Definition 5.11, we

then have that a is enabled in the game as well. If a is not enabled in A, then

this means the input is not enabled, though the test case uses it. By the ioco

relation, we then know that any following trace is allowed, so choosing stop?

then makes sense, as there is nothing else to test, so choosing stop? makes the

strategy finite immediately. (Note that θ is not the right choice here because

σT only chooses θ for plays that may occur in the game, but are not contained

in Outc(σT ).)

2. We have by Definition 5.9 that a test case is acyclic (except in its Pass and Fail

state). Because we encode state Pass, and inputs not enabled in the specifica-

tion, with a stop? in strategy σT , we then have that σT is finite. Note here that

a Fail state is never reached by a trace of a play, as the trace in a test case to
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a Fail state is not present in the specification. As σT only uses the trace of a

play prefix to determine the returned action, σT is trace-based by construction.

3. This follows from the fact that a test case is defined by its trace-prefixes (we

used this property in Theorem 5.20 to construct a test case).

Example 5.24. We use Definition 5.19 to construct the following strategy from test

case T of Figure 5.4:

σT (π) =



print? if trace(π) = ε

scan? if trace(π) = print?

stop? if trace(π) ∈ {print?scan?printed!stop?∗,

print?scan?scanned!stop?∗,print?printed!δstop?∗}
θ otherwise

Note that this strategy is equivalent to the one from Example 5.21.

5.5.3 Test Case Generation is Strategy Synthesis

We can now establish that we have defined a bijective function between test cases

and strategies, by using the translation from strategy to test case from Theorem 5.20,

and the translation from test case to strategy from Theorem 5.23 as its inverse.

Theorem 5.25. The function T 7→ σT is a bijection from the set of test cases of A
to the set of finite trace-based strategies of GA.

Proof. This theorem follows from Theorem 5.20 and Theorem 5.23, since the construc-

tions from Definition 5.19 and Definition 5.22 are defined to be each others inverse.

A test case is characterized by its trace-prefixes. This is exactly what is captured by

finite, trace-based strategies.

A consequence of Theorem 5.25 is that game synthesis algorithms can be used for

deriving test cases for specific test objectives. Test objectives describe the objective

that a tester likes to achieve during testing.

Various test objectives exist. Reachability goals are states in the specification that

the tester likes to reach. For example, one may like to see that the MP3 player is

able to play songs. To do so, the tester likes to reach any state with an outgoing

song-transition (and see if this transition can be executed), conforming to states q1

and q3 in Figure 5.2. We will elaborate on this in Chapter 6.

Test purposes [120] generalize reachability goals in the sense that a whole scenario

needs to be executed; for example, one likes to see if the MP3 player can produce

songs, after a quit? action. Since such scenarios can be adaptive, we model a test
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purpose as an SA with final states, in which the test purpose was successfully exe-

cuted. The interaction between the specification and the test purpose is modeled via

a composition operator ‖.
Finally, (state) coverage [23] can be a test objective, where the tester tries to cover

as many states in the specification as possible. As stated, our framework enables

strategy synthesis for these test objectives for any test regime.

5.6 Conformance is Alternating Trace Inclusion

A popular conformance relation for model-based testing is input-output conformance,

ioco for short [113]. This relation formalizes what it means that an SUT, modeled as

an input-enabled suspension automaton Impl , conforms to a specification, modeled as

an SA Spec (Definition 5.26); an SA A is input-enabled if all its states q satisfy in(q) =

LI . The ioco relation allows the implementation to implement more inputs, and fewer

outputs than the specification. Indeed, implementation Impl may implement more

services than specified in Spec, but on the specified inputs it must behave as prescribed

by Spec.

This viewpoint corresponds to Player 2 alternating trace containmentv2 for games

[4]. Game GA is 2-alternating-trace included in game GB , if any trace set that can be

enforced by Player 2 in GA can also be enforced by Player 2 in GB (Theorem 5.29).

In our definition of alternating trace containment (Definition 5.28), Player 1

chooses an input in GB, and then needs to choose a corresponding input in GA.

However, we need to take care that Player 1 does not cheat in GA, by choosing the θ

input, if this input is not chosen in GB (Definition 5.27).

Definition 5.26. Let A and B be SAs over the same label sets and assume that

A is input-enabled. Then we say that A ioco B if for all ρ ∈ traces(B) we have

out(A after ρ) ⊆ out(B after ρ).

Definition 5.27. Let G be a game arena corresponding to some SA, and π =

(q0, j0)〈a0, x0〉(q1, j1)〈a1, x1〉(q2, j2) . . . 〈ak−1xk−1〉(qk, jk) ∈ Πpref (G) a play prefix of

G. Then the action decision sequence of π is:

actions(π)
def
= j0〈a0, x0〉j1〈a1, x1〉j2 . . . 〈ak−1xk−1〉jk

Let GA, GB be two game arenas corresponding to an input-enabled SA A, and an SA

B, respectively. Let σA1 ∈ Σ1(GA), σB1 ∈ Σ1(GB) be two Player 1 strategies in these

games. Strategy σA1 cheats on σB1 if:

∃π ∈ Πpref (GA),∀π′ ∈ Πpref (GB) :

actions(π) = actions(π′) ∧ (σB1 (π′) 6= θ =⇒ σA1 (π) = θ)
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Definition 5.28. Let GA and GB be game arenas corresponding to an input-enabled

SA A, and an SA B, respectively. We say that GA is alternating trace contained in

GB, denoted GAv2GB iff

∀σA2 ∈ Σ2(GA),∃σB2 ∈ Σ2(GB),∀σB1 ∈ Σ1(GB),∃σA1 ∈ Σ1(GA) :

σA1 does not cheat on σB1 , and

{trace(π) | π ∈ Pref(Outc(σA1 , σ
A
2 ))} ⊆ {trace(π) | π ∈ Pref(Outc(σB1 , σ

B
2 ))}

Theorem 5.29. Let A and B be SAs over the same label sets and assume that A
is input-enabled. Let GA and GB be their respective underlying game arenas for the

nondeterministic test assumption. Then:

A ioco B ⇐⇒ GA v2 GB

Proof. We prove both directions separately.

( =⇒ ) We are given A ioco B, and need to prove:

σA1 does not cheat on σB1 , and

{trace(π) | π ∈ Pref(Outc(σA1 , σ
A
2 ))} ⊆ {trace(π) | π ∈ Pref(Outc(σB1 , σ

B
2 ))} (P)

for strategies σA2 ∈ Σ2(GA), σB2 ∈ Σ2(GB), σB1 ∈ Σ1(GB), and σA1 ∈ Σ1(GA). In

the derivation tree of Figure 5.5 we abreviate this formula to P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ).

The notations ∀I and ∃I refer to the forall introduction and exists introduction rule,

respectively. The application of these rules in this derivation tree requires that we

choose a specific strategy σB2 ∈ Σ2(GB), given an arbitrary strategy σA2 ∈ Σ2(GA),

and that we choose a specific strategy σA1 ∈ Σ1(GA), given σA2 , σB2 , and arbitrary

strategy σB1 ∈ Σ1(GB). Choosing these strategies will enable us to prove the formula

P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ) as required by the ‘To Be Proven’ rule.

To Be Proven
A ioco B ` P (σA

2 , σ
B
2 , σ

B
1 , σ

A
1 )

∃I
A ioco B ` ∃σA

1 ∈ Σ1(GA) : P (σA
2 , σ

B
2 , σ

B
1 , σ

A
1 )

∀I
A ioco B ` ∀σB

1 ∈ Σ1(GB),∃σA
1 ∈ Σ1(GA) : P (σA

2 , σ
B
2 , σ

B
1 , σ

A
1 )

∃I
∃σB

2 ∈ Σ2(GB), ∀σB
1 ∈ Σ1(GB),∃σA

1 ∈ Σ1(GA) : P (σA
2 , σ

B
2 , σ

B
1 , σ

A
1 )

∀I
A ioco B ` ∀σA

2 ∈ Σ2(GA), ∃σB
2 ∈ Σ2(GB),∀σB

1 ∈ Σ1(GB), ∃σA
1 ∈ Σ1(GA) : P (σA

2 , σ
B
2 , σ

B
1 , σ

A
1 )

Figure 5.5: Derivation tree for case =⇒ .

In the definition of these two strategies, we translate play prefixes from one game

to the other via their action decision sequences. For this we use the functions tA :

Πpref (GA) ⇀ Πpref (GB) and tB : Πpref (GB) ⇀ Πpref (GA). We define tA(π) = π′ if

there exists a π′ ∈ Πpref (GB) with actions(π) = actions(π′), and undefined otherwise.

The inverse tB is defined similarly.

We choose the two strategies σB2 and σA1 according to the definition as given

below. Note that σA1 is non-cheating, as it chooses the same input for all play prefixes
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in GA that have a play prefix in GB with the same action decision sequence. As A is

input-enabled, this is well-defined.

σB2 (π) =

{
σA2 (tB(π)) if tB(π) defined and σA2 (tB(π)) ∈ ΓB2 (πqend)

an arbitrary x ∈ ΓB2 (πqend) otherwise

σA1 (π) =

{
σB1 (tA(π)) if tA(π) defined

θ otherwise

We now will prove the ‘To Be Proven’ rule of the derivation tree of Figure 5.5. Let

π ∈ Pref(Outc(σA1 , σ
A
2 )). Because σA1 does not cheat on σB1 , it remains to prove that

trace(π) ∈ {trace(π′) | π′ ∈ Outc(σB1 , σ
B
2 )}. We use induction on the length of π to

prove this, and also tA(π) defined and tA(π) ∈ Pref(Outc(σB1 , σ
B
2 )).

If |π| = 1, i.e. π = qA0 , then trace(π) = ε = trace(tA(π)) = trace(qB0 ) ∈
Pref(Outc(σB1 , σ

B
2 )). We then obtain trace(π) ∈ {trace(π′) | π′ ∈ Pref(Outc(σB1 , σ

B
2 )}),

as required.

Now suppose that |π| = n + 1 for some n ∈ N \ {0}. Take decomposition π =

ψ〈a, x〉(q, j). We first prove that tA(π) is defined and tA(π) ∈ Pref(Outc(σB1 , σ
B
2 )).

From x ∈ ΓA2 (ψq|ψ|−1) we know by Definition 5.11 that x ∈ out(A after (trace(ψ))).

From A ioco B we then obtain x ∈ out(B after (trace(ψ))). Since tA(ψ) defined by

the induction hypothesis, we have x ∈ ΓB2 (tA(ψ)q|ψ|−1). As SA A is input-enabled,

we then have that tA(π) defined. Now note that σA1 (ψ) = σB1 (tA(ψ)) = a, i.e.

σA1 returns an input as choosen by σB1 , according to its definition. Furthermore, it

follows from the definition of σB2 that σB2 (tA(ψ)) = σA2 (tB(tA(ψ))) = σA2 (ψ) = x,

i.e. σA2 chooses the output that σB2 chooses. With the induction hypothesis, we then

obtain tA(π) ∈ Pref(Outc(σB1 , σ
B
2 )). We use this to prove that trace(π) ∈ {trace(π′) |

π′ ∈ Outc(σB1 , σ
B
2 )}.

If j = 2, then trace(π) = trace(ψ)x. We have x ∈ ΓB2 (tA(ψ)q|ψ|−1) and σA2 (ψ) =

σB2 (tA(ψ)) = x (for the reasons explained above). By the nondeterministic test as-

sumption we then have trace(ψ)x = trace(π) ∈ {trace(π′) | π′ ∈ Pref(Outc(σB1 , σ
B
2 ))}.

If j = 1, then trace(π) = trace(ψ)a. Hence, a ∈ ΓA1 (ψq|ψ|−1), and σA1 (ψ) =

σB1 (tA(ψ)) = a (for the reasons explained above). By the nondeterministic test as-

sumption we then have trace(ψ)a = trace(π) ∈ {trace(π′) | π′ ∈ Pref(Outc(σB1 , σ
B
2 ))}.

(⇐= ) We are given GAv2GB, and need to prove:

out(A after ρ) ⊆ out(B after ρ) (Q)

given an arbitrary trace ρ ∈ traces(B). According to the derivation tree of Figure 5.6,

which uses abbreviations φ1, φ2, φ3 as defined below, this amounts to proving formula

Q(ρ) from P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ), for arbitrary strategies σA1 and σB2 , and for specifically

chosen strategies σA2 ∈ Σ
(
2GA) given ρ, and σB1 ∈ Σ1(GB) given ρ, σA2 . In this
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φ2(GAv2GB, φ2(σA2 , σ
B
2 ) ` φ2(σA2 , σ

B
2 )

∀E
GAv2GB, φ2(σA2 , σ

B
2 ) ` φ3(σA2 , σ

B
2 , σ

B
1 )

To Be Proven

GAv2GB, φ2(σA2 , σ
B
2 ), P (σA2 , σ

B
2 , σ

B
1 , σ

A
1 ) ` Q(ρ)

∃E (upper part)

GAv2GB, φ2(σA2 , σ
B
2 ) ` Q(ρ)

GAv2GB ` GAv2GB ∀E
GAv2GB ` φ1(σA

2 )
∃E (upper part)

GAv2GB, φ2(σA
2 , σ

B
2 ) ` Q(ρ)

∃E
GAv2GB ` Q(ρ)

∀I
GAv2GB ` ∀ρ ∈ traces(B) : Q(ρ)

Figure 5.6: Derivation tree for case ⇐= .

derivation tree ∀E and ∃E refer to the forall elimination and exists elimination rule

respectively.

∃σB2 ∈ Σ2(GB),∀σB1 ∈ Σ1(GB),∃σA1 ∈ Σ1(GA) : P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ) (φ1)

∀σB1 ∈ Σ1(GB),∃σA1 ∈ Σ1(GA) : P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ) (φ2)

∃σA1 ∈ Σ1(GA) : P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ) (φ3)

We now will prove the ‘To Be Proven’ rule of the derivation tree of Figure 5.6.

We prove by induction on the length of ρ that ∃π ∈ Pref(Outc(σA1 , σ
A
2 )) : trace(π) =

ρ ∧ ∃πB ∈ Πpref (GB) : actions(π) = actions(πB) and out(A after ρ) ⊆ out(B after ρ).

If |ρ| = 0, then ρ = ε. Play prefix qA0 ∈ Pref(Outc(σA1 , σ
A
2 )) has trace(qA0 ) =

ε = ρ, and actions(qA0 ) = actions(qB0 ). Let x ∈ out(A after ρ). We then have x ∈
ΓA2 (qA0 ) by Definition 5.11. Because GA uses the nondeterministic test assumption,

and since we can choose σA2 (qA0 ) = x, there is a play prefix π ∈ Pref(Outc(σA1 , σ
A
2 ))

with trace(π) = x. We have that P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ), so consequently, x ∈ {trace(π′) |

π′ ∈ Pref(Outc(σB1 , σ
B
2 ))}. Hence, it must be that x ∈ ΓB2 (qB0 ), so by Definition 5.11

we have x ∈ out(B after ρ).

Suppose that |ρ| > 0. Take decomposition ρ = ρ′µ. By the induction hypoth-

esis, we know that out(A after ρ′) ⊆ out(B after ρ′), and we have some play prefix

π ∈ Pref(Outc(σA1 , σ
A
2 )) with trace(π) = ρ′, and a play prefix πB ∈ Πpref (GB) with

actions(π) = actions(πB).

If µ ∈ LδO, then we choose σA2 (π) = µ. By the nondeterministic test assumption,

and since ΓA1 (πqend) 6= ∅ by Definition 5.11, we then know there is a play prefix π′

with π′ ∈ Pref(Outc(σA1 , σ
A
2 )) such that trace(π′) = ρ′µ = ρ. As P (σA2 , σ

B
2 , σ

B
1 , σ

A
1 )

holds, we have a π′B ∈ Pref(Outc(σB1 , σ
B
2 ))} such that trace(π′B) = ρ, but to complete

the proof, we need a π′B with actions(π′B) = actions(π′). If σA1 (π) = θ then we

choose σB1 (π) = θ, as θ is enabled (ρ does not contain stop?, so πqend 6= (⊥, 1)). If

σA1 (π) 6= θ, we have by the nondeterministic test assumption and P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 )

that ρ′σA1 (π) ∈ {trace(π′′) | π′′ ∈ Pref(Outc(σB1 , σ
B
2 ))}. Hence, we have a play prefix

π′B ∈ Pref(Outc(σB1 , σ
B
2 ))} with actions(π′) = actions(π′B).
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If µ ∈ LI then we check whether σA1 (π) = µ. If so, then by the nondeterministic

test assumption we also have a play prefix π′ with π′ ∈ Pref(Outc(σA1 , σ
A
2 )) such that

trace(π′) = ρ′µ = ρ. By the nondeterministic test assumption and P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 )

that ρ′σA2 (π) ∈ {trace(π′′) | π′′ ∈ Pref(Outc(σB1 , σ
B
2 ))}. Hence, we have a play prefix

π′B ∈ Pref(Outc(σB1 , σ
B
2 ))} with actions(π′) = actions(π′B).

If σA1 (π) 6= µ, then we can obtain a contradiction. For all π′′B ∈ Πpref (GB) with

trace(π′′B) = ρ′, we choose σB1 (π′′B) = µ. Specifically, σB1 (πB) = µ. As µ 6= θ because

ρ ∈ L∗, and since σA1 does not cheat on σB1 , σA1 (π) 6= θ, so by the nondeterministic

test assumption, ρ′σA1 (π) ∈ {trace(π′′) | π′′ ∈ Pref(Outc(σA1 , σ
A
2 ))}. However, the set

{trace(π′′) | π′′Pref(Outc(σB1 , σ
B
2 )) does not contain a play prefix π′B with trace(π′B) =

ρ′σA1 (π) (because σB1 (πB) = µ). This contradicts with P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ).

Hence, no matter whether µ ∈ LδO or µ ∈ LI , we obtain a π′ ∈ Pref(Outc(σA1 , σ
A
2 ))

with trace(π′) = ρ. Let x ∈ out(A after ρ). By P (σA2 , σ
B
2 , σ

B
1 , σ

A
1 ) and the existence

of π′ we also have that there exists a π′′ ∈ Pref(Outc(σB1 , σ
B
2 )) with trace(π′′) = ρ.

By choosing σA2 (π′) = x, we obtain x ∈ out(B after ρ), in the same way as for case

|ρ| = 0.

The relation between game refinement and ioco has been studied before: [2, 119]

show that, on interface automata, ioco corresponds to alternating simulation. The-

orem 5.29 differs from these results in three ways: (1) [2, 119] compare ioco and

alternating simulation on interface automata. We compare ioco on SAs versus alter-

nating trace containment on games. (2) Our games consider concurrent moves by both

players; interface automata compare different transitions of the same player. (3) Alter-

nating trace containment is linear, whereas alternating simulation is a branching-time

relation. One could however argue that simulation and trace containment coincide

for deterministic systems (including our SAs). However, we prefer the formulation

in terms of alternating traces, because this allows stating the theorem for nondeter-

ministic Labeled Transition Systems. Unfortunately, it turned out that this extended

theorem does not hold [67].

5.7 Conclusions and Future Work

We have established a fundamental connection between model-based testing and 2-

player concurrent games, where specifications are game arenas, test cases are game

strategies, test case derivation is strategy synthesis, and conformance is alternating

trace containment for deterministic Labeled Transition Systems. This connection

allows the wide plethora of game synthesis techniques to be deployed to test case

generation.

The game-theoretic setting spawns several game-theoretic questions. While the

games we propose are concurrent because both the tester and the SUT propose moves

at the same time, one could argue that they are only semi-concurrent, since only one of

these moves is carried out at the same time. Therefore, we believe that test games have
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various properties that do not hold for concurrent games in general. We conjecture

that, whereas concurrent games require probabilistic strategies to win reachability

properties, our games require only deterministic strategies to win these, and we also

believe that our games are determined in that case.





Chapter 6

With a Little Help From Your Friends:

Test Case Optimization via Joker Games

We propose a game-based approach for test case generation and optimization. While

game-based approaches often try to find a strategy to win from any opponent, we

consider an opponent who now and then is willing to help. This is a realistic situation

in testing, as the system being tested is usually not adversarial. Asking for help is

done by using a joker in the game. We propose a construction method for strategies

that minimize the number of used jokers. We translate these strategies to test cases,

and show that these test cases indeed win, i.e. reach a goal state, while assuming

minimum help from the system to reach the state. Additionally, we explore whether

we can find a best strategy among strategies that use the minimal number of jokers.

6.1 Introduction

Testing is naturally seen as an optimization problem, where the tester tries to maxi-

mize the impact of the test process at minimum cost. Testers typically aim at deriving

test suites that visit as many states as possible, reach a certain set of goal states, or

explore a given scenario. A hurdle in finding such test suites is that the outputs

generated by the system-under-test (SUT) are not under the tester’s control. Thus,

the tester may try to reach a goal state, while the SUT provides outputs that never

visit this state; she may try to visit as many states as possible while the SUT keeps

the system in a small corner of state space.

To handle this situation, various authors have proposed 2-player games to syn-

thesize optimal test cases for a given test objective: The Test Player chooses the

inputs of the system, while the SUT Player chooses the system outputs [95]. Winning

strategies in these games correspond to test cases that always reach the test objective,

no matter how the SUT behaves (see Chapter 5). Game synthesis algorithms have

been fruitfully deployed to compute optimal strategies for deriving test cases, e.g. to
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test real-time systems against Timed CTL properties [30], to obtain cost-minimal test

cases in MDPs [88] and maximize state coverage [121].

Even though these game theoretic formulations are very natural and useful, they

suffer from two drawbacks:

1. Sure-winning is too pessimistic. Existing approaches require test cases to win

against any SUT. Consequently, only very few states are winning and enable a

winning strategy to be generated. In other states, no strategy at all is derived. In

our opinion, this sure-winning condition is too strict: Even though the behavior

of the SUT is unknown, it is not realistic to assume that the SUT makes the

tester’s life as hard as possible. Furthermore, a tester likes to derive best-effort

strategies in states where she cannot win.

2. Strong test assumptions. Existing approaches make rather strict assumptions on

the interaction between the tester and the SUT: In states with an input/output

conflict (where both the tester can do an input, and the SUT can provide an

output), these approaches assume either that the input is always carried out,

while any output ignored, or that the output always occurs, while any input

is ignored. This is not realistic, because it may depend on many factors (race

conditions, timing, scheduling) whether the input or the output is carried out.

Our approach supports a nondeterministic choice between the move of the tester

and the SUT. Further, we note that this issue is strongly related to the previous

one: the reason for making strong assumptions is that otherwise even fewer

winning strategies would be possible.

Issue (2) has been addressed in Chapter 5, presenting a framework that encodes

the interaction between the tester and the SUT. This chapter proposes a solution

for issue (1). We present, deploy, and extend recent results by Dallal, Neider and

Tabuada for robust controller synthesis [28, 91]. In particular, we coin the notion of

joker games. These games provide a best effort strategy in cases where the tester

cannot win: in each state the tester may decide to play a joker and choose the move

taken by the SUT. Then, we minimize the amount of jokers needed to win the game.

In this way, our best effort strategies minimize the amount of help needed from the

SUT to win the game. Clearly, joker-0 games correspond to classical games, where the

tester has to win against any SUT and joker-n games require help from the opponent

at most n times.

Our results extend those by Dallal et al. in two ways: First, we extend their turn-

based setting to concurrent games and show how optimal strategies can be computed.

Second, we show that even for two strategies that require the same amount of jokers,

it can be the case that one of them strictly dominates the other, in the sense that the

former strategy wins against strictly more opponent strategies than the latter.

An important contribution of this chapter is the relation between joker-n optimal

strategies and executable test cases. For a reachability goal R, we show that each

joker-n optimal strategy for R corresponds to a test case t with the following property:

if t is executed against an SUT that allows taking the desired moves at n (well-chosen)
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states, then R will surely be visited. We illustrate the joker-based test case derivation

process on the TCP protocol.

Related work

Testing via games. Most game theoretic approaches to testing formulate the in-

teraction between the tester and the SUT as a turn-based game, where either the SUT

or the tester moves. We, instead, use concurrent games, where the tester and the SUT

choose a game move at the same time and determine the next state(s) together via a

next-state function. A third player handles the nondeterministic choices: he decides

which state to move to.

For example, [88] uses 1 1
2 -player games (i.e. Markov decision processes), to obtain

cost-optimal test strategies, under the assumptions that the SUT behaves stochasti-

cally, and [30,56] use timed games to find cost-optimal test cases for real-time games.

In [11], games are used to generate test cases for Mealy machines based on temporal

logic properties. In [121], games are used to optimize state coverage, i.e. the number of

(specification) states visited during testing; the paper [23] studies the computational

complexity of this problem. Finally, [2, 67, 119] and Chapter 5 study the relation

between game refinement, and the ioco conformance relation.

Best effort strategies. The observation that sure-winning is too strict has also

been made in other application areas, like controller synthesis [9, 24, 40], and as-

sume/guarantee reasoning [12, 24]. Several solutions have been proposed to capture

the notion of best effort strategies, i.e. strategies that determine which move to play

in loosing states. These solutions differ from ours since they are qualitative, whereas

joker games quantify the amount of cooperation needed from the SUT.

For example, [9] coin the notion of strategy dominance, where, as stated above, one

strategy is better than another if it wins against more opponent strategies. Dominance

constitutes a lattice over the set of all Player 1 strategies and their maximal elements

are called admissible strategies; these are proposed as best strategies to play in loosing

states.

6.2 Concurrent Games

We consider concurrent games played by three players on a game graph. Player 1 and

2 concurrently choose an action in a game state. The combination of these two actions

allows the game to proceed to one of several possible next states, nondeterministically.

Player 3 resolves this nondeterminism by choosing one of these possible next states.

We add no extra elements for Player 3 to the game structure w.r.t. the game arenas

used in Chapter 5. Instead, we make Player 3 explicit, by introducing Player 3

strategies later in this section.
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Definition 6.1. A game arena is a tuple G = (Q, q0,Act1,Act2,Γ1,Γ2,Moves) where:

• Q is a finite set of states,

• q0 ∈ Q is the initial state,

• For i ∈ {1, 2}, Acti is a finite and non-empty set of Player i actions,

• For i ∈ {1, 2}, Γi : Q → 2Acti \ {∅} is an enabling condition, which assigns to

each state q a non-empty set Γi(q) of actions available to Player i in q,

• Moves : Q× Act1 × Act2 → 2Q is a function that given the actions of Player 1

and 2 determines the set of next states Q′ ⊆ Q the game can be in. We require

that Moves(q, a, x) = ∅ iff a 6∈ Γ1(q) ∨ x 6∈ Γ2(q).

In the rest of this chapter, we will often refer to a game G, and refer to its tu-

ple elements (Q, q0,Act1,Act2,Γ1,Γ2,Moves), without explicitely enumerating them

again.

A play is an infinite path in a game, i.e. a sequence of states and actions of the

players. We consider prefixes of plays as their finite description. In this chapter, we

focus on games in which Player 1 tries to win from Player 2 and 3. A play is winning

for Player 1 if it visits some state from a set R ⊆ Q.

Definition 6.2. A play is an infinite sequence:

π = q0〈a0, x0〉q1〈a1, x1〉q2 . . .

with aj ∈ Γ1(qj), xj ∈ Γ2(qj), and qj+1 ∈ Moves(qj , aj , xj) for all j ∈ N. We write

πqj = qj, π
a
j = aj, and πxj = xj for the j-th state, Player 1 action, and Player 2 action

respectively. The set of all plays with πq0 = q for some q ∈ Q is denoted Π(q). We

define Π(G) = Π(q0).

We define π0:j = q0〈a0, x0〉q1〈a1, x1〉q2 . . . 〈aj−1, xj−1〉qj as the prefix of play π up

to the j-th state. We denote the last Player 1 action aj−1 as πaend, the last Player 2

action xj−1 as πxend, and the last state qj as πqend. All the states occurring in a prefix

π0:j are denoted by States(π0:j) = {πqk | k ∈ {0, . . . , j}}.
The set of all prefixes of a set of plays P ⊆ Π(q) is denoted Pref(P ) = {π0:j | π ∈

Π(q), j ∈ N}. We define Πpref (G) = Pref(Π(G)).

Definition 6.3. A play π ∈ Π(q) for q ∈ Q is winning for a reachability goal R, if

R ⊆ Q and π reaches some state in R, i.e. there exist a j ∈ N such that πqj ∈ R. We

define the winning plays of q ∈ Q for R as:

WinΠ(q,R) = {π ∈ Π(q) | π is winning for R}

We write WinΠ(G,R) = WinΠ(q0, R).

The players choose their actions according to a strategy, when given a play prefix

of the game. A strategy σ is positional, if σ(π) only depends on πqend.

Definition 6.4. A strategy for Player i ∈ {1, 2} starting in state q ∈ Q is a function

σi : Pref(Π(q)) → Acti, such that σi(π) ∈ Γi(π
q
end) for any π ∈ Pref(Π(q)). We
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write Σi(q) for the set of all Player i ∈ {1, 2} strategies starting in q, and define

Σi(G) = Σi(q
0). A strategy σi ∈ Σi(G) is positional if:

∀π, τ ∈ Πpref (G) : πqend = τ qend =⇒ σi(π) = σ(τ)

A Player 3 strategy is a function σ3 : Pref(Π(q)) × Act1 × Act2 → Q, such that

σ3(π, a, x) ∈ Moves(πqend, a, x) for any π ∈ Pref(Π(q)). We write Σ3(q) for the set of

all Player 3 strategies starting in q, and define Σ3(G) = Σ3(q0).

When Player 1 executes its strategy, we obtain a set of plays, called game out-

comes. Given the strategies of all three players, the outcome is a unique play.

Definition 6.5. Let q ∈ Q be a state of game arena G. The outcome of a Player 1

strategy σ1 ∈ Σ1(q) is the set of plays that occur when Player 1 plays according to σ1:

Outc(σ1) = {π ∈ Π(q) | ∀j ∈ N : σ1(π0:j) = πaj }

The outcome Outc(σ1, σ2, σ3) of strategies σ1 ∈ Σ1(q), σ2 ∈ Σ2(q), and σ3 ∈ Σ3(q) is

the play π that occurs when Player 1 plays according to σ1, Player 2 according to σ2,

and Player 3 according to σ3, i.e.:

∀j ∈ N : σ1(π0:j) = πaj ∧ σ2(π0:j) = πxj ∧ σ3(π0:j , σ1(π0:j), σ2(π0:j)) = πqj+1

A Player 1 strategy is winning if all the game outcomes are winning, no matter

how the other players play. Player 1 can win the game by using a winning strategy

from a state of its winning region.

Definition 6.6. Let q ∈ Q be a state of game arena G, and R a reachability goal.

A Player 1 strategy σ1 ∈ Σ(q) is winning, if Outc(σ1) ⊆ WinΠ(q,R). The winning

region for for Player 1 in game G for goal R, denoted by WinReg(G,R), is the set of

all states S ⊆ Q such that for each q ∈ S, Player 1 has a winning strategy σ1 ∈ Σ1(q).

6.3 Constructing Winning Strategies

The Player 1 winning region and winning strategies of a game can be computed by

determining the so-called attractor of the reachability goal via fixpoint computation.

The definitions are comparable to those from [32]. At each computation step, the

set of winning states is expanded with its controllable predecessor: states from which

Player 1 can reach the winning states in one step, no matter the strategies chosen

by Player 2 and 3. If no more states can be added this way, a fixpoint has been

reached, and the complete winning region has been found. We assign states a rank

(as in [125]), indicating in which computation step the states have been added. The

lower the rank of a state, the less moves Player 1 needs for reaching a goal state.
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Definition 6.7. Let G be a game arena and R ⊆ Q a reachability goal. The Player 1

controllable predecessor of a set of states Q′ ⊆ Q is defined:

CPre1
G(Q′) = {q ∈ Q | ∃a ∈ Γ1(q),∀x ∈ Γ2(q) : Moves(q, a, x) ⊆ Q′}

The Player 1 attractor set for R is AttrG(R), where:

Attr0
G(R) = R

Attrk+1
G (R) = AttrkG(R) ∪ CPre1

G(AttrkG(R))}

AttrG(R) =
⋃
k∈N

AttrkG(R)

With each q ∈ AttrG(R), we associate a rank via the attractor rank function A-RankRG :

AttrG(R)→ N, defined as:

A-RankRG(q) = min{k ∈ N | q ∈ AttrkG(R)}

A Player 1 strategy is attracting, if it visits states with decreasing A-RankRG. We

will see later that attracting strategies are also winning. Definition 6.8 therefore

requires attracting strategies to ensure this rank decrease for all the plays that did

not reach a goal state from R yet, as a play containing a goal state is already winning.

Definition 6.8. Let G be a game arena and R ⊆ Q a reachability goal. Denote the

play prefixes ending in a state of the attractor set without encountering R as:

ΠR
A = {π ∈ Πpref (G) | States(π) ∩R = ∅ ∧ πqend ∈ AttrG(R)}

A strategy σ ∈ Σ1(G) is attracting for R if for any play prefixes π ∈ ΠR
A:

∀x ∈ Γ2(πqend),∀q
′ ∈ Moves(πqend, σ(π), x) : A-RankRG(πqend) > A-RankRG(q′)

If q0 ∈ AttrG(R), then using actions from an attracting strategy results in winning

the game: after each move a state of a strictly lower rank is reached. Hence, finally

a state with rank 0, i.e. a state from R must be reached. We note that an attractor

induces at least one positional attracting strategy.

If q0 /∈ AttrG(R), the game has no winning Player 1 strategy, when playing against

adversarial playing Player 2 and 3. We omit a formal proof for Theorem 6.9 as this

is well-known in game theory [32].

Theorem 6.9. Let G be a game arena and R a reachability goal for Player 1. Then

the following holds:

1. Player 1 has a winning strategy if and only if he has an attracting strategy.

2. Attracting strategies are winning for Player 1.

3. WinReg(G,R) = AttrG(R).
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6.4 Constucting Joker Strategies

The attractor construction of Section 6.2 allows to calculate Player 1 strategies that

are winning when Player 2 and 3 play adversarial. With such opponents, arriving in

a non-winning state means that Player 1 looses the game: a state of the reachability

goal will never be reached. However, in practice, games may represent situations, e.g.

testing, in which Player 2 and 3 do not always play adversarial, or are even willing

to help their opponent once in a while. In that case it is very relevant to consider

strategies that try to recover from losing the game. Such strategies then reach a goal

state, if Player 2 and 3 help out. Getting help from Player 2 and/or 3 is not for

free though, it costs Player 1 one joker to get help once. Therefore, Player 1 tries to

minimize the number of jokers she spends.

Example 6.10. Consider the game arena Ga∨b from Figure 6.1. Suppose that Player

1 wants to reach state ,. From state 1, Player 1 reaches state 3 by choosing b. Player

2 and 3 cannot prevent this: they can only choose δ and state 3, respectively. To reach

state , from state 3, Player 1 needs to choose a. Player 2 can only choose x. For

a and x Player 3 can choose to go to state , or /. By using a joker, Player 1 asks

Player 3 to choose state ,.

1

2 3

,

/θ δ

a δ b δ

a x

a y

θ y

θ x

a x

a x θ x

θ δ

θ δ

Figure 6.1: The game arena Ga∨b. The states are the circles. An arrow from state q

to q′ with a label a x depicts that q′ ∈ Moves(q, a, x).

A construction algorithm for joker minimization was given in [28]. We will work

out this construction for our concurrent games, by reformulating it to a nested at-

tractor construction. Later, we will also define the associated joker strategies.

The construction for solving the problem of joker minimization defines a set

JokerG(R). It consists of the winning states AttrG(R), which is the maximum set of

states from which R can be reached without using a joker. Then, we expand AttrG(R)

to set PreG(AttrG(R)) by applying 1 joker: these are the states that can be reached

with one move, if we get the help from Player 2 and 3, i.e. if they choose a suitable

action and state. By subsequently computing the attractor set of PreG(AttrG(R)),
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we obtain all states which can reach a goal state from R by applying one joker. We

repeat this process, until we reach a fixpoint.

Definition 6.11. Let G be a game arena and R a reachability goal for Player 1. The

predecessor of a set of states Q′ ⊆ Q is defined:

PreG(Q′) = {q ∈ Q | ∃a ∈ Γ1(q),∃x ∈ Γ2(q),∃q′ ∈ Moves(q, a, x) : q′ ∈ Q′}

The Player 1 joker game for R is JokerG(R). It contains the states of the joker sets

JokerkG(R) for k ∈ N. Their definition is as follows:

Joker0
G(R) = AttrG(R)

Jokerk+1
G (R) = JokerkG(R) ∪AttrG(PreG(JokerkG(R)))

JokerG(R) =
⋃
k∈N

JokerkG(R)

With each q ∈ JokerG(R), we associate a rank via the joker rank function J-RankRG :

JokerG(R)→ N, defined as:

J-RankRG(q) = min{k ∈ N | q ∈ JokerkG(R)}

Example 6.12. We compute joker sets for the game Ga∨b from Figure 6.1 and

reachability goal {,} by taking the following computation steps:

Joker0
Ga∨b

({,}) = {,}
PreGa∨b(Joker0

Ga∨b
({,})) = {2, 3,,}

Joker1
Ga∨b

({,}) = {1, 2, 3,,}
PreGa∨b(Joker1

Ga∨b
({,})) = {1, 2, 3,,}

Joker2
Ga∨b

({,}) = {1, 2, 3,,}

Theorem 6.13 states that the states JokerG(R) are exactly the states from which

a goal state can be reached, i.e. the states having a winning play. Hence, a state from

JokerG(R) is a state from which Player 1 can win, if he uses enough jokers.

Theorem 6.13. Let G be a game arena and R a reachability goal. Define the goal

reaching states of game G as follows:

Reach(G,R) = {q ∈ Q | ∃π ∈ Π(q) : π is winning for R}

Then it holds that Reach(G,R) = JokerG(R).

Proof. Let q ∈ JokerG(R). We prove direction ⊇ by induction on J-RankRG(q).

If J-RankRG(q) = 0, then q ∈ AttrG(R). By Theorem 6.9 we obtain that q ∈
WinReg(G,R). We then obtain from Definition 6.6 that there is a winning strategy



6.4. Constucting Joker Strategies 145

σ1 ∈ Σ1(q), and that Outc(σ1) ⊆ WinΠ(q,R). Consequently, we can pick any play

from Outc(σ1) to obtain a winning play π ∈ Π(q) for R.

Now suppose that J-RankRG(q) > 0. Then we have by Definition 6.11 that q ∈
AttrG(PreG(Joker

J-RankRG(q)−1
G (R))). Using the same reasoning as for J-RankRG(q) =

0, we obtain a winning play π ∈ Π(q) for reachability goal PreG(Joker
J-RankRG(q)−1
G (R)).

Let j ∈ N such that πqj ∈ PreG(Joker
J-RankRG(q)−1
G (R)). By definition of predeces-

sor, there is a a ∈ Γ1(πqj ), x ∈ Γ2(πqj ), and q′ ∈ Joker
J-RankRG(q)−1
G (R) such that

Moves(πqj , a, x) = q′. By the induction hypothesis, we also have a winning play

π′ ∈ Σ1(q′) for reachability goal R, and any q′ ∈ Joker
J-RankRG(q)−1
G (R) . Then the

play π0:j〈a, x〉π′ ∈ Π(q) is winning for R.

To prove direction ⊆, we assume that q /∈ JokerG(R), and we show that q /∈
Reach(G,R). From q /∈ JokerG(R) we obtain by the definition of predecessor that:

¬(∃a ∈ Γ1(q),∃x ∈ Γ2(x),∃q′ ∈ Moves(q, a, x) : q′ ∈ JokerG(R)) (6.1)

= ∀a ∈ Γ1(q),∀x ∈ Γ2(x),∀q′ ∈ Moves(q, a, x) : q′ /∈ JokerG(R)) (6.2)

Consequently, there is no move to a state from JokerG(R). Since R ⊆ JokerG(R),

this means that q cannot reach a goal state in one move. From statement (6.2) above

we obtain that any state q′ ∈ Moves(q, a, x) also has q′ /∈ JokerG(R). But then (6.2)

also holds for q′. Consequently, q has no winning play for R.

The states added by the predecessor PreG to the previous joker set, are the states

from which a joker needs to be applied. We therefore call these states joker states.

Definition 6.14. Let G be a game arena and R ⊆ Q a reachability goal. We define

the set of joker states as follows:

JStatesG(R) =
⋃
k∈N

PreG(JokerkG(R)) \ JokerkG(R)

The helping moves of Player 2 and 3 for a joker state, are the action and next

state, such that a state from the lower ranked joker set is reached. Note that such

an action and next state exist, as they were used for constructing a predecessor in

the joker game. Helping strategies are Player 2 and 3 strategy pairs that use helping

moves.

Definition 6.15. Let G be a game arena and R ⊆ Q a reachability goal, and let

JokerG(R) be a joker game. For each joker state q ∈ JStatesG(R), and a ∈ Γ1(q),

we define the helping moves of Player 2 and 3:

HMove2,3(q, a) = {(x, q′) ∈ Γ2(q)×Q |q′ ∈ Moves(q, a, x) ∩ JokerG(R)

∧ J-RankRG(q′) < J-RankRG(q)}
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Definition 6.16. Let G be a game arena and R ⊆ Q a reachability goal. Let σ1 ∈
Σ1(G) be a Player 1 strategy. Then the helping strategies for σ1 are the pairs:

HΣ2,3(σ1) = {(σ2, σ3) ∈ Σ2(G)× Σ3(G) | ∀π ∈ Pref(Outc(σ1, σ2, σ3)) :

πqend ∈ JStatesG(R) ∧ States(π) ∩R = ∅
=⇒

(σ2(π), σ3(π)) ∈ HMove2,3(πqend, σ1(π))}

Example 6.17. In the game Ga∨b of Figure 6.1, the joker states are states 2 and 3,

because these were added by the predecessor operation PreG in Example 6.12. Both

states have the helping move (x,,) for Player 1 action a, as this results in reaching

state , immediately. We have (x,/) /∈ HMove(3, a), as / /∈ JokerG(R). Also

(y, 3) /∈ HMove(2, a), as J-Rank
{,}
Ga∨b

(2) = J-Rank
{,}
Ga∨b

(3) = 1.

A Player 1 joker strategy chooses actions according to the joker and attractor

ranks from the joker game:

• In a joker state, Player 1 chooses an action such that there is a helping move to

a lower ranked joker set.

• In a non-joker state, Player 1 chooses an action such that he moves to a state

from a lower ranked attractor set of the current joker set.

Definition 6.18. Let G be a game arena and R ⊆ Q a reachability goal. Let σ ∈
Σ1(G) be a strategy. Denote the play prefixes ending in a state from JokerG(R) without

encountering R as:

ΠR
J = {π ∈ Pref(Outc(σ)) | States(π) ∩R = ∅ ∧ πqend ∈ JokerG(R)}

Strategy σ ∈ Σ1(G) is a joker strategy for R in G if for all play prefixes π ∈ ΠR
J we

have that:

(πqend ∈ JStatesG(R) =⇒ HMove(πqend, σ(π)) 6= ∅)
∧ (πqend /∈ JStatesG(R) =⇒

∀x ∈ Γ2(πqend),∀q
′ ∈ Moves(πqend, σ(π), x) : J-RankRG(πqend) = J-RankRG(q′)

∧A-RankRG(πqend) > A-RankRG(q′))

We note that a joker game induces at least one positional joker strategy, as it

is just a nested attractor construction. Example 6.19 describes two positional joker

strategies.

Example 6.19. The following table describes two positional joker strategies σ1a and

σ1b for the joker game of Example 6.12:
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πqend σ1a(π) σ1b(π)

1 a b

2 a a

3 a a

, θ θ

/ θ θ

Figure 6.2 shows the winning play prefixes of σ1a and σ1b, for helping Player 2 and 3

strategies. We will use σ1a and σ1b in later examples.

1

2 3

,

/θ δ

a δ b δ

a x

a y

θ y

θ x

a x

a x θ x

θ δ

θ δ

Figure 6.2: The game arena Ga∨b. Joker states are gray. The game consists of winning

play prefixes of strategy σ1a (dashed) and σ1b (dotted), for helping Player 2 and 3

strategies.

Theorem 6.21 shows that Player 1 reaches a goal state, if he uses a joker strategy,

and is helped by helping pair of Player 2 and 3 strategies. Lemma 6.20 shows that

such a pair indeed exists.

Lemma 6.20. Let G be a game arena and R ⊆ Q a reachability goal. Let σ1 ∈ Σ1(G)

be a Player 1 joker strategy. Then HΣ2,3(σ1) 6= ∅.

Proof. We need to construct strategies σ2 ∈ Σ2(G) and σ3 ∈ Σ3(G) adhering to

the requirements of Definition 6.16. Let π ∈ Pref(Outc(σ1)). Assume that π ∈
Pref(Outc(σ1, σ2, σ3)) (i.e. σ2 and σ3 already defined for all prefixes of π), πqend ∈
JStatesG(R) and States(π)∩R = ∅, such that the implication of Definition 6.16 is not

trivially true (otherwise we are done). Consequently, we obtain from Definition 6.18

that π ∈ ΠR
J , and from πqend ∈ JStatesG(R) we obtain HMove(πqend, σ1) 6= ∅. Conse-

quently, we can choose (σ2(π), σ3(π)) ∈ HMove(πqend, σ1) and obtain HΣ2,3(σ1) 6= ∅
immediately.

Theorem 6.21. Let G be a game arena and R ⊆ Q a reachability goal. For all Player

1 joker strategies σ1 ∈ Σ1(G) with reachability goal R, we have for any (σ2, σ3) ∈
HΣ2,3(σ1) that Outc(σ1, σ2, σ3) ∈WinΠ(G,R).
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Proof. We apply induction on J-RankRG(q0). If J-RankRG(q0) = 0, then q0 is a state

in the winning region of Player 1, and σ1 a winning strategy, since it is attracting by

construction. Hence σ1 wins from any Player 2 and 3 strategies, so in particular from

helping Player 2 and 3 strategies.

If J-RankRG(q0) > 0, then we assume by induction that σ1 reaches a state from

R from any state q ∈ JokerG(R) with J-RankRG(q0) > J-RankRG(q). Since σ1 is a

joker strategy, we have a helping strategy pair (σ2, σ3) ∈ HΣ2,3(σ1) by Lemma 6.20.

Because J-RankRG(q0) > 0, any π ∈ Outc(σ1, σ2, σ3) has an index j ∈ N such that

πjq ∈ JStatesG(R) and J-RankRG(q0) = J-RankRG(πjq), since σ1 is attracting until πqj
(Definition 6.18 and 6.8). Because the pair (σ2, σ3) ∈ HΣ2,3(σ1) is helping, they pro-

pose a helping move (σ2(π), σ3(π)) ∈ HMove2,3(πqend, σ1(π)) (Definition 6.16), which

ensures the next state has a lower rank than πjq (Definition 6.15). Because σ1 is a joker

strategy, we have HMove2,3(πqend, σ1(π)) 6= ∅ (Definition 6.18). We then conclude the

proof by using the induction hypothesis.

6.5 Testing as a Game

In Chapter 5, the tight connection between testing and games was investigated: spec-

ification models, called suspension automata, can be encoded as concurrent games,

and strategies for these games correspond to test cases in the model. In this section,

we summarize the parts of Chapter 5 needed in this chapter.

6.5.1 From Specifications to Games

In model-based testing, test cases are generated from a model, and executed on a

real-world software system, called the System Under Test (SUT). The model, usually

called the specification, is an automaton with inputs and outputs, that describes the

required input-output behaviour of the system. We denote with f(i) ↓, or f(i) ↑, that

a partial function f is defined, or undefined respectively, on input i.

Definition 6.22. A suspension automaton (SA) is a 5-tuple A = (Q,LI , L
δ
O, T, q

0)

where

• Q is a non-empty finite set of states,

• LI is a finite set of input labels,

• LδO = LO ∪{δ} with LO a finite set of output labels, δ 6∈ LO, and LI ∩LδO = ∅,
• T : Q× (LI ∪ LδO) ⇀ Q is a partial transition function , and

• q0 ∈ Q is an initial state.

We write L = LI ∪ LδO. For q ∈ Q, we denote the set of enabled inputs and outputs

in q by in(q) = {a ∈ LI | T (q, a) ↓}, and out(q) = {x ∈ LδO | T (q, x) ↓} respectively.

We require that an SA is non-blocking: ∀q ∈ Q : out(q) 6= ∅.

Figure 6.3(left) shows an example SA. We assume that any SA uses a special

output label δ to indicate quiescence, i.e. the absence of an observable output x ∈ LO
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[113]. Handling quiescence is crucial in testing: if the SUT does not respond with

any output, we must know whether or not this is allowed by the specification SA,

formalized via the δ action.

We translate each specification in a game, where Player 1 is the tester providing

inputs from Act1, Player 2 is the SUT providing outputs from Act2, and Player 3

resolves the nondeterminism that occurs if both the tester and the SUT want to play

an action at the same time. The tester may provide a special input label θ /∈ LI ,

to indicate that she does not want to provide an input. Additionally, the tester may

provide input stop? /∈ LI to indicate that the tester wants to stop testing, which

brings the game to special state ⊥.

A state q of an SA is mixed if in(q) 6= ∅ and out(q) 6= {δ}. Hence, in mixed

states an input-output conflict may occur: the tester then wants to provide an input,

while the SUT wants to produce an output. In Chapter 5, several test assumptions

are described, and a way of encoding them in the game is provided. Here, we use

the least restrictive test assumption: the nondeterministic test assumption prioritizes

neither inputs over outputs or vice versa, by having a nondeterministic choice between

next game states. Further, the game state Q×{1, 2} records whether an action from

Act1 (i.e. an input) or Act2 (i.e. an output) was used to reach the state.

Definition 6.23. Let A = (Q,LI , L
δ
O, T, q

0) be an SA. The game arena for A is

defined by GA = (Q⊥, (q
0, 1),Act1,Act2,Γ1,Γ2,Moves) where:

• Q⊥ = (Q× {1, 2}) ∪ {(⊥, 1)}
• Act1 = LI ∪ {θ, stop?} and Act2 = LδO.

• For all q ∈ Q and i ∈ {1, 2}, we take Γ1((q, i)) = in(q) ∪ {θ, stop?}, and

Γ2((q, i)) = out(q).

• we take Γ1(⊥, 1) = {stop?} and Γ2(⊥, 1) = LδO.

• the function Moves : Q⊥×Act1×Act2 → 2Q⊥ implements the nondeterministic

test assumption as follows:.

Moves((q, i), a, x) =


{(⊥, 1)} if a = stop?

{(T (q, x), 2)} else if a = θ

{(T (q, a), 1)} else if x = δ

{(T (q, a), 1), (T (q, x), 2)} otherwise

Figure 6.3 shows an SA and its corresponding joker game. In these games, states

(q, 1) and (q, 2) enable the same moves. However, (q, 1) denotes that it was reached

via an input, so a Player 1 action, and (q, 2) denotes that it was reached via an output,

so a Player 2 action. We will need this encoding for translating play prefixes to traces

for test cases, as a play does not show which transition of the SA was taken. For

obtaining strategies in the game itself, we do not need this duplicate encoding, and

the joker game displays duplicates (q, 1) and (q, 2) as q.
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Figure 6.3: A suspension automaton (left), and the corresponding game arena which

was also displayed in Figure 6.1 (right).

fail
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y

δ

x y
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Figure 6.4: A test case for the suspension automaton of Figure 6.3. The trace bx

occurs in the specification, while x, y, bδ, and by do not.

6.5.2 From Strategies to Test Cases

We now summarize parts of Chapter 5 for translating strategies into test cases. A

test case consists of inputs and outputs from the model, which need to be provided to,

or received from the SUT. Executing a test case on an SUT results in verdict Pass,

in case of expected outputs, and in verdict Fail in case of an unexpected output.

Formally, test cases are acyclic suspension automata with special end states Pass and

Fail . Each intermediate state of a test case either has:

• a transition for one input and all outputs LO. Transition for outputs LO are

needed because the SUT may produce an output, instead of receiving the input.

• transitions for all outputs LδO. We now include δ, as waiting for an output may

result in quiescence, so receiving no output.

Figure 6.4 shows a test case for the SA shown in Figure 6.3. Definition 6.25 defines

test cases formally. Before defining test cases, we need some auxilary definitions for

suspension automata from Chapter 2:
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Definition 6.24. Let A = (Q,LI , L
δ
O, T, q

0) be a suspension automaton, q ∈ Q,
µ ∈ L, ρ ∈ L∗, and ε the empty sequence. Then we define:

q after ε = {q}

q after µρ =

{
T (q, µ) after ρ if T (q, µ)↓
∅ otherwise

A after ρ = q0 after ρ

traces(A) = {ρ′ ∈ L∗ | A after ρ′ 6= ∅}

Definition 6.25. A test case for a suspension automaton A = (Q,Li, L
δ
O, T, q

0) is a

suspension automaton T = (Qt, LI , L
δ
O, T

t, q0t) such that:

• There are two special states Pass, Fail∈ Qt such that T t(Pass, x) = Pass and

T t(Fail, x) = Fail for all x ∈ LδO, and T t(Pass, a)↑, T t(Fail, a)↑ for all a ∈ LI .

• T has no cycles except those in Pass and Fail.

• Every state enables all outputs LO, and either one input or δ: ∀q ∈ Q :

(| in(q)| = 0 ∧ out(q) = LδO) ∨ (out(q) = LO ∧ | in(q)| = 1).

• T is sound: ∀ρ ∈ traces(T ) : T after ρ = {Fail} =⇒ ρ /∈ traces(A).

A trace to a Pass state of a test case consists of one of the two actions after each

state of the play, such that this action corresponds to the actual transition taken in

the specification. While strategies have infinite plays, test cases have finite length

traces to their Pass and Fail states. Finite strategies use the stop? action to indicate

the relevant, finite play prefix that can be translated to a test case. To translate a

strategy into test cases, it additionally needs to be trace-based: it must return the

same action for play prefixes with the same trace. This is required, because test cases

choose the next action (providing input, observing output, or stop with a verdict),

based on previously observed actions: the trace. A strategy chooses an action based

on the provided play. This play also contains actions which do not occur in the trace

of the play.

Definition 6.26. Let GA be the game arena of an SA A. The function trace :

Πpref (GA)→ L∗ is defined as

trace((q0, i0)〈a0, x0〉(q1, i1) . . . 〈an−1, xn−1〉(qn, in)) = ρ0ρ1, . . . ρn−1

where for all j ∈ N with 0 ≤ j < n :

ρj =

{
aj if ij+1 = 1

xj otherwise

A strategy σ ∈ Σ1(GA) is finite if:

∀π ∈ Outc(σ),∃j ∈ N : πaj = stop?

A strategy σ ∈ Σ1(GA) is trace-based if:

∀π, π′ ∈ Πpref (G) : trace(π) = trace(π′) =⇒ σ(π) = σ(π′)



152 6. Test Case Optimization via Joker-Games

Theorem 6.27 states that all finite, trace-based strategies can be translated to test

cases. It has been proven in Chapter 5.

Theorem 6.27. Let GA be the game arena of an SA A. Let σ ∈ Σ1(GA) be a

trace-based and finite strategy for Player 1. Let the trace-set of σ be:

Trσ = {trace(π) | π ∈ Pref(Outc(σ)) ∧ (π 6= (q0, 1) =⇒ πaend 6= stop?)}

Then Trσ characterizes a unique and sound test case for A.

6.6 Test Cases for Winning and Joker Strategies

This section shows an application of the connection between model-based testing and

games of the previous section. We translate winning and joker strategies to test cases.

For a test case constructed from a winning strategy, we show that the test case ensures

reaching a goal state, nomatter the SUT does. For a test case constructed from a

joker strategy, we show that a goal state is reached, if the SUT provides some help.

6.6.1 From Winning Strategies to Test Cases

We exploit the connection between strategies and test cases, to construct test cases

from winning strategies. In particular, the following lemma states that we can con-

struct a trace-based finite winning strategy for Player 1, if the initial state is part

of the attractor. According to Theorem 6.27, a trace-based, finite strategy can be

translated to a test case. This is then used in Theorem 6.30 to obtain the desired

translation from winning strategies to test cases that reach a goal state.

Lemma 6.28. Let GA be a game arena of a suspension automaton A and R a

reachability goal. If q0 ∈ AttrGA(R), then there also exists a winning Player 1 strategy

that is trace-based and finite.

Proof. Via Theorem 6.9 we obtain an attracting, winning strategy σ from the given

fact that q0 ∈ AttrGA(R), and note that we also may assume that σ is positional.

Then we note that we can translate σ into a finite, positional, attracting, winning

strategy σ′, by providing a stop? action if R has been reached already:

σ′(π) =

{
σ(π) if States(π) ∩R = ∅
stop? otherwise

We now prove that σ′ is a trace-based strategy. Let π, τ ∈ Πpref (GA) be play

prefixes such that trace(π) = trace(τ). Since trace(π) = trace(π′), it must be that

πqend, τ
q
end ∈ {(q, 1), (q, 2)} for some q ∈ Q, by Definition 6.23. By this definition, we

also have that Moves((q, 1), a, x) = Moves((q, 2), a, x). Since σ′ is positional, σ′ is a

trace-based strategy.
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To show that a test case constructed from a winning strategy ‘wins’, i.e. reaches

a goal state, Theorem 6.30 investigates the traces of the test case that end in a

Pass state. Therefore we introduce notation for traces ending in a certain state in

Definition 6.29.

Definition 6.29. Let A be a suspension automaton and q a state of A. Then:

qtraces(A, q) = {ρ ∈ L∗ | A after ρ = {q}}

Theorem 6.30. Let GA be a game arena of a suspension automaton A, and R a

reachability goal, such that q0 ∈ AttrGA(R). Then there exists a test case T for A
such that ∀ρ ∈ qtraces(T ,Pass) : A after ρ ⊆ R.

Proof. Via q0 ∈ AttrGA(R) and Lemma 6.28 we can obtain a test case T for a corre-

sponding winning Player 1 strategy σ1. By ρ ∈ qtraces(T ,Pass) and Theorem 6.27,

we have that ρ = trace(π) such that πstop? ∈ Pref(Outc(σ1)). We obtain from the

proof of Lemma 6.28 (specifically, the definition of σ′) that States(π) ∩ R 6= ∅. By

ρ = trace(π) we have that ρ is a trace of test case T , so π does not contain the Player

1 action stop?, according to the construction of T defined in Theorem 6.27. Then it

must be that πqend ∈ R is the first goal state π reaches. Consequently, A after ρ ⊆ R

holds.

6.6.2 From Joker Strategies to Test Cases

We now use the connection between strategies and test cases, to construct test cases

from joker strategies. Lemma 6.32 shows that if the initial state is in the joker

game, then a joker strategy can be constructed, which is also finite and trace-based.

Theorem 6.35 then translates this strategy to a test case, which indeed reaches a goal

state, if the SUT is helping the tester. To formalize when the SUT helps, we define

helping plays, helping play prefixes and helping traces, by using the notion of helping

strategy pairs from Definition 6.16.

Definition 6.31. Let G be a game arena and R ⊆ Q a reachability goal. Let

σ1 ∈ Σ1(G) be a joker strategy. Let π ∈ Outc(σ1). Then π is helping if there is

a helping pair (σ2, σ3) ∈ HΣ2,3(σ1) such that π = Outc(σ1, σ2, σ3). A play prefix

π′ ∈ Pref(Outc(σ1)) is helping if π′ ∈ Pref(π) for some helping play π ∈ Outc(σ1).

Lemma 6.32. Let GA be a game arena of a suspension automaton A and R a

reachability goal. If q0 ∈ JokerGA(R), then there exists a trace-based, finite, Player 1

joker strategy.

Proof. By q0 ∈ JokerGA(R), and the construction of the joker game of Definition 6.11,

we then have that there exists a joker strategy σ. We may assume that σ is also
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positional. Then translate σ into a finite strategy σ′ as follows:

σ′(π) =

{
σ(π) if π is helping and States(π) ∩R = ∅
stop? otherwise

From Definition 6.31 it follows that for any helping play prefix π ∈ Pref(Outc(σ)) there

is also helping play π′ ∈ Outc(σ), and that any helping play π′ has a helping strategy

pair (σ2, σ3) ∈ HΣ2,3(σ). From Theorem 6.21 it then follows that π′ ∈ WinΠ(G,R).

Hence, σ′ is indeed finite. For the same reasons as given in the proof of Lemma 6.28,

σ′ is also trace-based.

A trace of a test case for a specification is helping, if it corresponds to helping

plays in the game arena of the specification.

Definition 6.33. Let A = (Q,LI , L
δ
O, T, q

0) be an SA, and let T be a test case

constructed from a joker strategy σ1 ∈ Σ1(GA) (according to Lemma 6.32), with

reachability goal R. Let ρ ∈ traces(T ). Then ρ is helping if all play prefixes π ∈
Pref(Outc(σ1)) with ρ = trace(π) are helping.

Lemma 6.34 shows that helping traces exist, such that Theorem 6.35 does not

state a trivially true implication.

Lemma 6.34. Let A = (Q,LI , L
δ
O, T, q

0) be an SA, and let T be a test case con-

structed from a joker strategy σ1 ∈ Σ1(GA) (according to Lemma 6.32), with reacha-

bility goal R. Then there exists a ρ ∈ qtraces(T ,Pass) such that ρ is helping.

Proof. By Lemma 6.20 we have HΣ2,3(σ1) 6= ∅. Therefore, there exist plays π =

Outc(σ1, σ2, σ3) for helping strategy pairs (σ2, σ3) ∈ HΣ2,3(σ1). By Definition 6.31,

this means that π is helping. Additionally, we have by Theorem 6.21 that π ∈
WinΠ(G,R). Then we see by the proof of Lemma 6.32 that π has a prefix π′stop? ∈
Pref(Outc(σ1)) such that trace(π′) ∈ qtraces(T ,Pass).

Since π is helping, π′ is helping by Definition 6.31. Plays with the same trace

visit the same states of GA by definition of trace (Definition 6.26) and Moves (Def-

inition 6.23). If there would be a non-helping prefix τ ∈ Πpref (G) with trace(π′) =

trace(τ), then it would show a non-helping move (τ jx, τ
j
q ), with τ jq not one of the

states States(π′), which is a contradiction. Consequently, all play prefixes with the

same trace as π′ are helping, so indeed trace(π′) is helping.

Theorem 6.35. Let GA be a game arena of a suspension automaton A, and R a

reachability goal, such that q0 ∈ JokerGA(R). Then there exists a test case T for A
such that:

∀ρ ∈ qtraces(T ,Pass) : ρ is helping =⇒ A after ρ ⊆ {r | (r, i) ∈ R, i ∈ {1, 2}}

Proof. Via q0 ∈ JokerGA(R) and Lemma 6.32 we can obtain a test case T for a

corresponding Player 1 joker strategy σ1. By ρ ∈ qtraces(T ,Pass) and Theorem 6.27,
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we have that ρ = trace(π) such that πstop? ∈ Pref(Outc(σ1)). Because ρ is helping,

we have by Definition 6.33 that π is helping. Then we obtain from the proof of

Lemma 6.32 (specifically, the definition of σ′) that States(π) ∩ R 6= ∅. By ρ =

trace(π), we have that ρ is a trace of test case T , so π does not contain the Player

1 action stop?, according to the construction of T defined in Theorem 6.27. Since

all strict prefixes of π are also helping by Definition 6.31, it must be that πqend ∈ R
is the first goal state π reaches. Consequently, it follows from Definition 6.23 that

A after ρ ⊆ {r | (r, i) ∈ R, i ∈ {1, 2}} holds.

6.7 Admissible and Resilient Strategies

In Example 6.19, we obtained two joker strategies σ1a and σ1b. Is one better than

the other? According to several papers [18, 19, 40], a player should prefer admissable

strategies. A player then does not have a strategy that dominates, i.e. is strictly

‘better’, than such an admissable strategy. In particular, Faella [40] concludes that

a player should prefer admissable strategies when the game is in a state outside the

player’s winning region.

For defining dominance and admissability for our Player 1 strategies, we use the

Player 2 and 3 strategy pairs the Player 1 strategy can win from [40]. We say that σ1

is dominated by σ′1, denoted σ1 <d σ
′
1, if σ′1 has strictly more Player 2 and 3 strategy

pairs it wins from, than σ1.

Definition 6.36. Let G be a game arena and R a reachability goal. Define the Player

2 and 3 strategy pairs that are winning for a strategy σ1 ∈ Σ1(G) as:

WinΣ2,3(σ1, R) = {(σ2, σ3) ∈ Σ2(G)× Σ3(G) | Outc(σ1, σ2, σ3) ∈WinΠ(G,R)}

A strategy σ1 ∈ Σ1(G) is dominated by a strategy σ′1 ∈ Σ1(G), denoted σ1 <d σ
′
1, if

WinΣ2,3(σ1, R) ⊂ WinΣ2,3(σ′1, R). Strategy σ1 ∈ Σ1(G) is admissible if there is no

strategy σ′1 ∈ Σ1(G) with σ1 <d σ
′
1.

Example 6.37. This examples shows that for the strategies σ1a and σ1b of Exam-

ple 6.19, we have σ1b <d σ1a. We note that Player 2 can only choose action δ in

states 1, ,, and /, and Player 3 can only choose one move for any action chosen

by Player 1. So Player 2 and 3 have only one option to choose in those states. Re-

member from Example 6.17, that state 2 and 3 have helping move (x,,) for Player

1 action a. Action a is proposed by both σ1a and σ1b in state 2 and 3. The following

table therefore shows the moves of the four positional Player 2 and 3 strategy pairs

for state 2 and 3, and checks whether σ1a and σ1b win for these moves:
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State 2 State 3 σ1a winning? σ1b winning?

(x,,) (x,,) yes yes

(x,,) (x,/) yes no

(y, 3) (x,,) yes yes

(y, 3) (x,/) no no

We see that σ1a has strictly more winning strategy pairs than σ1b. The second

strategy pair is winning for σ1a, because state 3 is not encountered in the play.

The joker game provides no way to find out that σ1a is preferable over σ1b, since

the construction only minimizes the number of jokers, but does not differentiate be-

tween joker states of the same joker set. Additionally, Definition 6.36 provides no

constructive definition. To differentiate quantitatively between joker strategies, we

propose viewing the game from the position of Player 2 and 3 instead of Player 1. To

do this, we would like to quantify how much ‘effort’ Player 2 and 3 need to put in,

for making Player 1 loose, similar to the notion of resilience as in [91].

In game Ga∨b we see that Player 1 definitely looses if state / is reached, while

it is still possible to win from any other state. Indeed we have by by Theorem 6.13

that Reach(Ga∨b, {,}) = Joker(Ga∨b, {,}) = {1, 2, 3,,}. Additionally, we note that

Player 2 and 3 need two moves from state 2 to make Player 1 reach /, while from

state 3 only 1 move is needed. These remarks hint that using an attractor for Player

2 and 3 from loosing state / could help to find this out algorithmically. We then need

a notion for the controllable predecessor for collaborating Player 2 and 3, which we

give in Definition 6.38. This predecessor adds states q to a set of reached states Q′, if

Player 2 can choose an action x ∈ Γ2(q), such that for any Player 1 action a ∈ Γ1(q),

Player 3 can choose a state from Moves(q, a, x) that is contained in Q′. We illustrate

its use in Example 6.39.

Definition 6.38. Let G = (Q, q0,Act1,Act2,Γ1,Γ2,Moves) be a game arena. The

Player 2 and 3 controllable predecessor of a set of states Q′ ⊆ Q is defined:

CPre2,3
G (Q′) = {q ∈ Q | ∃x ∈ Γ2(q),∀a ∈ Γ1(q) : Moves(q, a, x) ∩Q′ 6= ∅}

Example 6.39. We calculate the attractor for game G2∨3 and reachability goal {/},
using CPre2,3

G :

Attractor set States

0 {/}
1 {3,/}
2 {2,3,/}
3 {1,2,3,/}

Any helping strategy pair (σ2, σ3) uses helping move (x,,) in states 2 and 3. For

σ1a we then obtain play Outc(σ1a, σ2, σ3) = 1〈a, δ〉2〈a, x〉, . . . . The state with the

lowest rank of this play is state 2 with rank 2. For σ1b we obtain play Outc(σ1b, σ2, σ3) =
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1〈b, δ〉3〈a, x〉, . . . . The state with the lowest rank of this play is state 3 with rank 1.

Hence, this indicates that σ1a is preferable over σ1b.

We postpone formally defining the resilience of states and strategies, using the rank

of states, to future work. We are however curious, whether such a quantitative notion

of resilience could be linked to the qualitative notion of dominance and admissability.

6.8 TCP Case Study

We use TCP, the protocol used for internet connections, as a case study. Figure 6.5

shows a suspension automaton that models the opening and closing of a TCP con-

nection. The open and SYN actions open the connection, and the CLOSE and FIN

actions end the connection. Both sides of the connection (the SUT and the tester)

need to also acknowledge each others messages. The SUT stores data about the

connection in the Transmission Control Block (TCB).

We will apply our joker games on the game arena of this model, and derive strate-

gies that test the full opening and closing behaviour, i.e. test cases that reach state ,.

Table 6.1 shows the computation steps for computing the joker game. We find that

there are 5 joker states: state 7, 8, 9, 16 and 26; they are colored gray in Figure 6.5.

Two jokers need to be applied to reach ,.

The columns of Table 6.1 show the following:

• The first column shows the index of the joker sets

• The second column shows the index of the attractor sets. Because there are

three joker sets, we compute the attractor three times. We note that attractor

set 0 of joker set 1 and 2 represents the Predecessor of joker sets 0 and 1,

respectively.

• The third column shows which states are added, relative to the states of the

rows above. Hence, attractor set 0 of joker set 0 is {,}, attractor set 1 of joker

set 0 is {19,,}, attractor set 2 of joker set 0 is {18,19,20,,}, etc.

• The last column describes the positional joker strategies of the TCP game arena.

Each row shows the strategy actions for the states of the third column. The

notation q 7→ a means that a joker strategy proposes action a, when the last

state of the provided play is q. For states 9 and 16 the table gives two possible

Player 1 actions, while for all other states only one action can be derived from the

joker game. In Figure 6.5, we underlined the inputs corresponding to possible

actions of joker strategies in the joker states. The dashed transitions depict the

(only) two positional joker strategies.

Are the two joker strategies of Figure 6.5 the best strategies? We note that the

two strategies reach state , after 11 moves, if Player 2 and 3 propose helping moves.

However, there are positional strategies that use the same number of jokers, but

reach state , in 10 moves! Those strategies either choose passiveOpen? instead of

activeOpen? in state 1, or FIN? instead of CLOSE? in state 13.
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Figure 6.5: Suspension automaton modelling the opening and closing behaviour of

the TCP protocol. Joker states are gray. Actions of joker strategies in joker states are

underlined. The dashed transitions depict the helping plays/traces of the two joker

strategies for reachability goal ,.
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Joker Set Attractor Set Added States Joker Strategy Actions

0 0 {,}
0 1 {19} 19 7→ θ

0 2 {18,20} 18 7→ θ, 20 7→ θ

0 3 {17,21} 17 7→ FIN?, 21 7→ θ

1 0 {16,26} 16 7→ ACK? ∨ FIN?, 26 7→ ACK?

1 1 {15,22,25} 15 7→ θ, 22 7→ θ, 25 7→ θ

1 2 {13,24} 13 7→ CLOSE?, 24 7→ CLOSE?

1 3 {14,23} 14 7→ θ, 23 7→ θ

1 4 {12} 12 7→ θ

2 0 {7,8,9} 7 7→ SYNACK?, 8 7→ ACK?,

9 7→ CLOSE? ∨ ACK?

2 1 {6,10} 6 7→ θ, 10 7→ θ

2 2 {4,11} 4 7→ θ, 11 7→ SYN?

2 3 {1,2} 1 7→ activeOpen?, 2 7→ θ

2 4 {3} 3 7→ θ

Table 6.1: Calculation steps for constructing the joker game, and joker strategies, for

the game arena of the TCP suspension automaton of Figure 6.5.

These ‘short’ strategies are not constructed from the joker game, because attrac-

tors minimize the number of moves locally, in each joker set. However, we see in the

TCP game arena, that it is sometimes better to take more moves to the next joker

state, if we need less moves after that joker state. We see this for state 13 for example.

Choosing FIN? in state 13 means 4 moves are needed to joker state 26, where we need

only one move to state ,, so the total number of moves is 5. If we take the CLOSE?

move in state 13, we only need 2 moves to reach joker state 16, but after state 16, we

need an additional 4 moves to reach state ,, so the total is 6 moves.

Consequently, using the nested attractor sets of joker sets to construct joker strate-

gies, may result in strategies that do not use the minimal number of moves. Finding

an algorithm that both minimizes the number of jokers, and the number of moves

should therefore be investigated in future work.

6.9 Conclusions and Future Work

In this chapter, we investigated ‘best effort’ strategies that reach a goal state, while

using a minimum number of jokers to get help from the opponent. In particular,

we show how to compute such strategies. Furthermore, we showed that test cases

for model-based testing can be constructed from these strategies, such that the test

cases reach goal states. This way, we applied the connection between strategies and

test cases, as introduced in Chapter 5. Additionally, we explored whether we can
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differentiate between different strategies that use the minimal number of jokers, by

considering strategies that are admissible, resilient and short. Admissible and resilient

strategies try to be maximally resistant against opponent strategies. Short joker

strategies use the minimum number of jokers, and also the minimum number of moves,

to reach a goal state.

We envision several directions for future work. First, we note that our joker games

can also be seen as priced games: using a joker then costs 1, while other moves have

cost 0. We are interested whether we could benefit from this connection. Here we

could use different prices for jokers, e.g. the cost for choosing the action of Player 2

may be different than the cost for choosing a state from the possible moves available to

Player 3. Second, we would like to work outo the notion of resilience, and investigate

whether maximally resilient strategies are admissible, and vice versa. Third, we would

like to find an algorithm for constructing strategies that minimize both the number

of jokers and the number moves.



Chapter 7

Conclusions

This thesis contributes to improving techniques for model-based testing, where the

model is a Labeled Transition System, i.e. a model consisting of states that are con-

nected via transitions that are labeled with an input or output. We describe various

ways to generate tests from such models, using some form of model coverage. The

goal of generating tests using model coverage is to obtain a test for each part of the

model. Such a part can be a transition, as in Chapter 4, or the unique behaviour of

a state, as in Chapter 3. Test generation with model coverage is a structured and

automatic method for selecting a finite set of tests among the infinite set of possible

tests.

The central concept in this thesis is the n-complete test suite, which is introduced

in Chapter 2. An n-complete test suite provides the strongest form of model-coverage

for selecting a finite number of tests. A test of such a suite reaches a state of the

System Under Test (SUT) using an access sequence, and then checks if this is the

expected state according to the model by applying a state identification experiment.

This way all states of the SUT, and also all its transitions to the states, are checked.

The number n is an upper bound to the number of states the SUT is estimated to

have. Because we restrict to a finite number of n states, the n-complete test suite

contains a finite number of tests, though its size increases exponentially with the

number n. Any SUT with n or less states which passes the n-complete test suite is

guaranteed to be a correct implementation of the model.

We next elaborate on the contributions of each of the chapters of this thesis with

respect to the theme of n-complete test suites. After that we analyse what is still

missing and give directions for future work.

7.1 Contributions

Chapter 2 provides the foundation of n-complete test suites for Labeled Transition

Systems. Its definition uses the set of all possible access sequences, and state iden-

tification experiments for each pair of states, just like n-complete test suites for the
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more restrictive model of Finite State Machines [37]. Labeled Transition Systems may

have pairs of compatible states, i.e. states that do not have a state identification ex-

periment. Our n-complete test suite deals with compatible state pairs by recursively

constructing an n-complete test suite for those states.

Chapter 3 provides an algorithm for constructing state identification experiments

that identify one state out of as many states as possible. The algorithm is a general-

isation of the algorithm for Finite State Machines [79]. Experimental results on case

studies show that our state identification experiments are very effective: 99% of the

(incompatible) states can be identified with just one short experiment. Consequently,

plugging in the concise state identification experiments of Chapter 3 in the n-complete

test suites of Chapter 2 significantly reduces the size of the test suite.

In Chapter 4 we use nondeterministic Symbolic Transition Systems as a model.

These models are an extension of the Labeled Transition Systems. The models are

called ‘symbolic’ because data-elements can be added to the inputs and outputs of

transitions, and they are nondeterministic because states may have more than one

transition labeled with the same input or output. The chapter provides an algorithm

to generate tests that reach all the transitions of nondeterministic Symbolic Transition

Systems. Hence, this algorithm computes access sequences to all states of the model,

but does only take into account few values for the data on these transitions.

Chapter 5 connects concepts from model-based testing, like models and tests, to

concepts of game theory, like game state spaces and strategies. The process of testing

is seen as a game between the tester providing the inputs, and the SUT producing the

outputs. Additionally, the chapter provides a broader view on this test interaction,

by describing several possible test assumptions for states which have both input and

output transitions. The most impartial assumption assumes that neither the tester

nor the SUT is favoured because the SUT nondeterministically accepts the input of

the tester or produces an output itself.

Though Chapter 5 does not contribute directly to improving the n-complete test

suites of Chapter 2, it provides a stepping stone to Chapter 6. This last chapter

gives a construction for access sequences that are most effective for the impartial test

assumption just mentioned for Chapter 5. To find these access sequences, we use the

connection to game theory from Chapter 5: we generate optimal strategies for the

game state space that corresponds to a model. In this game, the tester may use a

joker to win in a conflict situation, i.e. she uses a joker to provide an input in states

where the SUT can also produce an output, or to have the SUT produce the output

the tester wishes. By translating the optimal strategy to a test, we obtain an access

sequence that avoids conflicts as much as possible. This is done in an adaptive way:

based on previously seen inputs and outputs the next action of the access sequence

may be different. By using such access sequences in the construction of the n-complete

test suites from Chapter 2, test execution time could be reduced.
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7.2 Future work

With this thesis, research on n-complete test suites for Labeled Transitions Systems

is not finished; there are still major gaps to fill in. In this section we describe the

questions and problems that were deferred to future work.

Finite test suite construction. Chapter 2 defines the construction of an n-

complete test suite by using recursion: for every pair of compatible states the state

identification experiment is to execute an n-complete test suite for the model ‘merg-

ing’ the two compatible states. It is not clear from the construction that this recursion

is finite. More research is needed to find out whether this is the case. If not, then

we would like to find out whether there is a certain subclass of labeled transition

systems for which the construction is finite. Chapter 2 provides an alternative test

suite construction, which is always finite. It is however exponential, so the number of

tests do not scale with the size of implementations. So for applicability of n-complete

test suites, it is preferable to refine the recursive test suite construction.

Access sequences. Chapter 2 uses all sequences up to and including length n for

reaching all states and transitions with its n-complete test suite. This approach results

in an exponential number of access sequences. We would like to use the adaptive

access sequences from Chapter 6, and use few access sequences per specification state.

However, we then first need to solve two problems.

First, a specification model sometimes allows a System Under Test to not imple-

ment all the specification states (see Section 2.7.2 for details). This way, the SUT can

have faults which can only be discovered by extending the set of length-n access se-

quences with some extra transitions. A bound on how many extra transitions exactly

need to be taken remains yet to be found.

Second, using adaptive access sequences allows two tests to reach the same state

using different inputs and outputs. The proof of n-completeness however heavily

relies on always using the exact same access sequence in all test cases for reaching

the same state. It is an open problem whether the use of adaptive access sequences

in an n-complete test suite can be misused by an SUT to hide a fault within the

bound of n allowed states. As far as we know, this is not only an open problem for

Labeled Transition Systems, but also for the Finite State Machine model, which has

been studied much more extensively in literature.

If it turns out that adaptive access sequences cannot be used for n-complete test

suites, then fixed access sequences can be extracted from the adaptive access sequences

of Chapter 6. These access sequences then still have the advantage of avoiding conflict

states as much as possible. No matter the answer to the adaptive access sequences

problem, the strategies and hence the access sequences of Chapter 6 could still be im-

proved, by also minimizing the number of transitions besides minimizing the number

of encountered conflict states.
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State identification. For computing a state identification experiment, Chapter 3

needs to compute an intermediary object called the splitting graph. Though the size of

a splitting graph may be exponential with respect to the number of states in the model,

our five case studies show that this size is much smaller in practice. Theoretically

it would be interesting to know whether there is subclass of specifications that does

not have this exponential blow up. Furthermore, we need few inputs and outputs for

executing the state identification experiments found for the case studies, but we have

no theoretical bound on their length.

The state identification experiments found for the case studies of Chapter 3 could

distinguish 99% of the pairs of (incompatible) states. To perform identification for

the remaining states, we could use the pairwise state identification experiments from

Chapter 2. As this is relatively inefficient compared with the test for the first 99%

of the state pairs, it would be interesting to see whether this can be optimized by

performing a more careful analysis.

Nondeterminism. Nondeterminism is useful for modelling software systems ex-

hibiting nondeterministic behaviour, and nondeterministic models also allow for more

ease and flexibility in constructing the model. However, in all chapters except Chap-

ter 4, we assume our Labeled Transition Systems to be deterministic. By translating

nondeterministic Labeled Transition Systems into deterministic Labeled Transition

Systems our techniques can still be applied, but the translation may result in an ex-

ponential blow-up in the number of states. We therefore would like to extend the

techniques from Chapter 6 and Chapter 3 for constructing access sequences and state

identification experiments, respectively, to be directly applicable on nondeterministic

Labeled Transition Systems, and also extend the n-complete test suites of Chapter 2

to a nondeterministic setting. More research is needed here as the techniques cur-

rently rely on determinism. Possibly, we could reuse some ideas from research on

n-complete test suites for nondeterministic Finite State Machines [98–100].

Data. Though we can obtain (state-based) access sequences for Symbolic Transition

Systems by using the results from Chapter 4, we are unaware of possible construction

methods for state identification experiments for these systems, e.g. by applying a

similar abstraction on the data-elements of the systems to get a finite representation.

We note however, that we can never get the same n-completeness guarantee for STSs

as for Labeled Transition Systems, unless we use a finite bound on the (usually infinite)

data domains, in addition to the bound n for the number of states. Such a bound on

data can for example be obtained by using finite data domains only, or by partitioning

infinite data domains into finite partitions [47].

Since the test generation of Chapter 4 mostly relies on the state-transition struc-

ture of the model, ‘easy’ to find faults hidden in the data-elements of the model can

still be missed by the generated test suite. An evident research direction is therefore

to extend the techniques from Chapter 4 with data coverage techniques.
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Quiescence and conformance. This thesis uses the ioco relation to formally de-

fine conformance between SUTs and their models. A prominent concept in ioco

theory is quiescence. A state is said to be quiescent if it has no output transitions.

Hence, if an SUT produces an output, while it had to be quiescent according to the

specification, this is non-conforming behaviour.

While Chapter 5 and 6 treat quiescence as a special output, the other chapters

do not take any properties of quiescence into account. In Chapter 2 and 3 quiescence

is considered an output like any other. This is a generalized approach which does

not influence correctness of the n-complete test suite construction. It remains to be

investigated whether the test suite construction or size could benefit from using the

properties of quiescence. In Chapter 4, the ioco relation is weakened by leaving out

quiescence at all. Embedding quiescence in the work of Chapter 4 is therefore an

important future research direction.

Furthermore, one has to be careful when combining quiescence and nondetermin-

ism in our Labeled Transition Systems. It turns out that the uioco relation must be

used instead of ioco, to prevent strange interaction between quiescence, nondetermin-

ism, and states that are not input-enabled [66]. However, as uioco is a different con-

formance relation than ioco in case of nondeterminism, it will require severe changes

in the test generation and execution of Chapter 4.

Tools and experiments. To make the contributions of this thesis applicable in

practice, it is important that proposed techniques are implemented, and joined to-

gether in a tool. A (prototype) implementation is available for Chapter 3 and 4,

but not for the remaining chapters. Further implementation of the theory from this

thesis will help to do more research, and in particular its allows for performing more

experiments.
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[8] N. Bertrand, T. Jéron, A. Stainer, and M. Krichen. Off-line test selection

with test purposes for non-deterministic timed automata. In P. A. Abdulla and

K. R. M. Leino, editors, Tools and Algorithms for the Construction and Analysis

of Systems, pages 96–111, Berlin, Heidelberg, 2011. Springer Berlin Heidelberg.

[9] D. Berwanger. Admissibility in infinite games. In STACS 2007 – Symposium on

Theoretical Aspects of Computer Science, Proceedings, LNCS. Springer-Verlag,

2007.

automata.cs.ru.nl


168 Bibliography

[10] M. van der Bijl, A. Rensink, and J. Tretmans. Compositional testing with ioco.

In A. Petrenko and A. Ulrich, editors, Formal Approaches to Software Testing,

pages 86–100, Berlin, Heidelberg, 2004. Springer Berlin Heidelberg.

[11] R. Bloem, R. Ehlers, and R. Könighofer. Cooperative reactive synthesis. In Au-

tomated Technology for Verification and Analysis - 13th International Sympo-

sium, ATVA 2015, Shanghai, China, October 12-15, 2015, Proceedings, volume

9364 of Lecture Notes in Computer Science, pages 394–410. Springer, 2015.

[12] R. Bloem, R. Ehlers, and R. Könighofer. Cooperative reactive synthesis. In

Automated Technology for Verification and Analysis, pages 394–410. Springer,

2015.

[13] R. Bloem, R. Könighofer, I. Pill, and F. Röck. Synthesizing adaptive test
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editors, Formal Approaches to Software Testing and Runtime Verification –

FATES/RV’06, volume 4262 of Lecture Notes in Computer Science, pages 40–

54. Springer-Verlag, 2006.

[45] G. Friedman, A. Hartman, K. Nagin, and T. Shiran. Projected state machine

coverage for software testing. In Proceedings of the 2002 ACM SIGSOFT In-

ternational Symposium on Software Testing and Analysis, ISSTA ’02, pages

134–143, New York, NY, USA, 2002. ACM.

[46] C. Gaston, P. Le Gall, N. Rapin, and A. Touil. Symbolic execution techniques
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